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Abstract

This thesis is concerned with the analysis of the optimization problem in a class of
generativemodels calledGenerativeAdversarial Networks (GANs). GANs are successful
generative models used to learn to mimic a given sampled distribution, and can be
linked to Optimal Transport (OT) by the loss they rely on. OT is a reliable means to
quantitatively compare two given probability distributions. The overall optimization
problem is challenging as it involves a minimax optimization, in a generally highly non-
convex-concave framework. In order to alleviate the analysis issues raised by this setting,
several means can be employed. This thesis explores some of them in order to study a
simplified OT-based generative model.

After introducing relevant mathematical tools in Chapter 2, we present in Chapter 3 the
general framework of GANs, as well as the different simplifications that can be employed
in order to derive analytical guarantees on the optimization system. Two examples, one
discrete and one continuous, are investigated in order to illustrate how the analytical
framework can be used in very simplified settings.

A particularly useful simplification is to reduce the minimax problem to a minimization
problem only, by considering the maximization problem as being optimally solved at
each time. In OT-based GAN, this typically boils down to analysing a type of distance
between probability distributions, the Wasserstein distance. The minimization problem
corresponds to finding a distribution that minimizes this distance to a given, target
distribution. Chapters 4 and 5 leverage this simplification and study the landscape and
convergence properties of a particular, linearOT-basedGAN. In this case, the optimization
problem can be cast as an overparametrized matrix factorization problem, combining a
deep linear neural network with a covariance matrix parametrizations.

The landscape of the resulting loss, based on the so-called Bures-Wasserstein distance
between the covariance matrices, is investigated in Chapter 4. More precisely, the critical
points of the loss are derived, under the appropriate parametrizations. Given a rank
constraint on the model covariance matrix, we make explicit the global minimizer to the
matrix approximation problem. We find that they are are identical to the minimizers
when considering a Euclidean distance between the covariance matrices. The Hessian
of the loss at the critical points is derived and numerically investigated, in order to
understand what differences the Euclidean and the Bures-Wasserstein distances may
introduce in the optimization.

In Chapter 5, we analyze the gradient flow and gradient descent optimization schemes
of this deep linear neural network under the Bures-Wasserstein loss. Convergence to

i



minimizers of the loss is proven, under additional assumptions on the initialization of
the scheme. The rank constraint on the approximation matrix appears here naturally as
a bottleneck in the network representing the model covariance matrix.

Complementary to the main discussion about GANs, the thesis also includes a chapter
on the optimization landscape in a supervised learning setting (Chapter 6 on mode
connectivity). Its conclusions may be linked to the GAN discussion in the simplified,
limited setting of a minimization-only optimization scheme.
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1 Introduction

Weprovide here an overview of the different topics, motivations, and goals of the thesis.

The main topic of this thesis is the study of Generative Adversarial Networks (GANs) —
an instance of implicit generative modelling — and their related optimization properties.
Given samples from an otherwise unknown data distribution, a GAN’s goal is to learn
how to generate samples that are indistinguishable from the original distribution. There-
fore, at the heart of such a learning system lies a means of comparing two probability
distributions. A celebrated mathematical tool for doing so is Optimal Transport (OT),
which leverages a ground cost from the sample space onto the corresponding space of
distributions. The presentation of the core concepts and theorems related to OT is given
in Chapter 2. The computation of OT quantities is involved, and often requires adequate
relaxations or simplifications. Moreover, the optimization of a GAN is challenging to
properly analyze, as it typically involves a minimization-maximization problem of a
highly non-convex-non-concave objective.

Chapter 3 provides a general introduction on GANs, and the motivations for different
wide-spread losses. It also summarizes the usual strategies used to alleviate the inherent
optimization challenges mentioned above. The optimal discriminator hypothesis, for
instance, reduces the minimization-maximization system of a GAN to a minimization-
only problem, which is more amenable to analyze. Under this hypothesis, regularity
assumptions on the objective can be spelled out in order to enable the convergence of a
gradient-descent algorithm to converge towards a critical point of the loss. Nonetheless,
a toy example presented later in this chapter illustrates how these conditions can be
violated even in a very simple setting. The study of such an example also aims at gaining
intuition on how to analyze more complex models.

Given the intricacy of a GAN optimization scheme, and the OT computational challenges,
we adopt simplifying assumptions in the following two chapters in order to analyse
an OT-based GAN. First, we focus on the generator network’s analysis, by assuming
the optimal discriminator hypothesis. Second, we consider a linear architecture for the
generator which, together with a suitable latent distribution, reduces theWasserstein loss
expression to a closed-form computation: the Bures-Wasserstein distance (BW) between
covariancematrices. Together, these assumptions lead to the study of a Bures-Wasserstein
linear GAN. Since it is defined on covariance matrices, the BW loss requires a covariance
(or Burer-Monteiro) parametrization, which is seamlessly encoded by the linear GANwe
consider. This parametrization comes on top of the one defining a deep linear network.
Although dramatically simpler to analyse than a regular GAN, this learning system is
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1 Introduction

still worth of study, since it combines a non-Euclidean loss landscape, a rank-constrained
matrix approximation problem, a covariance parametrization, and an overparametrized
optimization scheme. We split its examination in two parts.

In Chapter 4, we study the landscape of the BW loss; namely, we give an expression of
the critical points of the loss (restricted to a fixed-rank set of matrices), and inspect some
of their properties.

Since the differential of the BW loss is not continuous everywhere, we have to also consider
a regularized version of the loss, of which we also derive the critical points of a given rank.
Interestingly, the rank-restricted critical points of the (original) BW loss coincide with the
critical points found when, instead, a loss derived from the Euclidean geometry of the
space of matrices — the Frobenius, or “squared error” loss — is considered. In particular,
the (rank-restricted) minimizers for the two losses are the same. Since the Frobenius loss
is expressed as (the square of) an unitary invariant norm, its rank-constrainedminimizers’
expression can be derived by the Eckart-Young-Mirsky theorem. In the case of the BW
loss on the other hand, a direct application of the theorem is not possible. We therefore
investigate in more detail from where this correspondence comes, and find out its origin
in the (Euclidean) ground cost leveraged by the Wasserstein distance. Although the two
landscapes share their critical points, the Hessian of the losses at these loci are different.
We derive the Hessian matrix expression for the BW loss (in all parameter, function, and
covariance spaces), and experimentally evaluate its difference with the Frobenius loss.
The derivations also allows to express the Hessian of any loss relying on the covariance
(or Burer-Monteiro) parametrization.

Once the landscape of the BW loss has been inspected, in Chapter 5, we turn to the
dynamical analysis of the corresponding learning system. More specifically, we consider
first-order optimization algorithms on the parameters of the network (gradient flow and
gradient descent) and derive convergence guarantees towards minimizers of the BW
loss. In order to limit the number of parameters that correspond to a unique matrix (due
to the symmetry of the deep-linear network parametrization), assumptions are made,
depending on the learning algorithm considered.

The deep-linear-network parametrization has many symmetries, and many different
weights correspond to the samematrix. We restrict this bymaking assumptions, invariant
during training, on the weights. We obtain two different types of results, corresponding
to two different sets of hypothesis. First, for the gradient flow, we require an (arguably
strong) assumption on the weights, which implies that the parametrized covariance
matrix remains strictly positive throughout training. In this setting, we obtain an expo-
nential rate of convergence towards the global minimizer of the original BW loss. Second,
for the gradient descent, we only assume a bounded initialization, but have to consider
in turn the regularized loss to ensure the well-posedness of the optimization problem.
Convergence is shown to a minimizer of the considered loss, which is global over the set
of same-or-less rank matrices. Experimental evaluations back the theoretical exponential
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rate of convergence towards the global minimizer, and its accelerated dependency on the
depth of the network.

Due to the different symmetries (of the deep linear network and covariance parametriza-
tions), the actual critical points in the parameter space are infinite. In many other
over-parametrized context, the learning problem has many more than one solution.
Chapter 6 constructively exhibits a path connecting any two parameters achieving a
small loss, in the supervised learning framework. Numerical computations run on a
multitude of networks and different classification tasks show that very often, stochastic
gradient descent finds such low-loss-achieving parameters.

3



1 Introduction

Notations

The following notations will be used throughout the text.

E,F,G normed (Banach) vector spaces; 8, 10
L (E,F ) set of bounded linear operators between E and F ; 11

domφ effective domain of φ : E → (−∞,∞]; 8
(E,E∗) topologically paired vector spaces; 9

φ∗ convex conjugate of φ; 9
∂φ(x̄) subdifferential of φ at x̄ ∈ E; 10
∥A∥ operator norm for A : E → F ; 11
E′ topological dual of E; 11

⟨ ·, · ⟩E∗,E duality pairing between E and E∗; 11, 19
C (X) real-valued continuous functions on X ; 11, 11

class C k, for k ∈ N0 real-valued functions that have a kth derivative; 58
C0(X) continuous function vanishing at infinity on X ; 11
M (X) signed measures on X ; 12

M+(X) positive measures on X ; 12
P(X) probability measures on X ; 19

P2(X) square integrable probability measures on X ; 24, 75
L1(µ) µ-integrable functions, for µ ∈ M (X); 12

∼= isomorphism equivalence relation; 13
pi : X1 ×X2 → Xi Cartesian projection; 14
p̄C : C ⊆ Rn → Rn orthogonal projection onto C; 75

A∗ adjoint operator of A ∈ L (E,F ); 14
T#µ push-forward operator of µ ∈ M (X); 14, 32, 75
χ[P ] convex indicator function of the boolean value P ; 17

Γ(µ, ν) admissible transport plans between µ and ν; 18
UL1(c) admissible function variables in L1 with cost c; 20
UC0(c) admissible function variables in C0 with cost c; 18

uc c-transform of u; 21
u(p) p-transform of u 22

Lip(u) Lipschitz constant of u; 23, 41
Lip1(X) functions on X with Lipschitz constant upper bounded by 1; 23

N (m,Σ) Gaussian distribution with meanm and covariance matrix Σ; 24, 54
S+(n) symmetric positive semi-definite matrices of size n; 24, 52

Θ ⊆ Rp, Ψ ⊆ Rq parameter spaces; 27
Z ⊂ Rdz latent space; 27
X ⊂ Rdx sample space; 27

ω ∈ P(Z) latent distribution; 28
µθ ∈ P(X) generated distribution with parameter θ ∈ Θ; 32
ν ∈ P(X) target distribution; 32

δx Dirac distribution at x; 28
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Φµ optimal discriminator for µ; 39
N set of positive integers; 40
N0 = N ∪ {0}

[a : b] = {i ∈ N | a ⩽ i ⩽ b}; 104
[n] = [1 : n], set of integers between 1 and n; 40, 55

∆n−1 ≡ P([n]) simplex; 40
1[P ] indicator for the set or condition P ; 41

δ̄ discrete metric on [n]2; 41
U (X) uniform distribution on X , measurable set of finite measure; 42

1n = (1, . . . , 1)⊤ ∈ Rn; 46
δij Kronecker delta; 46

M(n,m) set of real matrices of size n×m
M(n) ≡ M(n, n); 83, 74

M ((⩽)k;n,m) the set of real n×mmatrices of rank (⩽)k, for k ∈ [min (n,m)]; 59
M((⩽)k) ≡ M((⩽)k;n,m); 59

M∗ ≡ M(min (n,m)); 96
S(n) set of symmetric real matrices of size n; 52

S++(n) (S+(n)) set of symmetric (semi-)positive real matrices of size n; 24, 52
O(n) set of real orthogonal matrices of size n; 100, 100

⟨A,B⟩ = tr(A⊤B), for (A,B) ∈ M(n,m)2; 87, 59
In identity matrix of size n

TxX tangent space of a smooth manifold X at x ∈ X ; 62
df(x)[v] differential at x ∈ X in the direction v ∈ TxX of f : X → Y ; 62
Crit(f) = {x ∈ X | df(x) = 0}, set of critical points of f : X → Y ; 59

Kn commutation matrix, of size n2 × n2; 80
A⊙B Hadamard product between A ∈ M(n,m) and B ∈ M(n,m); 84, 63

σ{min,max}(A) extremal singular values of a matrix A; 52
λ{min,max}(A) extremal eigenvalues of a symmetric matrix A; 85

∥A∥ = σmax(A) spectral norm for A ∈ M(n,m); 95
S++(n; ε) = {A ∈ S++(n) | λmin(A) ⩾ ε}
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2 Mathematical framework

In this thesis, we will study some instances from the general problem of generative
modelling, powered by neural network approximations. This field has attracted much of
attention in the last decade, as it combines challenging theoretical aspects with powerful
applications.

Several mathematical tools lie at the heart of the optimization analysis. We summarize
them in this chapter. The general (convex) functional analysis are presented in Section 2.1.
The goal of this section will be to introduce the celebrated Fenchel-Rockafellar duality
theorem (Theorem 2.27), which formalizes the dual formulation of the optimization
problem. Next, a general introduction to optimal transport is given in Section 2.2. The
goal of this section will be to present the primal and dual optimal transport optimization
problems, in the general and in a specific case.

2.1 General analysis framework

In this section, we summarize several key mathematical notions on which the thesis’
derivations are based. They mostly originate from convex functional analysis on general
Banach spaces. Indeed, it is in this context that the different optimization problems will
be cast and analysed.

The aim of this section is threefold. First, in Section 2.1.1, different notions of convex
analysis are presented. They will be used throughout the text. Second, in Section 2.1.2
are presented the duality mechanics and tools from functional analysis that will be used
in order to cast a given problem in its dual expression. Third, the optimal transport
problem is introduced and formalized in Section 2.2, and the tools from the previous
sections are leveraged to derive the duality between the primal and dual problems.

2.1.1 Convex analysis, framework of the analysis, definitions

In this section, we recall the principal notions from convex analysis that will be useful
for our later discussions and presentations. The interested reader can refer to [Roc70;
RW98; HL01] for the Euclidean case, and [Roc67; Zal02; KZ05; ABM14] for the normed
vector space case.
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2 Mathematical framework

In what follows, (E, ∥ · ∥E) is a normed vector space, except otherwise indicated. When
possible, the subscript in the norm notation will be dropped. Some results could be
extended to a more general settings, where E is simply a Hausdorff and locally compact
topological space. Nevertheless, as we will not be interested in non-metric spaces, we
will state the different results in the metric-space case, which implies separability and
local compactness

For instance, E could be the set of real-valued continuous functions on some compact
metric space X ⊂ Rn with the usual metric topology, endowed with the supremum
norm, i.e. ∀φ ∈ E, ∥φ∥ = sup {|φ(x)| | x ∈ X}.

We will allow the real functions to take the value ∞, assuming the usual algebraic rules
on (−∞,∞]. This leads to the notion of effective domain for an extended function.

Definition 2.1 (Effective domain of a funtion). Let E be a vector space. The effective domain
of a function φ : E → (−∞,∞] is defined as

domφ := {x ∈ E | φ(x) <∞}.

The effective domain of a function describes the set of feasible solutions for the function.

A subset of functions, named proper, will be of great importance.

Definition 2.2 (Proper function). A proper function is a function φ : E → (−∞,∞] that
fulfils domφ ̸= ∅.

A proper function on E is thus equivalently a real-valued function defined on a non-
empty set C ⊆ E that is then extended to ∞ on E \ C. This will allow to restrict the
set of feasible solutions for an optimization problem, by simply setting the value of the
functional to∞ outside the constraint set.

Convex functions play a central role in optimization. We next give the two basic defini-
tions of convexity.

Definition 2.3 (Convex set). A set C ⊆ E is said to be convex if

∀(x, y) ∈ C2,∀λ ∈ (0, 1), λx+ (1− λ)y ∈ C.

We now recall the definition of a convex function on some (normed) vector space E.

Definition 2.4 (Convex function). A (generally defined) function φ : E → (−∞,∞] is
said to be convex if its epigraph epiφ := {(x, t) ∈ E × R | φ(x) ⩽ t} is a convex set
of E × R.
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2.1 General analysis framework

A slightly more general property than continuity is often required in convex optimization;
namely, the lower semicontinuity. It can be defined in the context of any topological spaceE,
but we will use it only in the case where E is a normed vector space.

Definition 2.5 (Lower semicontinuity). A function φ : E → (−∞,∞] is said to be lower
semicontinuous (l.s.c.) if, for every t ∈ R, the set φ−1((−∞, t]) = {x ∈ E | φ(x) ⩽ t} is
closed.

Remark 2.6. The function defined by Definition 2.5 is also sometimes called closed.

A central notionwill be heavily leveraged throughout the chapter. It pairs two topological
vector spaces with a bilinear form, and ensures compatibility between the topology on
the spaces and the duality introduced by the bilinear form.

Definition 2.7 (Topologically paired vector spaces). Let F and G be two real topological
vector spaces. Given a bilinear form (x, y) ∈ F ×G 7→ ⟨x, y⟩ ∈ R, we say that F andG are
topologically paired if the maps (x 7→ ⟨x, y⟩) ∈ F ′ for y through G and (y 7→ ⟨x, y⟩) ∈ G′

for x through F set up all possible continuous linear forms on F and G.

Remark 2.8. In the following, given a locally convex, separable topological space E, we
shall use the notation E∗ to denote any locally convex, separable topologically vector
space that is paired with E, instead of the usual algebraic dual of E (i.e. the space of all
linear forms on E), which will be denoted E′, see Definition 2.15. The reason for this
choice is to not restrict the following exposition to the pair (E,E′), and have a slightly
more general and comprehensive framework.

More details on topological pairing can be found in, e.g., [Bou87, Chapter IV].

The next definition introduces the convex conjugate for functions defined on a general
topological vector space.

Definition 2.9 (Convex conjugate). Let E and E∗ be two topologically paired vector
spaces. Denote by ⟨ ·, · ⟩ the duality pairing between E and E∗. Given any proper
function φ : E → (−∞,∞] (i.e. φ ̸≡ ∞), its convex conjugate (sometimes also called
Legendre transform) φ∗ is defined as

φ∗ : E∗ −→ (−∞,+∞],
x∗ 7−→ φ∗(x∗) = sup {⟨x∗, x⟩ − φ(x) | x ∈ E}.

The convex conjugate is always a proper convex function. Moreover, φ∗∗ = φ if and
only if φ is a l.s.c. convex function, which is leveraged in several derivations of convex
analysis.
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2 Mathematical framework

Proposition 2.10 (Fenchel-Moreau [Zal02, Theorem 2.3.3]). Let φ : E → (−∞,∞] be a
l.s.c. proper convex function. Then, φ∗∗ = φ.

A last notion, central in convex optimization, will be used in Chapter 3: the subdifferen-
tial.

Definition 2.11 (Subdifferential). Let (E,E∗) be two topologically paired vector spaces.
Given a function φ : E → R, its subdifferential at x̄ ∈ E is

∂φ(x̄) =

{
{x∗ ∈ E∗ | ∀x ∈ E, φ(x) ⩾ φ(x̄) + ⟨x∗, x− x̄⟩} if x̄ ∈ domφ,

∅ else.

Notably, from Proposition 2.10, one can easily derive the next proposition.

Proposition 2.12 Let (E,E∗) be two topologically paired vector spaces, and let φ : E →
(−∞,∞] be a l.s.c. convex function. Then, for all (x̄, x̄∗) ∈ E × E∗, there is the following
equivalence

x̄∗ ∈ ∂φ(x̄) ⇐⇒ x̄ ∈ ∂φ∗(x̄∗) ⇐⇒ ⟨x̄∗, x̄⟩ = φ(x̄) + φ∗(x̄∗).

Now, we have the core convex analysis definitions and properties that will be required
throughout the thesis. In the next section, an overview of the functional analysis tools
will be introduce.

2.1.2 Functional analysis

The aim of this section is to present the Fenchel-Rockafellar duality theorem (Theo-
rem 2.27), which bridges the optimization between two dually connected problems. First,
the Riesz-Markov-Kakutani representation theorem (Theorem 2.21) is required, in order
to dually represent bounded linear functionals on (the closure of) compactly supported
continuous functions.

With the additional assumption that the topological normed vector space E is complete
(with respect to the strong topology induced by its norm), (E, ∥ · ∥) becomes a Banach
space, which definition is recalled next.

Definition 2.13 (Banach space). A normed vector space (E, ∥ · ∥) is said to be Banach if it
is complete, for the metric defined by the norm.
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2.1 General analysis framework

All of our analysis will take place on Banach spaces. For instance, the space of (bounded)
real-valued continuous functions on a finite-dimensional, compact vector space X ⊆ Rn,
denoted by C (X), endowed with the supremum norm ∥φ∥∞ := sup {|φ(x)| | x ∈ X} is
a well-known Banach space. Notice that this norm is relevant for continuous functions
only if X is compact.

In the following chapters, we will deal with vector spaces that are not compact (for
instance Rn). In order to accommodate it, we need to restrict the set of functions that are
considered; namely, we will deal with continuous functions that vanish at infinity.

Let X be separable, locally compact space. Denote by C (X) the set of real-valued
continuous functions on X , endowed with the supremum norm. Denote further by
C0(X) real-valued continuous functions on X vanishing at infinity. More specifically,

C0(X) = {f ∈ C (X) | ∀ε > 0, ∃K ⊂ X, K compact, ∥f |X\K∥ < ε}. (2.1)

Note the following inclusion C0(X) ⊆ C (X), with equality if and only ifX is compact.

As we will see shortly, the set of bounded linear functionals on C0(X) is isomorphic to the
set of signed measures on X . This is the key correspondence that is leveraged in the next
section, and the rest of the present section is devoted to it.

Definition 2.14 (Bounded linear operator). A linear operator A : E → F between two
Banach spaces (E, ∥ · ∥E) and (F, ∥ · ∥F ) is said to be bounded if its operator norm is finite,
i.e., if

∥A∥ = sup {∥Ax∥F | x ∈ E, ∥x∥E ⩽ 1} <∞. (2.2)

Notation The set of all bounded linear operators betweenE andF is denoted byL (E,F ).

Recall that a linear operator A : E → F is continuous if and only if it is bounded. We
will therefore employ the terms bounded and continuous interchangeably for linear
operators.

Definition 2.15 (Topological dual). Given a Banach space (E, ∥ · ∥), its topological dual E′

is the set of all bounded linear functionals defined on E; i.e.,

E′ ≡ L (E,R) = {x′ : E → R | x′ is linear and bounded}.

Remark 2.16. We adopt the notation E′ instead of the arguably more widespread E∗ for
the topological dual in order to distinguish it later on from a generic vector space that is
topologically paired with E.

The duality pairing between E and E′ is denoted by ⟨ ·, · ⟩E′×E ; i.e., for all x′ ∈ E′, we can
equivalently write the action of x′ on x ∈ E as x′(x) or ⟨x′, x⟩E′×E . The subscript E′×E
will be dropped when there is no confusion on the current spaces that are considered.

11



2 Mathematical framework

Remark 2.17. The spacesE andE′ in Definition 2.15 are topologically paired vector spaces,
in the sense of Definition 2.7.

This notion of duality is key in the expression of different optimization problems, as the
topological dual can be identified with a space in which the optimization is more feasible
as the first one, as will be stated by Theorem 2.21.

The set of finite signed measures on X is central for the following presentation, as it will
be isomorphic to C0(X)′ (the set of bounded linear operators on C0(X)). We introduce
here succinctly, by defining the finite signed measures on a set X . More details on
measure theory for our purpose can be found in e.g. [Rud13].

Definition 2.18 (Signed (positive) measure). LetA be a σ-algebra on a setX . Then, a signed
(resp. positive)measure µ is a function onAwhose range is in [−∞,∞] (resp. [0,∞]) such
that, for every countable disjoint union (or partition) of A ∈ A (i.e. with A =

⋃
i∈NAi

and i ̸= j =⇒ Ai ∩Aj = ∅), we have∑
i∈N

|µ(Ai)| <∞ and µ(A) =
∑
i∈N

µ(Ai).

The set of signed (resp. positive) measures on X is denoted by M (X) (resp. M+(X)).
For µ ∈ M (X), the set of µ-integrable functions is denoted by L1(µ).

Definition 2.19 (Total variation). The total variation of a signedmeasure µ in ameasurable
space (X,A) is the positive measure |µ| defined as

∀A ∈ A, |µ|(A) = sup

{∑
i∈N

|µ(Ai)|
∣∣∣ {Ai}i∈N is a partition of A

}

By [Rud13, Theorem 6.4], if µ is a signed measure on X , then |µ|(X) < ∞. Therefore,
any signed measure is finite.

Remark 2.20. The presentation in [Rud13] considers complex functions, whereas we are
confined to the real case. Therefore, the (more general) complex measures are here
replaced with signed measures, sometimes also called real measures.

The next theorem finally states, for X a locally compact separable vector space, the
duality between the set of continuous functions on X vanishing at infinity C0(X) (2.1)
and M (X), the set of signed measures on X (Definition 2.18). This is a restriction
of [Rud13, Theorem 6.19] to the real case.
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2.1 General analysis framework

Theorem 2.21 (Riesz-Markov-Kakutani representation theorem for signed measures).
Let X be a locally compact separable space. Endow C0(X) (2.1) with the supremum norm, so
that (C0(X), ∥ · ∥) is a Banach space. Then, every element its topological dual C0(X)′ is uniquely
represented as an element of M (X); i.e., for any F ∈ C0(X)′, there exits a unique µ ∈ M (X)
such that

∀f ∈ C0(X), F(f) = ⟨µ, f⟩ =
∫
X
f dµ.

Moreover, C0(X)′ is isomorphic to M (X), endowed with the norm ∥µ∥ := |µ|(X), with |µ| the
positive total variation measure defined by Definition 2.19. We write it C0(X)′ ∼= M (X); this
means notably that C0(X) and M (X) are topologically paired in the sense of Definition 2.7.

Remark 2.22. In the case where X is also compact, C0(X) = C (X), and the statement of
Theorem 2.21 can be adapted accordingly.

Remark 2.23. Theorem 2.21 implies that C0(X) and M (X) are topologically paired topo-
logical vector spaces. This will allow us to translate an optimization problem on M (X)
to a problem on the set C0(X) — or even C (X)when X is compact.

In the next example, we start to introduce the central spaces that will be relevant for the
thesis analysis. This example will be run through the whole section, and will serve as
basis for the next one.

Example 2.1 Let X1 and X2 be two locally compact separable spaces. Let E = C0(X1)×
C0(X2) and F = C0(X1 × X2), both endowed with the supremum norm. Note that,
for (u, v) ∈ E, ∥(u, v)∥∞ = max {sup {|u(x1)| | x1 ∈ X1}, sup {|v(x2)| | x2 ∈ X2}}.
Then, by Theorem 2.21, we can identify their dual spaces as E′ ∼= M (X1) × M (X2)
and F ′ ∼= M (X1 ×X2). Notice that, for all (u, v) ∈ E and all (α, β) ∈ E′,

⟨(α, β), (u, v)⟩E′×E = ⟨α, u⟩M (X1)×C0(X1) + ⟨β, v⟩M (X2)×C0(X2) =

∫
udα+

∫
v dβ.

♢

Remark 2.24. When, for some (m,n) ∈ N2, X1 ⊆ Rm and X2 ⊆ Rn, the topological
assumptions on X1 and X2 in Example 2.1 are satisfied. This will typically be the
framework of the thesis.

With Theorem 2.21, we can identify C0(X) ∼= M (X) for X a locally compact separable
space. A last key theorem will conclude this section, namely the Fenchel-Rockafellar du-
ality theorem. It will make a correspondence between the primal and dual optimization
problems.

In order to present it, the notion of adjoint operator is next introduced.
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Definition 2.25 (Adjoint operator). Given two Banach spaces E and F , if A ∈ L (E,F ),
its adjoint operator is A∗ ∈ L (F ′, E′) such that

∀x ∈ E, ∀y′ ∈ F ′, ⟨y′, Ax⟩F ′×F = ⟨A∗y′, x⟩E′×E

We now define the push-forward operation by an operator T : X1 → X2. In the next
example, we see that the adjoint of the pull-back operation is the push-forward operator,
which is defined below.

Recall that a Borel set (X,B) is a measurable space and B is the Borel σ-algebra on a
topological space X ; i.e., the σ-algebra generated by the open sets of X .

Definition 2.26 (Push-foward operation). Let (X1,B1) and (X2,B2) be two Borel sets.
Let T : X1 → X2 be a Borel map, and let µ be a Borel measure on X1. Then, the push-
forward of µ by T , denoted by T#µ, is the Borel measure on X2 such that

∀B ∈ B2, T#µ(B) = µ(T−1(B)). (2.3)

Equivalently,

∀g : X2 → R, g Borel function,
∫
g dT#µ =

∫
g ◦ T dµ.

Example 2.2 (Example 2.1 continued). Let (E, ∥ · ∥E) and (F, ∥ · ∥F ) be the Banach spaces
defined in Example 2.1.

Let A ∈ L (E,F ) be the linear operator defined as

A : E −→ F,
(u, v) 7−→ u ◦ p1 + v ◦ p2, (2.4)

where, for i ∈ {1, 2},
pi : X1 ×X2 −→ Xi,

(x1, x2) 7−→ xi,
(2.5)

is the projection onto Xi. Notice that A is continuous by continuity of the projection
applications.

Then, the adjoint of A is

A∗ : F ′ −→ E′,
γ 7−→ (p1#γ,p2#γ).

(2.6)
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2.1 General analysis framework

Indeed, for all (u, v) ∈ E and all γ ∈ F ′, letting A∗γ = (α, β) ∈ E′, we have

⟨γ,A(u, v)⟩F ′×F = ⟨A∗γ, (u, v)⟩E′×E

⇐⇒
∫
u ◦ p1 dγ +

∫
v ◦ p2 dγ =

∫
udα+

∫
v dβ

⇐⇒
{
α = p1#γ

β = p2#γ
.

This is no surprise, as the adjoint of the push-forward operator is the pull-back. The case
we have at hand is simply the product space variant of this fact. ♢

We have presented the analysis tools that will be essential to our discussion. In the next
section, the notion of convex duality will be detailed.

2.1.3 Optimization problem

We are now ready to present the general convex optimization framework that we will
consider, and the duality herein.

Given

i) two Banach spaces E and F ,
ii) two proper, lower semicontinuous convex functions φ : E → (−∞,∞] and ψ : F →

(−∞,∞], and
iii) a bounded linear operator A ∈ L (E,F ),

we are interested in the minimization problem

minimize {φ(x) + ψ(Ax) | x ∈ E}.

Notation Throughout the text, the following convention will be followed. The operator
“minimize” will refer to the minimization problem, whereas the term “inf” will refer to
the value of the solution. If the bound is attained, we will also write “min”. Similarly,
the terms “maximize”, “sup” and “max” will be used for maximization problems.

Since ψ is proper, l.s.c. and convex, by Fenchel-Moreau theorem (Proposition 2.10),
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2 Mathematical framework

ψ = ψ∗∗. Therefore, one always has

inf
x∈E

φ(x) + ψ(Ax) = inf
x∈E

φ(x) + ψ∗∗(Ax)

= inf
x∈E

φ(x) + sup
y′∈F ′

⟨y′, Ax⟩ − ψ∗(y′)

= inf
x∈E

sup
y′∈F ′

{
⟨A∗y′, x⟩+ φ(x)− ψ∗(y′)

}
⩾ sup

y′∈F ′
inf
x∈E

{
⟨A∗y′, x⟩+ φ(x)

}
− ψ∗(y′) (2.7)

= sup
y′∈F ′

−φ∗(−A∗y′)− ψ∗(y′),

where inequality (2.7) (called weak duality) is simply due to the inequality

sup
y

inf
x
f(x, y) ⩽ inf

x
sup
y
f(x, y),

true for all f : X × Y → R, and the last equality holds by definition of φ∗. Strong
duality is obtained when one has equality in (2.7). It is the case under additional (mild)
assumptions on the problem, e.g. when X and Y are compact convex sets, and f is
convex-concave. This is a special instance of a minimax theorem, of which a collection
can be found in e.g. [Sim95].

We now state the main theorem of the section. It gives notably sufficient conditions for
which we have equality in Equation (2.7), i.e., it allows to swap the “inf sup” problem to
a “sup inf” in saddle optimization problem.

Theorem 2.27 (Fenchel-Rockafellar, [Roc67, Theorems 1 and 3]). Let φ : E → (−∞,∞]
and ψ : F → (−∞,∞] be two l.s.c, proper convex functions on two Banach spaces E and F , and
let A ∈ L (E,F ) be a continuous (bounded) linear operator from E to F . Assume that there
exists x0 ∈ E such that φ is finite at x0 and ψ is finite and continuous at Ax0. Then,

inf {φ(x) + ψ(Ax) | x ∈ E} = max {−φ∗(−A∗y′)− ψ∗(y′) | y′ ∈ F ′}
⇐⇒ min {φ∗(−A∗y′) + ψ∗(y′) | y′ ∈ F ′} = sup {−φ(x)− ψ(Ax) | x ∈ E}

Remark 2.28. The statement in [Roc67] is more general, in the sense that it considers two
pairs of topologically paired vector spaces (E,E∗) and (F, F ∗) as defined byDefinition 2.7,
instead of the topological dual of Banach spaces E and F as we do: in our case, the
duality is given by the algebraic dual space of a Banach space.

Note that the maximum is attained for the dual problem as part of the theorem statement.
A simple proof of this theorem (in the case where E = F, A = id) can be found in [Vil03,
Theorem 1.9; Bre11, Theorem 1.12]. The general case proof can be found in [Roc67].

As per Theorem 2.21, the duality pairing at our disposition identifies, for X a locally
compact separable space, the dual of C0(X) with M (X).
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For P : E → {0, 1} a boolean function on E such that P−1({1}) is a convex set, we denote
by

χ[P (x)] =

{
0 if P (x) = 1,
∞ else

(2.8)

the characteristic function of the condition. Notice that it is a convex function.

Continuing the running example study, we will therefore be able to apply this theorem
withE = C0(X1)×C0(X2),F = C0(X1×X2),A = (◦p1+◦p2),φ : (u, v) 7→ −⟨µ, u⟩−⟨ν, v⟩,
and ψ : w 7→ χ[w ⩽ c a.e.]

Example 2.3 (Example 2.2 continued). Let X1 and X2 be defined as in Example 2.1. Let µ
and ν be two probability measures on X1 and X2, and let c : X1 × X2 → [0,∞) be a
proper, lower semicontinuous function. For any w ∈ C0(X1 ×X2), we will write “w ⩽ c
a.e.” as a shorthand for the condition “for µ-almost all x1 ∈ X1 and ν-almost all x2 ∈ X2,
w(x1, x2) ⩽ c(x1, x2)”.

With the same spaces as in Example 2.2, i.e. E = C0(X1) × C0(X2), E
′ ∼= M (X1) ×

M (X2), F = C0(X1 ×X2), and F ′ ∼= M (X1 ×X2), define the convex functions φ and ψ
as

φ : C0(X1)× C0(X2) −→ (−∞,∞], (2.9)
(u, v) 7−→ − ⟨µ, u⟩ − ⟨ν, v⟩,

ψ : C0(X1 ×X2) −→(−∞,∞], (2.10)

w 7−→χ[w ⩽ c a.e.] =
{
0 if w ⩽ c a.e.
∞ else

.

Then, by Definition 2.9,

φ∗ : M (X1)× M (X2) −→ (−∞,∞],
(α, β) 7−→ sup {⟨α, u⟩+ ⟨β, v⟩ − φ(u, v) | (u, v) ∈ C0(X1)× C0(X2)}

= sup {⟨α+ µ, u⟩+ ⟨β + ν, v⟩ | (u, v) ∈ C0(X1)× C0(X2)}
= χ[α = −µ, β = −ν],

ψ∗ : M (X1 ×X2) −→ (−∞,∞],
γ 7−→ sup {⟨γ,w⟩ − χ[w ⩽ c a.e.] | w ∈ C0(X1 ×X2)}

= sup {⟨γ,w⟩ | w ∈ C0(X1 ×X2), w ⩽ c a.e.}

=

{∫
c dγ if γ ∈ M+(X1 ×X2) and c ∈ L1(γ),

∞ else
.

The last equality is justified by the fact that, for γ ∈ M (X1 × X2) and c ∈ L1(γ), for
any ε > 0, one can find wε ∈ C0(X1 ×X2) and wε ⩽ c a.e., such that ⟨γ,wε⟩ ⩾

∫
cdγ − ε

since |γ|(X1 ×X2) <∞.
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Recall that the operator A ∈ L (E,F ) (2.4) and its adjoint A∗ (2.6) are defined as

A : C0(X1)× C0(X2) −→ C0(X1 ×X2),
(u, v) 7−→ u ◦ p1 + v ◦ p2,

A∗ : M (X1 ×X2) −→ M (X1)× M (X2),
γ 7−→ (p1#γ,p2#γ).

Define the two (convex) sets

Γ(µ, ν) :=
{
γ ∈ M+(X1 ×X2) | p1#γ = µ, p2#γ = ν

}
, (2.11)

UC0(c) := {(u, v) ∈ C0(X1)× C0(X2) | u ◦ p1 + v ◦ p2 ⩽ c a.e.}. (2.12)

Then, one computes, for all γ ∈ M (X1 ×X2) and all (u, v) ∈ C0(X1)× C0(X2),

φ∗(−A∗γ) + ψ∗(γ) = χ
[
−p1#γ = −µ,−p2#γ = −ν

]
+

∫
cdγ

+ χ[γ ∈ M+(X1 ×X2)] + χ
[
c ∈ L1(γ)

]
=

∫
cdγ + χ[γ ∈ Γ(µ, ν)], (2.13)

and

−φ(u, v)− ψ(A(u, v)) = ⟨µ, u⟩+ ⟨ν, v⟩ − χ[u ◦ p1 + v ◦ p2 ⩽ c a.e.]
= ⟨µ, u⟩+ ⟨ν, v⟩ − χ[(u, v) ∈ UC0(c)].

With a slight abuse of notation, wewrite in (2.13) the quantity
∫
c dγ evenwhen c /∈ L1(γ),

in which case the integral conventionally evaluates to∞.

We claim now that there exists x0 ∈ E such that φ is finite at x0 and ψ is finite and
continuous at Ax0.

Indeed, φ (2.9) is always finite. In the case of ψ (2.10), it is finite and continuous
on int domψ = {w ∈ C0(X1 × X2) | w < c}. Since c ⩾ 0, ψ will be necessarily contin-
uous and finite on {w ∈ C0(X1 × X2) | w < 0} for any c. By taking x0 = (u0, v0) ∈
C0(X1, (−∞, 0))×C0(X2, (−∞, 0)) a couple of negative continuous functions that vanish
at infinity, x0 ∈ E and w0 = Ax0 = u0 ◦ p1 + v0 ◦ p2 < 0 ⩽ c, so that ψ is finite and
continuous at w0.

Therefore, we can invoke Theorem 2.27 and obtain

min

{∫
c dγ | γ ∈ Γ(µ, ν)

}
= sup {⟨µ, u⟩+ ⟨ν, v⟩ | (u, v) ∈ UC0(c)}, (2.14)

This duality will be central in the derivation of the next section.
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Remark 2.29. In light of the various definitions, it is the left-hand side of (2.14) that
should be named the dual problem, and the right-hand size the primal one. Nonetheless,
the opposite nomenclature is often found in the literature. We shall therefore refer to
the left-hand side of (2.14) as the primal problem, and to the right-hand side as the dual
problem.

♢

We have now the core mathematical tools required to present the optimal transport
derivations.

2.2 Optimal transport primer

In this section, we expose the different key concepts of optimal transport that will be
relevant throughout the thesis. Optimal transport has a long history, that is usually
traced back to Gaspard Monge’s formulation [Mon81]. Many recent works have exposed
and explored optimal transport theory, see e.g. [Vil03; AGS05; Vil09; San15]. We will
provide here a condensed, contemporary formulation of the problem, through the lens
of convex analysis and duality concepts introduced in Section 2.1.

2.2.1 General setting

In its general and historical form, optimal transport aims at finding a way to “move”
(or transport) a given source to a target distribution, with minimal cumulated cost. The
(ground) cost at play is defined on the product space where the distributions are defined,
and optimal transport leverages it to quantitatively compare the distributions themselves.
The presentation that follows is stated in modern probabilistic parlance. It focuses on
the main features of optimal transport that will be leveraged in the following chapters.

Let (X, ∥ · ∥) be any complete, separable metric space. Such a space is sometimes called a
Polish space.

Recall that, given a Polish spaceX , M (X) (resp. M+(X)) denotes the set of finite signed
(resp. positive) measures on X , as defined by Definition 2.18.

Denote by ⟨ ·, · ⟩ the duality pairing between C0(X) and M (X), as per Theorem 2.21:

∀(µ, f) ∈ M (X)× C0(X), ⟨µ, f⟩ ≡
∫
f dµ.

For X a Polish space, denote P(X) = {µ ∈ M+(X) | µ(X) = 1} the set of probability
measures on X .
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The transport has to be performed between two sets. Let therefore X1 and X2 be two
Polish spaces. Let µ ∈ P(X1) and ν ∈ P(X2) be two probability measures on these
spaces. The distributions µ and ν are respectively considered the source and the target
distributions.

Further, let c : X1 ×X2 → [0,∞) be a proper, lower semicontinuous cost function. The
optimal transport problem aims at solving the following constrained minimization prob-
lem

minimize

{∫
cdγ

∣∣ γ ∈ Γ(µ, ν)

}
, (2.15)

where Γ(µ, ν) is the set of feasible plans (or couplings) between µ and ν, i.e.

Γ(µ, ν) = {γ ∈ M+(X1 ×X2) | for all measurable sets A ⊂ X1 and B ⊂ X2,

γ(A×X1) = µ(A) and γ(X2 ×B) = ν(B)},
= {γ ∈ M+(X1 ×X2) | p1#γ = µ, p2#γ = ν}.

Recall that, for i ∈ {1, 2}, pi is the projection onto Xi (Equation (2.5)), and ·# is the
push-forward operation (Definition 2.26).

The set Γ(µ, ν) being compact, one can show that (2.15) always admits a minimizer
(which was also a result of Theorem 2.27).

Define, for γ ∈ P(X1 ×X2) and for (u, v) ∈ L1(µ)× L1(ν), the functionals I and J as

I(γ) =

∫
cdγ, (2.16)

J(u, v) =

∫
udµ+

∫
v dν. (2.17)

They evaluate a transport plan (I) or a pair of dual variables (J).

Denote further the set of feasible dual variables

UL1(c) ={(u, v) ∈ L1(µ)× L1(ν) | u(x1) + v(x2) ⩽ c(x1, x2)

for µ-almost all x1 ∈ X1 and ν-almost all x2 ∈ X2}.
(2.18)

Lemma 2.30 (Weak duality, [Vil03, Proposition 1.5]). One always has

sup {J(u, v) | (u, v) ∈ UL1(c)} ⩽ inf {I(γ) | γ ∈ Γ(µ, ν)}. (2.19)

Proof. Indeed, let (u, v) ∈ UL1(c) and γ ∈ Γ(µ, ν). Then,

J(u, v) =

∫
udµ+

∫
v dν =

∫
(u ◦ p1 + v ◦ p2) dγ.
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Since (u, v) ∈ UL1(c) and γ ∈ Γ(µ, ν), u ◦ p1 + v ◦ p2 ⩽ c γ-a.e., then

J(u, v) ⩽
∫
cdγ = I(γ).

This is true for all (u, v) ∈ UL1(c) and all γ ∈ Γ(µ, ν). Taking the supremum over UL1(c)
on the left-hand side and the infimum over Γ(µ, ν) on the right-hand side yields the
desired inequality (2.19).

Now, we connect the analysis to the running example in Sections 2.1.2 and 2.1.3 that
shows how the inequality becomes an equality, and how the class of functions can be
reduced. Therefore, as in Example 2.3, let

UC0(c) = {(u, v) ∈ C0(X1)× C0(X2) | u ◦ p1 + v ◦ p2 ⩽ c}. (2.20)

Example 2.3 shows that

min {I(γ) | γ ∈ Γ(µ, ν)} = sup {J(u, v) | (u, v) ∈ UC0(c)} (2.21)

Remark 2.31. Under the condition that c is real-valued and pointwise upper-bounded by
integrable functions, [Vil09, Theorem 5.10.(iii)] asserts that the right-hand size of (2.21)
also attains its bound.

Since UC0(c) ⊂ UL1(c), one always has

sup {J(u, v) | (u, v) ∈ UC0(c)} ⩽ sup {J(u, v) | (u, v) ∈ UL1(c)}.

Therefore, by (2.21) and (2.19), one has

sup {J(u, v) | (u, v) ∈ UC0(c)} = sup {J(u, v) | (u, v) ∈ UL1(c)}, (2.22)

and one can interchangeably consider the sets UC0(c) or UL1(c). We shall loosely use the
notation U(c) to refer to one or the other set, when no distinction has to be made.

c-transform

As a last remark for the general case, we recall (see e.g. [Vil09]) that the problem

maximize

{∫
udµ+

∫
v dν

∣∣ (u, v) ∈ U(c)
}

is equivalently solved with the c-transform of the variable u, either in C0(X1) or in L1(µ),
defined as

uc : X2 −→ R,
x2 7−→ uc(x2) = inf {c(x1, x2)− u(x1) | x1 ∈ X1},

21
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in the sense that

sup {J(u, v) | (u, v) ∈ U(c)} = sup

{∫
udµ+

∫
uc dν

∣∣ u ∈ C0(X1)

}
(2.23a)

= sup

{∫
udµ+

∫
uc dν

∣∣ u ∈ L1(µ)

}
. (2.23b)

In addition, the supremum is attained on the left-hand side if and only if it is attained on
the right-hand side.

This is useful in order to reduce the number of variables to one, instead of two functions.
It simplifies the problem when the c-transform of u has a straightforward expression.

When X1 = X2 ≡ X and, ∀(x, x′) ∈ X2, c(x, x′) = ∥x− x′∥p for some norm ∥ · ∥ : X →
[0,∞) and some p ∈ [1,∞), we shall denote, for any u : X → R, the p-transform of u as

u(p) : X −→ R,
x′ 7−→ inf {∥x′ − x∥p − u(x) | x ∈ X}. (2.24)

This concludes the general case presentation. Some special cases are worthy of a more
detailed attention.

2.2.2 Special cases

In this section, we present some specializations of the general problem (2.21).

X1 orX2 is compact

When, for some i ∈ {1, 2}, the set Xi is compact, then C0(Xi) = C (Xi). This has the
following practical application. Say X1 is compact. The supremum in (2.23a) is then
taken over all u ∈ C (X1). One can use a neural network to parametrize functions
approximating such a continuous function.

X1 = X2 and c = dp

The case whereX1 = X2 = X and c is the p-power, for p ∈ [1,∞) of any distance d onX
— i.e. ∀(x, x′) ∈ X2, c(x, x′) = d(x, x′)p — is of particular interest. It is the topic of, e.g.,
[Vil09, Chapter 6], from which we pick the most salient features.

Let
Pp(X) :=

{
µ ∈ P(X)

∣∣ ∫ d(x, x0)
p dµ(x) <∞

}
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2.2 Optimal transport primer

be the space of probability distributions with finite p-moment for some, hence any,
x0 ∈ X .

Let (µ, ν) ∈ Pp(X)2 be two probability distributions with finite p-moment. Under this
setting, (2.15) takes the form

minimize

{∫
d(x, x′)p dγ(x, x′)

∣∣ γ ∈ Γ(µ, ν)

}
. (2.25)

By setting

Wp(µ, ν) :=

[
inf

{∫
d(x, x′)

p
dγ(x, x′)

∣∣ γ ∈ Γ(µ, ν)

}]1/p
, (2.26)

it defines a distance (called p-Wasserstein distance) on Pp(X). What’s more, it metrizes
the weak convergence in Pp(X) [Vil09, Theorem 6.9].

In the particular case where d is distance derived from the norm ∥ · ∥ onX (i.e. ∀(x, x′) ∈
X2, c(x, x′) = ∥x− x′∥p), we will denote the set of admissible function variables UL1(p)
and UC0(p).

The next two special cases will be an Euclidean specialization of this settings, with X1 =
X2 = Rn ≡ X , ∀(x, x′) ∈ X2, d(x, x′) = ∥x− x′∥ and p = 1 and p = 2, respectively.

X1 = X2 = Rn and c(x,x′) = ∥x− x′∥

In the case where X1 = X2 = Rn ≡ X and ∀(x, x′) ∈ X2, c(x, x′) = ∥x − x′∥, the
Wasserstein distance enjoys a useful characterization. Indeed, in this case, u is c-concave
(i.e. there exists a function v such that u = v(1) as defined by (2.24)) if and only ifLip(u) ⩽
1, where, for u : X → (−∞,∞],

Lip(u) = sup

{ |u(x′)− u(x)|
∥x′ − x∥

∣∣∣ (x, x′) ∈ X2, x′ ̸= x

}
∈ [0,∞]. (2.27)

In addition, if Lip(u) ⩽ 1, then u(1) = −u [PC18, Proposition 6.1].

Define
Lip1(Rn) := {u ∈ C (Rn) | Lip(u) ⩽ 1}. (2.28)

The set of function variables can then be reduced to C0(Rn) ∩ Lip1(Rn), so that

W1(µ, ν) = sup {⟨µ, u⟩ − ⟨ν, u⟩ | u ∈ C0(Rn) ∩ Lip1(Rn)}. (2.29)

Equation (2.29) is called the Kantorovich-Rubinstein formula.
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X1 = X2 = Rn and c(x,x′) = ∥x− x′∥2

As presented above, with (X, ∥ · ∥) a metric space, the 2-Wasserstein distance is a distance
on the space of quadratically integrable probability measures P2(X) := {µ ∈ P(X) |∫
∥x∥2 dµ(x) < ∞}, or equivalently, the set of probability measures on X with finite

variance. The distance W2 is sometimes also called the Fréchet distance between two
distributions.

It enjoys particular geometrical properties. Notably, it solves a dynamical displace-
ment problem between two distributions, under a continuity equation constraint [Vil03,
Thereom 8.1]. This is known as the Benamou-Brenier formulation.

For n ∈ N, let S+(n) be the set of symmetric positive semi-definite (or covariance)
matrices of size n × n. For i ∈ {1, 2}, let (mi,Σi) ∈ Rn × S+(n) be mean vectors and
covariance matrices. In the case where µ = N (m1,Σ1) and ν = N (m2,Σ2) are two
Gaussian distributions, the 2-Wasserstein distance between µ and ν has the following
closed-form expression [DL82].

Proposition 2.32 For i ∈ {1, 2}, let (mi,Σi) ∈ Rn × S+(n). If µ = N (m1,Σ1) and ν =
N (m2,Σ2), then

W2
2 (µ, ν) = ∥m1 −m2∥2 + tr

(
Σ1 +Σ2 − 2

[
Σ
1/2
1 Σ2Σ

1/2
1

]1/2)
. (2.30)

The trace term in (2.30) is called the (squared) Bures-Wasserstein distance between the
covariance matrices Σ1 and Σ2.

Definition 2.33 (Bures-Wasserstein distance on S+(n)). Let Σ1 ∈ S+(n) and Σ2 ∈ S+(n)
be two symmetric positive semi-definite matrices. The Bures-Wasserstein distance be-
tween Σ1 and Σ2 is

B2(Σ1,Σ2) = tr

(
Σ1 +Σ2 − 2

[
Σ
1/2
1 Σ2Σ

1/2
1

]1/2)
. (2.31)

It is indeed a distance on S+(n). We refer to [BJL19] for more details on this metric. It
will be central in Chapters 5 and 4.

Lastly, as we have seen previously, the squared 2-Wasserstein distance between two
distributions µ ∈ P2(Rn) and ν ∈ P2(Rn) has the following expression:

W2
2 (µ, ν) = sup {⟨µ, u⟩+ ⟨ν, v⟩ | (u, v) ∈ UC0(2)}

= sup
{
⟨µ, u⟩+ ⟨ν, u(2)⟩ | u ∈ C0(X1)

}
= sup

{∫
udµ+

∫
v dν | (u, v) ∈ UL1(2)

}
= sup

{∫
udµ+

∫
u(2) dν | u ∈ L1(µ)

}
(2.32)
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where

UC0(2) =
{
(u, v) ∈ C0(Rn)× C0(Rn) | ∀(x, x′) ∈ (Rn)2, u(x) + v(x′) ⩽ ∥x− x′∥2

}
,

UL1(2) =
{
(u, v) ∈ L1(µ)× L1(ν) | for µ-almost all x and ν-almost all x′,

u(x) + v(x′) ⩽ ∥x− x′∥2
}
,

and u(2) is defined by (2.24). Therefore, the dual variables u and v are required to be
either in UC0(2) or UL1(2). This will be specifically useful when finding a lower-bound
for W2(µ, ν), as done in Lemma 5.9.
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3 Optimization of general Generative Adversarial
Networks

In this chapter we introduce the general Generative Adversarial Network (GAN) frame-
work and highlight the key challenges that this learning scheme entails. We first give a
review of the different GAN formulations as they appeared in the literature and give
insight on which problems they aimed to solve. This includes two main origins for the
GAN formulation, a probabilistic one (Section 3.1.1) and an optimal transportation one
(Section 3.1.2). Then, the general optimization scheme used in order to train such a
GAN is introduced in Section 3.2, before presenting a simplified analysis framework and
the optimal discriminator hypothesis in Section 3.3. We finish this chapter by studying
a simple example in Section 3.4 to illustrate the key optimization challenges faced by
GANs. This will allow to portray the analytical tools exposed throughout this chapter.

3.1 Introduction to the GAN framework

Generally speaking, GANs [GPM+14] are neural networks aiming at producing samples
as if they were drawn from a target distribution. They are optimized in an adversarial
fashion, were a discriminator and a generator networks work jointly in achieving learning.
Due to this joint optimization, the stability and convergence properties of such learning
systems is more delicate to analyze compared to a minimization problem only, as usually
found in supervised learning for instance. We will present the general GAN optimization
paradigm and its difficulties.

In this section, Θ ⊆ Rp and Ψ ⊆ Rq are the parameter spaces of the generator and the
discriminator, Z ⊆ Rdz is a latent space, and X ⊆ Rdx is the sample space. The generator
g is a parametric function with parameter θ ∈ Θ which takes points z in the latent space
to points x = gθ(z) in the sample space:

g : Z ×Θ −→ X,
(z, θ) 7−→ g(z; θ) ≡ gθ(z),

(3.1)

Further, the discriminator f is also a parametric function with parameter ψ ∈ Ψ, which
takes points x in the sample space and map them to real numbers:

f : X ×Ψ −→ R,
(x, ψ) 7−→ f(x;ψ) ≡ fψ(x).

(3.2)
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3 Optimization of general Generative Adversarial Networks

Assume a target distribution ν ∈ P(X) is given. A GAN has to learn how to generate
samples as if they were drawn from ν.

Given N ∈ N target samples {xi}i∈[N ], one can write

ν̂ :=
1

N

∑
i∈[N ]

δxi (3.3)

the discrete, target distribution formed by the target samples, where δx ∈ P(X) is the
Dirac measure at x ∈ X .

With ω ∈ P(Z) a probability distribution on the latent space, given a parameter θ ∈ Θ,
the generator defines a distribution µθ that can bewrittenwith the push-forward operator
as

µθ = (gθ)#ω. (3.4)

It simply means that, to sample from µθ, one samples ω and applies gθ to the resulting
latent samples in Z in order to produce samples in X .

Even when ω has a density (i.e. is absolutely continuous with respect to the Lebesgue
measure), the push-forward measure µθ might not be continuous. For instance, if the di-
mension ofX is higher than its ofZ, themanifold of generated imageswill have Lebesgue
measure 0 in X . This has been linked to instabilities in the training of GANs [AB17],
as in this case, a given statistical divergence between the two distributions usually has
singularities.

In practice, one samples a minibatch from ω and evaluates the generator at the latent
codes, so that the effective dataset on which the discriminator is trained consists of a
mix of samples from the target distribution and samples from the generator. This will be
particularly relevant in Section 3.1.1. When distinction has to be made between ω and its
sampled version, we shall write ω̂ for the sampled distribution, and likewise µ̂θ for the
distribution sampled from µθ.

Some works, such as [FG15] for the rate of convergence of a Wasserstein estimator,
or [FZF+20] for the effect of a minibatch approach in estimating theWasserstein distance,
study the approximation error suffered by sampling a population in order to compute
a Wasserstein-based quantity. Nonetheless, the general effect of using minibatch to
approximate objectives as expected values will not be part of our concerns. Therefore, we
will not usually make a distinction between ν and ν̂, assuming that we always sample the
target distribution, nor between µθ and µ̂θ. Either way, ω, µθ, and ν might be continuous
or discrete, depending on the context.

With this broad setup in mind, we now present the two motivations at the core of many
GAN systems: a probabilistic (Section 3.1.1) and an optimal transport (Section 3.1.2)
one. They share the objective to compare probabilistic distributions on a given sample
space, but differ in the way they tackle this issue and in their interpretations. We begin
by presenting the (historically first) probabilistic motivation for GANs.
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3.1 Introduction to the GAN framework

3.1.1 Probabilistic motivation

Originally, the discriminator and the generator would optimize an objective which
stemmed from a probabilistic perspective as a cross-entropy loss between generated
(or “fake”) and target (or “real”) samples. Indeed, the original GAN loss is derived from
a binary classification problem: the discriminator is then typically trained to encode the
probability of a given sample to be real.

Let θ ∈ Θ be a generator parameter, and let D(θ) = {xi}i∈[N ] be a collection of sam-
ples in X , some coming from a target dataset and some generated by a generator with
parameter θ.

Let Dt = {x ∈ D | x is a target} be the target samples and let Dg(θ) = {x ∈ D |
x is generated by θ} be the generated samples, so that D(θ) = Dt ∪ Dg(θ). The depen-
dency of D or Dg on θ will be implicit when possible to lighten the notation.

Let It := {i ∈ [N ] | xi ∈ Dt} and Ig := {i ∈ [N ] | xi ∈ Dg(θ)} be the index sets associated
with the real and generated samples, and let Nt := |Dt| and Ng := |Dg| be the respective
number of target and generated samples.

Let g be a generator defined as in (3.1). There exist by definition Ng fixed latent
codes {zj ∈ Z | j ∈ [Ng]} and a parameter θ ∈ Θ such that

Dg(θ) = {gθ(zj) | j ∈ [Ng]}.

Let then ω̂ :=
1

Ng

∑
j∈[Ng]

δzj be the fixed latent distribution and let

µ̂θ :=
1

Ng

∑
j∈[Ng]

δgθ(zj) (3.5)

be the distribution of Dg(θ). Note that we still have µ̂θ = (gθ)#ω, as presented in Sec-
tion 3.1.

Let ν̂ = N−1
t

∑
i∈It δxi be the uniform distribution on the target samples in Dt.

A discriminator f defined as in (3.2) can parametrize the probability that a point x ∈ X
is from the target distribution. Usually, we do not want to constrain the values of
f and thus, to obtain valid probabilities bound between 0 and 1, we use a sigmoid
function: σ : R → (0, 1); t 7→ σ(t) := (1 + e−t)

−1, so that we can set, for x ∈ D,

P(x ∈ Dt | ψ) = σ(fψ(x)).

The likelihood to observe an independent and identically distributed (i.i.d.) dataset D
composed of Nt target and Ng generated samples under this model is then

P(D | ψ) =
∏
i∈It

σ(fψ(xi))
∏
i∈Ig

(1− σ(fψ(xi))) (3.6)
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3 Optimization of general Generative Adversarial Networks

Hence, given (θ, ψ) ∈ Θ×Ψ, the log-likelihood of the dataset D(θ) under the model fψ
is

LL(θ, ψ) = logP(D(θ) |ψ)
=
∑
i∈It

log σ(fψ(xi)) +
∑
i∈Ig

log(1− σ(fψ(xi)))

= Nt

∫
log σ(fψ(x)) dν̂(x) +Ng

∫
log(1− σ(fψ(x))) dµ̂θ(x)

= Nt

∫
log σ(fψ(x)) dν̂(x) +Ng

∫
log(1− σ(fψ(gθ(z)))) dω̂(z)

= −Nt

∫
log(1 + exp(−fψ(x))) dν̂(x)−Ng

∫
log(1 + exp(fψ(gθ(z)))) dω̂(z).

Usually, Ng is taken to equal Nt, so that the problem is balanced.

Hence, maximizing the log-likelihood LL(θ, ψ) of the i.i.d. dataset D given θ ∈ Θ is
written

ML(θ) = maximize {LL(θ, ψ) | ψ ∈ Ψ}

= maximize

{
−
∫

log(1 + exp(−fψ(x))) dν̂(x)

−
∫

log(1 + exp(fψ(gθ(z)))) dω̂(z)
∣∣ ψ ∈ Ψ

}
.

(3.7)

This problem on ψ ∈ Ψ (sometimes called the inner problem), is what the discriminator is
dedicated to solve. Then, the generator parameters θ ∈ Θ are optimized so as to minimize
ML(θ) (then called the outer problem):

minimize {ML(θ) | θ ∈ Θ}. (3.8)

This update rule can be shown to be theoretically equivalent to minimizing a Jensen-
Shannon (JS) divergence between the generated and the target distributions, under the
assumption that the discriminator solves the problem (3.7) perfectly [GPM+14]. This
is what is called the perfect (or optimal) discriminator hypothesis, and will be the main
topic of Section 3.3.

In the seminal work on GANs [GPM+14], the generator and discriminator networks
optimize two different losses. Rather than minimizing Ez∼ω̂[− log(1 + exp(fψ∗(gθ(z))))]
in (3.7), where ψ∗ ∈ argmax {LL(θ, ψ) | ψ ∈ Ψ}, the generator is trained to maximize
Ez∼ω̂[− log(1+ exp(−fψ∗(gθ(z))))]. This technique of training was introduced to prevent
the generator loss from saturating, as it was observed that exp(fψ∗(gθ(z))) vanishes
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early in training (when the discriminator can be almost certain of which samples are
generated). This will be referred to as the “non-saturating GAN”, since it prevents the
generator loss (and hence the gradients for g) from vanishing early in training.

The non-saturating loss is the standard update scheme when training GANs. The associ-
ated divergence actually minimized (under the optimality assumption) was expressed
a few years later: under the same assumption of a perfect (optimal) discriminator, the
non-saturating GAN loss amounts for the generator to minimizing a divergence mixing a
JS and an inverted KL divergence between the two distributions [AB17, Theorem 2.5].

Note that, more generally, f -divergences can be considered when training
GANs [NCT16], still under the perfect discriminator hypothesis. The properties of
the divergences are more or less adapted to comparing the generated to the target distri-
bution. For instance, the Jensen-Shannon divergence quickly saturates when the support
of the distributions disagree, whereas the KL divergence is theoretically infinite when
the supports of the distributions mismatch [AB17] — which is especially the case at
the beginning of the training. The mechanics of the f -divergences offer a wide range of
losses to pick from when training a GAN.

Other architectures or losses have been considered in order to train GANs. One worthy
of mention is the conditional GAN (c-GAN) [MO14], where both the generator and the
discriminator take an additional input (i.e. the class of the sample generated), and the
generator also generates this input in addition to the sample. This type of GAN is not
unsupervised anymore, as it requires access to labels for the samples. Nonetheless, it
allows to condition the generation of the samples on a specific class or type of output
one would like to obtain.

3.1.2 Optimal Transport motivation

As point out pointed out in [AB17], when the two distributions we are comparing either
are discontinuous, or do not share their support, then the Jensen-Shannon divergence
computed between the two maxes out. This leads to a theoretical issue in the training of
GANs, as, in this case, a perfect discriminator (i.e. perfectly separating the generated
and the target samples) will exist and have vanishing gradients on the samples.

To alleviate these issues, other means of comparing the generated distribution to the
target one have been considered in order to train a GAN. One of them, stemming from
optimal transport theory, will be the main topic of this section. The Wasserstein distance,
as defined in Section 2.2.2, has been investigated as a means to compare the generated
distribution µθ to the target distribution ν [ACB17; GAA+17; HRU+17; RST18].

This distance is in general costly to compute directly, but its dual expression can be
leveraged to approximate it with a discriminator network. For instance, as seen in
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3 Optimization of general Generative Adversarial Networks

Section 2.2.2, when X = Rn, the dual expression of the 1-Wasserstein distance between
two probability measures µ ∈ P(X) and ν ∈ P(X) is

W1(µ, ν) = sup

{∫
f d(µ− ν) | f ∈ C0(X) ∩ Lip1(X)

}
, (3.9)

where C0(X) are the continuous functions on X vanishing at infinity (Equation (2.1))
and Lip1(X) = {f ∈ C (X) | Lip(f) ⩽ 1} (Equation (2.28)).

In the case where X is compact (e.g. X = [0, 1]h×w×c is the space of images of dimen-
sions h × w × c), then C0(X) = C (X) and therefore f can be represented by a neural
network. The Lipschitz constraint has to be enforced explicitly. The correct and efficient
way to do it is still an open question [SV18; LRC19; FRH+19; QMW20; KKM+21].

Assume now thatX is compact. Letω ∈ P(Z) be a latent distribution, and let g : Z×Θ →
X and f : X × Ψ → R be a generator and a discriminator networks, as introduced by
Equations (3.1) and (3.2).

Denote µθ = (gθ)#ω the (continuous) generated distribution with parameter θ ∈ Θ

and ν = 1
N

∑
i∈[N ] δxi the (discrete) target distribution. Define further, for (θ, ψ) ∈

Θ×Ψ,
LW1(θ, ψ) :=

∫
fψ(x) dµθ(x)−

∫
fψ(y) dν(y). (3.10)

Denote ΨLip1
:= {ψ ∈ Rq | Lip(fψ) ⩽ 1}. Then, due to the universal approximation

theorem[Fun89], there exists an architecture for the discriminator so that we have,
for θ ∈ Θ,

sup {LW1(θ, ψ) | ψ ∈ ΨLip1} ≈ W1(µθ, ν),

in some sense. We keep the statement loose as we will not be concerned with the
approximation error of the resulting system. It can be noted that, although originally
motivated by the computation of a Wasserstein distance between the two distributions,
the ability of a Wasserstein GAN to approximate the actual distance does not seem to
corroborate with the generation quality of the model [MMG19; SEK+21].

The constraint ψ ∈ ΨLip1 is difficult to enforce for neural networks. Several approaches ex-
ists as to successfully do it, from the weight clipping in [ACB17] to spectral normalization
in [MKK+18].

A popular approach consists in regularizing the norm of the gradient of the network, as
a function of the sample input. Indeed, for any differentiable functions f : X → R, the
Lipschitz constraint is equivalent to

Lip(f) ⩽ 1 ⇐⇒ ∀x ∈ dom(f), ∥∇f(x)∥2 ⩽ 1.

Remark 3.1. One can assume that f is only continuous with a finite number of non-
differentiable points since, from the Rademacher’s theorem, a Lipschitz function on an
open of Rn is almost everywhere differentiable.
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Therefore, regularizing the gradient’s norm will constrain the Lipschitz constant of
the function. This paradigm was first motivated in [GAA+17] and has known many
variations since, especially on the way to sample the inputs in X on which the gradient
has to be constrained.

Wasserstein GANs have received a great amount of attention in the hope and promise
of actually computing a distance between µθ and ν, that will then serve as a loss for
the generator. Nonetheless, some caution should be observed when considering this
interpretation, as expressed in subsequent works.

In [SEK+21], the authors show experimental evidence that the 1-Wasserstein distance
with pixelwise Euclidean ground cost does not correlate with our perception of distance
between natural images. Notably, a batch of centroid images (in the case of a face dataset,
CelebA) has a lower mean distance to real images (target) than a batch of real face
images to other real faces, which mean that a perfect generator would suffer from a
higher 1-Wasserstein distance relative to a generator that produces only centroids of
the dataset. The authors’ hypothesis for this undesired phenomenon is the use of the
pixelwise Euclidean distance as the ground cost for the Wasserstein distance.

Possible remedies to this would be to use a Wasserstein ground metric as envisaged
in [DLL+19b], more robust to perceptual modifications on the image, use a (pretrained)
feature extraction to compute the ground cost, or try to learn the distance between
images, based on an adversarial cost as in [SZR+18]. In their work, the authors achieve
adversarially optimizing a network to learn a cost between images. The learned network
effectively extracts features from the images into a lower-dimension space, and perform
a cost between features there. All of these methods aim at using a more sensible ground
cost than an Euclidean distance in the space of images, as it is obvious that images cannot
properly be compared by a pixel-wise comparison.

3.1.3 General optimization framework for GANs

We now abstract the optimization problem and consider a general discriminator and
generator losses, to focus on the optimization procedure itself. This will allow us to
understand why, in general, the optimization problem of a GAN is involved to analyse.

As before, letΘ andΨ denote the parameters spaces of respectively the generator and the
discriminator networks, such that Θ ⊆ Rp and Ψ ⊆ Rq. Let Lg : Θ×Ψ → R and Ld : Θ×
Ψ → R be objective functions for respectively the generator and the discriminator,
considered as functions on the trainable parameters. Training a GAN therefore means
generally finding parameters θ∗ and ψ∗ that is a Nash equilibrium — i.e., a solution where
no party can improve their outcome without deteriorating the other’s — for the system,

{
maximize {Ld(θ, ψ) | ψ ∈ Ψ}
minimize {Lg(θ, ψ) | θ ∈ Θ}

(3.11a)
(3.11b)
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In the case where Ld = Lg, one denotes simply L = Ld = Lg, and System (3.11) can be
written

minimize
{
maximize {L(θ, ψ) | ψ ∈ Ψ}

∣∣ θ ∈ Θ
}

(3.12)

This double optimization procedure is one of the reasons why a GAN is difficult to train,
even in the simplest setting [MNG17; MGN18].

Two main approaches can be considered when analysing (3.12). First, the inner problem
sup {L(θ, ψ) | ψ ∈ Ψ} can be assumed to be solved exactly at every step. This is known as
the optimal (or perfect) discriminator hypothesis. It leads to a greatly simplified expression,
and will be presented more in depth in Section 3.3. Second, the nested optimization
in (3.12) can be studied directly in some simple cases, leading to a dynamical analysis of
the system. This will be presented next, in Section 3.2.

3.2 Optimization procedure

The optimization problem solved by a GAN is by nature difficult. It relies on a minimax
expression, which i) is ensured to have a unique solution only if the objective function
is convex-concave — which is not the case for a typical GAN — and ii) requires to
leverage two networks and gradient descent-ascent schemes. Several approaches have
been followed in order to study such optimization configurations. One of the first
simplification possible is tomake the objective function convex-concave, and even bilinear
in the parameters (e.g. L(θ, ψ) = ⟨θ, ψ⟩). In this setting, the Jacobian of the problem
can be easily computed, and classical analysis results can help classifying the stationary
points into stable or unstable points [MNG17; MGN18]. Further, the optimization scheme
can be adapted in order to yield the desired convergence properties. This is typically done
by the addition of a regularizer to the original objective, as advised by [MGN18; CMF20],
or by considering a different algorithm altogether to perform the parameter update.
Even though the main algorithm to solve this problem is gradient descent-ascent (GDA),
other techniques have been considered, such as optimistic mirror descent [DIS+18],
variance reduction mechanism [YKH20], or with a proximal-GDA algorithm [CZX+20]
for instance.

Lastly, the inner loop can be assumed to be solved perfectly at each iteration, leading
to an overall minimisation problem. This will be one of the main feature in Chapter 5.
Although this method has flaws (as experimental results tend to show that the inner
problem is far from being solved by a GAN), this approach has the merit to considerably
simplify the expression of the optimization and thus allows to conclude on specific
convergence properties.

More recently, the random feature model in the context of WGAN was investigated
in order to show convergence of the WGAN optimization procedure in the case of a
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very large two-layer neural networks GAN: in [NYK+21], the authors study a WGAN
with two-layer random feature model for both the generator and the discriminator. The
number of weights in the generator if either infinite or finite, the number of weights
for the discriminator is finite. Under mild assumption on the activation functions (i.e.
sigmoidal) and the initialization of the discriminator, they find that there are no spurious
critical points for the generator within a ball which can be made arbitrarily large as the
number of parameters for the generator Ng grows to infinity. The regularization on
the loss is the square norm of the discriminator parameters, and ad hoc learning rates
make the stochastic gradient ascent-descent update on the mixed loss equivalent to a
stochastic descent on the loss for the generator only. The property on the spurious critical
points is then proven for the loss on the generator only. Classical tools used are universal
approximation of functions (infinite and finite cases) and random feature learning.

Local convergence to equilibrium can be shown under some assumptions for the loss
function L and the behaviour of the optimal parameter solutions θ∗ and ψ∗. In [NK17],
the authors study gradient flow evolution of the parameters under a general loss

∀(θ, ψ) ∈ Rp × Rq, L(θ, ψ) =
∫
ℓ(−f(g(z; θ);ψ)) dω(z) +

∫
f(x;ψ) dν(x), (3.13)

where ℓ : R → R can take different values in order to represent different types of
GANs. For instance, taking ℓ(t) = − log(1 + exp(−t)) recovers the original (negative
log-likelihood) GAN formulation as written in (3.7):

LCE(θ, ψ) = −
∫

log(1+ exp(−fψ(x))) dν(x)−
∫

log(1+ exp(fψ(gθ(z)))) dω(z), (3.14)

whereas taking ℓ(t) = −t recovers the unconstrained WGAN formulation — constrained
by setting Ψ = ΨLip1 = {ψ ∈ Rq | Lip(fψ) ⩽ 1}, distinction not considered by the
authors. Under the assumption that ℓ is concave, local convergence to equilibrium points
is shown under gradient descent-ascent update rule. Furthermore, the work [NK17]
adds a regularizer on the objective, very similar to [MNG17], in order to help convergence
of the optimization scheme.

Different optimizers can be considered in order to solve (3.11). For instance, extra-
gradient computes an extra step to evaluate the gradient at a better location. Another
example is the lookahead scheme, which computes a backward step at a constant inter-
val [ZLB+19; HK22]

Regularizer in [RLN+17] is defined on the sample space (similar to the gradient penalty
in [GAA+17]). Regularizer in [MNG17] is a gradient on the parameter space.

3.2.1 Optimization algorithms

Gradient Descent-Ascent Given {η(k)g }k∈N0 and {η(k)d }k∈N0 two sequences of positive
learning rates, and the initializations θ(0) ∈ Θ and ψ(0) ∈ Ψ, the most common gradient
descent-ascent rules for (3.11) are
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∀k ∈ N0,

ψ
(k+1) = pΨ

(
ψ(k) + η

(k)
d ∇ψLd(ψ

(k), ψ(k))
)

θ(k+1) = pΘ

(
θ(k) − η(k)g ∇θLg(θ

(k), ψ(k))
) (SimGDA)

for the simultaneous gradient descent-ascent and

∀k ∈ N0,

ψ
(k+1) = pΨ

(
ψ(k) + η

(k)
d ∇ψLd(ψ

(k), ψ(k))
)

θ(k+1) = pΘ

(
θ(k) − η(k)g ∇θLg(θ

(k), ψ(k+1))
) (AltGDA)

for the alternating gradient descent-ascent, where for some set S ⊆ Rn, pS : Rn → S is
some projection operator. The projection steps are usually unnecessary since, in most
implementations, Θ = Rp and Ψ = Rq.

Note that, if pΘ = idRp and pΨ = idRq , and further ∀k ∈ N0, η
(k)
d = η

(k)
g ≡ η(k), Up-

date (SimGDA) can be condensed into a single operation on the concatenated parame-
ters (θ, ψ). In this case, at each step k ∈ N0, the overall rule can be written with an update
operator Fη(k) defined as

Fη(k) : Θ×Ψ −→ Θ×Ψ(
θ
ψ

)
7−→

(
θ
ψ

)
+ η(k)

(
−∇θLg(θ, ψ)
∇ψLd(θ, ψ)

)
,

so that, for all k ∈ N0,
(θ(k+1), ψ(k+1)) = Fη(k)(θ

(k), ψ(k)),

and the optimization can be studied with the tools of fixed-point operators [MNG17;
MGN18].

For Update (AltGDA), the operator is the combination of the two updates, i.e. F(ηd,ηg) =
Fg,ηg ◦Fd,ηd , with Fd,ηd = idΘ×Ψ+ηd(0,∇ψLd) and Fg,ηg = idΘ×Ψ+ηg(−∇θLg, 0), which
can be used to analyse the alternating update scheme, as done in [MGN18].

3.2.2 Dynamical analysis

The nested problem (3.12) can be analyzed through the lens of dynamical system analy-
sis.

For instance, the work of [NK17] studies the continuous time setting. In this case, the
system is given by

(θ̇(t), ψ̇(t)) = v(θ(t), ψ(t)), (3.15)

where v : Θ×Ψ → Θ×Ψ is the vector field v = (−∇θLg,∇ψLd).

The authors show that, under some realisation condition and the condition that ℓ in
Equation (3.13) is strictly concave (ruling out unregularized WGAN), the continuous
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system (3.15) is locally exponentially fast convergent to local minima. The regularization
they suggest guarantees any GAN with a concave ℓ to have exponential stability around
the equilibrium and relies on computing the gradient of the loss with respect to the
generator parameters θ.

The works of [MNG17; MGN18] focus on the discrete time setting and come up with
different regularizers to help convergence.

In [MNG17], the authors develop the “consensus optimization” regularization, based
on the squared norm of the vector field v in (3.15), i.e. R(θ, ψ) = 1

2∥v(θ, ψ)∥2. With
λ ∈ (0,∞) a regularization strength, the flow (3.15) is then performed on the modified
vector field w(θ, ψ) = v(θ, ψ)− λ∇R(θ, ψ). This flow update can be discretized with a
step size η ∈ (0,∞), and the authors show that, for η small enough, the iterates on w
converge to a local Nash-equilibrium of the problem, at least linearly.

In [MGN18], the regularisation is based on the gradient of the squared norm of the
discriminator with respect to the input parameter

∫
∥f(x;ψ)∥2 dα(x), sampled either

from the generated (α = µθ) or the target (α = ν) distribution. Using this regularization,
and under regularity assumptions on the generated samples, the authors then show at
least linear local convergence of Updates (SimGDA) and (AltGDA) to optimal values.

This approach of regularization is fruitful in helping GANs to converge, and is widely
used by practitioners, as in [KLA18] for instance. A study of different regularizers can
be found in [KLZ+19]. Nonetheless, the exact analysis of a dynamical system such as in
System (3.11) is highly intricate. Therefore, a strong hypothesis is often made to be able
to derive theoretical results on GANs; namely, the optimal discriminator hypothesis, as
discussed next.

3.3 Optimal discriminator hypothesis

One of the techniques for studying GANs is to assume that the inner problem (max-
imisation problem) is solved perfectly at each time. This is referred to as the perfect
(or optimal) discriminator hypothesis. This also implicitly assumes that the discriminator
representation capacity is large enough to represent any continuous function f : X → R,
or at least, any optimizer of the inner problem.

This hypothesis amounts to solving, for a given θ ∈ Θ,

ψ∗(θ) ∈ argmax {Ld(θ, ψ) | ψ ∈ Ψ} (3.16)

in closed-form (the maximum exists when ψ 7→ Ld(θ, ψ) is concave for all θ ∈ Θ and Ψ
is closed). Then, there only remains a minimisation problem in θ ∈ Θ:

minimize {Lg(θ, ψ
∗(θ)) | θ ∈ Θ}. (3.17)
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3 Optimization of general Generative Adversarial Networks

Doing this allows to express the loss as a statistical divergence, or even sometimes
a distance, between the two distributions that are being compared, i.e., µθ and ν in
Equations (3.4) and (3.3).

For instance, in [GPM+14], the authors show that, under the optimal discriminator
hypothesis, the overall optimization scheme using Ld = Lg = L is equivalent, for
the generator, to minimizing the Jensen-Shannon divergence between µθ and ν in the
formulation of the cross-entropy GAN loss (3.14). Different examples of the actual
divergence minimized by a GAN under the perfect discriminator hypothesis are given
in [CMF20, Appendix B].

Assuming a perfect discriminator goes on par with an additional level of abstraction:
consider the loss of the generator as a loss on the probability measures parametrized by
the generator. In this case, the loss Lg can be defined on Θ only, as it does not depend on
the discriminator parameters anymore.

Furthermore, given a generator g : Z × Θ → X , its loss Lg can be abstractly defined
on P(X), as g parametrizes a family of distributions as follows. Given a generator
g as in (3.1) and a latent measure ω ∈ P(Z), the family of generated distribution
parametrized by θ ∈ Θ is given by

{µθ = gθ#ω | θ ∈ Θ}. (3.18)

Then, given a convex cost on measures J : M (X) → (−∞,∞], learning the generator of
a GAN under the perfect discriminator hypothesis boils down to finding the minimizer

θ∗ ∈ argmin {J(µθ) | θ ∈ Θ}. (3.19)

This has been, from the first paper on GAN [GPM+14] on, a means to study the con-
vergence properties of the otherwise involved optimization problem. In [CMF20], the
authors embrace the definition of the function on M (X) in order to leverage dual con-
vexity results. We follow their presentation in the following.

Assume that X is a compact set. In order to restrict the domain of J to probability
measures, set J(µ) = ∞ for µ ∈ M (X) \ P(X). Since J is convex, it is equal to its
biconjugate J∗∗ and, since X is assumed compact, C (X)′ ∼= M (X) as per Theorem 2.21,
so that

∀µ ∈ P(X), J(µ) = J∗∗(µ) = sup {⟨µ, φ⟩ − J∗(φ) | φ ∈ C (X)}. (3.20)

This expression gives way to evaluating J via φ ∈ C (X) a continuous function, and J∗

the convex conjugate of J (see Definition 2.9).

From this, the general minimax optimization scheme for a GAN can be understood as
the following nested problem

inf {J(µθ) | θ ∈ Θ} = inf {sup {⟨µθ, φ⟩ − J∗(φ) | φ ∈ C (X)} | θ ∈ Θ} (3.21)
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3.3 Optimal discriminator hypothesis

Under the optimal discriminator hypothesis, the supremum in Equation (3.20) is assumed
to be achieved, and the optimal discriminator Φµ ∈ C (X) is the function that achieves
the supremum, so that J(µ) = ⟨µ,Φµ⟩ − J∗(Φµ). This is equivalent to Φµ ∈ ∂J(µ)
and µ ∈ ∂J∗(Φµ), as stated by Proposition 2.12. In this context, the dual variable
φ ∈ C (X) is the discriminator, and the loss dual J∗ is the discriminator loss. One can
then reason on the optimal discriminator Φµ, and assume that the inner problem is well-
enough solved in order to validate this hypothesis. This is presented in the following
part.

GAN regularity conditions

In [CMF20], some conditions on the discriminator and the generator of a GAN are
stated in order for the optimization problem Equation (3.21) to be L-Lipschitz [CMF20,
Theorem 1], and hence ensure convergence of the gradient descent algorithm on the
generator loss to a stationary point. The conditions on the discriminator are stated for
the optimal discriminator Φµ achieving the supremum in Equation (3.21). With the
notations previously introduced, we report here these regularity conditions.

Recall that, for L ∈ (0,∞), we say that a function f is L-Lipschitz if Lip(f) ⩽ L, where
Lip(f) is defined by Equation (2.27).

Regularity Conditions (RC, [CMF20, Theorem 1]).

(D1) (Lipschitz continuity) x 7→ Φµ(x) is α-Lipschitz.

(D2) (Lipschitz smoothness I) x 7→ ∇xΦµ(x) is β1-Lipschitz.

(D3) (Lipschitz smoothness II) µ 7→ ∇xΦµ(x) is β2-Lipschitz with respect to the 1-
Wasserstein distance, i.e.
∃β2 ∈ [0,∞), ∀x ∈ X, ∀(µ, µ′) ∈ M (X)2, ∥∇xΦµ(x)−∇xΦµ′(x)∥2 ⩽
β2W1(µ, µ

′).

(G1) (Lipschitz parametrization) θ 7→ gθ(z) is A-Lipschitz in expectation, i.e.
∃A ∈ [0,∞), ∀(θ, θ′) ∈ Θ2,

∫
∥gθ(z)− gθ′(z)∥2 dω(z) ⩽ A∥θ − θ′∥2.

(G2) (Lipschitz-smooth parametrization) θ 7→ ∂θgθ(z) is B-Lipschitz in expectation, i.e.
∃B ∈ [0,∞), ∀(θ, θ′) ∈ Θ2,

∫
∥∂θgθ(z)− ∂θ′gθ′(z)∥2 dω(z) ⩽ B∥θ − θ′∥2.

Notice how Conditions (G1) and (G2) do not depend on the loss considered, but rather
on the architecture of the generator network alone, whereas Conditions (D1) to (D3)
are dependent on the actual functional used through the expression of the optimal
discriminator Φµ achieving the supremum in Equation (3.20).

The authors show that, under those conditions, the mapping θ 7→ J(µθ) is L-smooth,
with L = αB + A2(β1 + β2). In this case, the overall minimisation problem (3.21)
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3 Optimization of general Generative Adversarial Networks

admits a stationary point, to which gradient descent with an adequate learning rate can
converge.

They also study different types of GANs, and check whether they satisfy Conditions (D1)
to (D3) or not, summarizing their findings in [CMF20, Table 2]. A question mark
is left in the case of WGANs for Condition (D3). They also leave aside the study of
Conditions (G1) and (G2).

In the next section, we take a closer look at Condition (D3) in a specific WGAN set-
ting, and show that it is violated when a particular loss is considered, and show that
Conditions (G1) and (G2) are satisfied for a shallow linear network.

3.4 Examples

We provide in this section an in-depth study of a specific example where 1-Wasserstein
distance enjoys a simple expression on the one hand, and the study of a shallow linear
generator on the other hand.

3.4.1 Discrete-GAN with discrete metric

The objective of this section is to complete [CMF20, Table 2], where Condition (D3) is
unknown to be true for a Wasserstein GAN. In the discrete setting, and with the discrete
ground metric, we are able to answer the question by the negative.

Notation In order to lighten the subscript notations, we shall indistinctly treat vectors
(resp. matrices) as functions on the discrete set [n] := {1, . . . , n} (resp. [n]2).

Assume the sample space X to be discrete, so that X = [n] for some n ∈ N. The set of
distributions P(X) is then the simplex∆n−1 := {µ ∈ [0,∞)n |∑i∈[n] µ(i) = 1}.

Let d : X ×X → [0,∞] be any ground metric on X , so that (X, d) is a metric space. This
metric will define a graph structure on X .

Indeed, given (X, d), a weight function w can be defined on X2 as

w : X ×X −→ [0,∞),

(i, j) 7−→ w(i, j) =

{
d(i, j)−2 if d(i, j) ∈ (0,∞)

0 else
.

(3.22)

This can be interpreted as a weighted graph G = (X,E,w)with vertices X and where
the set of edges E is simply E = {(i, j) ∈ X2 | w(i, j) > 0}.
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This setting has already been considered in previousworks. For instance, the optimization
problem of minimizing the Wasserstein distance to independence models with discrete
sample space has been studied in [ÇJM+20]. The optimization problem of minimizing
optimal transport distance to a variety has been studied by [ÇJM+19].

Given a discrete metric space (X, d) and its corresponding weight function w (3.22), the
discrete gradient of a function Φ: X → R is defined as

∇Φ: X ×X −→ R,
(i, j) 7−→ ∇Φ(i, j) =

√
w(i, j)(Φ(i)− Φ(j))

(3.23)

This definition leverages the ground metric d through w so that the closer nodes are, the
more they influence each other.

We denote by ∇Φ(i) = ∇Φ(i, ·) the gradient at a particular node i ∈ X corresponding to
all contributions leaving i, i.e.∇Φ(i) = (∇Φ(i, j))nj=1.

Further, the discrete Lipschitz constant of Φ: X → R is defined as

Lip(Φ) := sup
(i,j)∈X2,
i ̸=j

√
w(i, j)|Φ(i)− Φ(j)| = sup

(i,j)∈X2

|∇Φ(i, j)| = ∥∇Φ∥∞. (3.24)

Analogously to (2.28), we denote Lip1(X) = {Φ: X → R | Lip(Φ) ⩽ 1}.
From now on, consider the discrete metric

δ̄ : X2 −→ {0, 1},
(i, j) 7−→ δ̄(i, j) := 1[i ̸= j].

(3.25)

Let ν ∈ ∆n−1 be a target measure. Let the convex functional in (3.19) be

J : ∆n−1 −→ R,
µ 7−→ Wδ̄,1(µ, ν),

(3.26)

whereWδ̄,1 is the 1-Wasserstein distance with the discrete metric δ̄ (3.9): for µ ∈ ∆n−1

and ν ∈ ∆n−1 two distributions on X , one has

Wδ̄,1(µ, ν) = sup

{∫
ud(µ− ν)

∣∣ u ∈ Lip1(X)

}

= sup

∑
i∈[n]

u(i)(µ(i)− ν(i))
∣∣ u ∈ Lip1(X)

. (3.27)

We now leverage the simple expression of the 1-Wasserstein distance on∆n−1 in the case
the ground metric is δ̄.

Lemma 3.2 Let µ ∈ ∆n−1 and ν ∈ ∆n−1 be two distributions. The 1-Wasserstein distance with
ground metric δ̄ (3.25) between µ and ν is Wδ̄,1(µ, ν) =

1
2∥µ− ν∥1.
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Proof. For (µ, ν) ∈ (∆n−1)
2, consider the dual expression of the 1-Wasserstein dis-

tance (3.27):

Wδ̄,1(µ, ν) = sup

∑
i∈[n]

u(i)(µ(i)− ν(i))
∣∣ u ∈ Lip1(X)

. (3.28)

Under the discrete metric δ̄, Lip1(X) = {u ∈ Rn | ∀(i, j) ∈ [n]2, |u(i) − u(j)| ⩽ 1}. In
order to attain the maximum in (3.28), one has to set u(i) = 1

2 when µ(i)− ν(i) ⩾ 0 and
u(i) = −1

2 when µ(i)− ν(i) ⩽ 0, resulting inWδ̄,1(µ, ν) =
1
2∥µ− ν∥1 as claimed.

The functional J (3.26) is therefore equivalently written, for ν ∈ ∆n−1 a target distribu-
tion, as

∀µ ∈ ∆n−1, J(µ) =
1

2
∥µ− ν∥1.

In this setting, Condition (D3) is not satisfied. We will show it by providing a counter-
example.

Let n = 3, Θ = [0, 1], and let h be a one dimensional model in the simplex ∆2 defined
as

h : [0, 1] −→ ∆2,

θ 7−→

 θ2

2θ(1− θ)

(1− θ)2

 .
(3.29)

DenoteM = img (h) the manifold of the model h (3.29) (see Figure 3.2).

LetZ = [0, 1], and letω = U (Z) be the uniformdistribution onZ. A parametric generator
associated to h (i.e. such that, for all θ ∈ [0, 1], h(θ) = (gθ)#ω) is

g : Z ×Θ −→ {1, 2, 3},

(z, θ) 7−→ g(z, θ) ≡ gθ(z) =


1 if z ∈ [0, θ2)

2 if z ∈ [θ2, θ(2− θ))

3 else.
.

(3.30)

It corresponds to the inverse cumulative distribution function of the randomvariableX ∼
h(θ). The function g (3.30) is discontinuous (to the left) in both of its argument, at the
points (θ, z) for which z ∈ {θ2, θ(2− θ)}.

The functional J (3.26) can be considered as a function J : R3 → R. With the usual
topology, its gradient is discontinuous at the measures µ for which there exists some
i ∈ [3] such that µ(i) = ν(i).
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Figure 3.1: Output of g (3.30) on its domain Z ×Θ = [0, 1]× [0, 1].

We appeal to its subdifferential instead: since J is convex in µ, its subdifferential ∂J —
as defined by Definition 2.11 — exists and is equal to, for µ ∈ ∆2,

∂µJ(µ) =

{
Φµ ∈ R3 : ∀i ∈ [3],

{
Φµ(i) =

1
2 sgn (µ(i)− ν(i)) if µ(i) ̸= ν(i)

Φµ(i) ∈ [−1
2 ,

1
2 ] else

}
. (3.31)

One checks that this also corresponds to the set of optimal discriminators {u∗ ∈ Lip1(X) |
J(µ) =

∑
i∈[3] u

∗(i)(µ(i)− ν(i))} (in accordance with [CBG19, Theorem 2]).

Given one µ ∈ ∆2, an optimal discriminator at µ is therefore Φµ ∈ ∂µJ(µ) (3.31).
Since Φµ ∈ Lip1(X), Condition (D1) is satisfied with α = 1.

By the definition of the discrete gradient (3.23), and since for all i ∈ [3], Φµ(i) ∈ [−1
2 ,

1
2 ],

one has

∀(k, l) ∈ [3]2, ∇Φµ(k, l) ∈ [−1, 1]

=⇒ ∀(i, j) ∈ [3]2, ∥∇Φµ(i)−∇Φµ(j)∥2 ⩽ 2
√
3.

Therefore, the function i 7→ ∇Φµ(i) is 2
√
3-Lipschitz, and Condition (D2) is satisfied

with β1 = 2
√
3.

The next lemma states that J does not satisfy Condition (D3), expressed in the discrete
setting.

43



3 Optimization of general Generative Adversarial Networks

Lemma 3.3 Condition (D3) is not satisfied for the functional J : ∆2 ∋ µ 7→ J(µ) =
Wδ̄,1(µ, ν) =

1
2∥µ− ν∥1.

Proof. Recall that Condition (D3) is

∃β2 ∈ [0,∞), ∀x ∈ X, ∀(µ, µ′) ∈ M (X)2, ∥∇xΦµ(x)−∇xΦµ′(x)∥2 ⩽ β2W1(µ, µ
′).
(3.32)

The proof consists in building a counter-example to (3.32); that is to say, for any ν ∈ ∆2,
and for any β2 ∈ [0,∞), find (µ+, µ−) ∈ M2 and a point i ∈ X such that, ∥∇Φµ+(i) −
∇Φµ−(i)∥ > β2Wδ̄,1(µ

+, µ−). This amounts to finding (µ−, µ+) such that Wδ̄,1(µ
−, µ+)

is arbitrarily small and upper bounded by ∥∇Φµ+(i)−∇Φµ−(i)∥.

The discontinuity of µ 7→ Φµ(i) for some i ∈ X will be key in finding such distributions.
Intuitively, for suitable (µ+, µ−) as close to each other as liked (in the sense of Wδ̄,1),
∥∇Φµ+(i)−∇Φµ−(i)∥ will stay constant. We construct such (µ+, µ−) as presented next.

Let ν ∈ ∆2, and let ε ∈ (0,∞). Consider (µ+, µ−) ∈ M2 such that µ+(1) − ν(1) = ε,
µ−(1)− ν(1) = −ε, µ±(2)− ν(2) < 0, µ±(3)− ν(3) > 0 (see Figure 3.2).

Then, the optimal discriminators Φ+ ≡ Φµ+ and Φ− ≡ Φµ− are, by Equation (3.31),

Φ+ =
1

2

 1
1
−1

 and Φ− =
1

2

 1
−1
−1

 .

Hence ∇Φ+ =

 0 1 0
−1 0 −1
0 1 0

 and ∇Φ− =

0 0 −1
0 0 −1
1 1 0

, so that the left hand side

of (3.32) becomes, at the point i = 1,

∥∇Φ+(1)−∇Φ−(1)∥ = ∥
(
0 1 1

)
∥2 =

√
2. (3.33)

This remains true for any ε ∈ (0,∞).

It was shown by [ÇJM+19] that the optimal µ∗ ∈ Mminimizing theWasserstein distance
to ν,W(M, ν) := inf {W(µ, ν) | µ ∈ M}, lies at the intersection of two cells in Figure 3.2.
These cells split∆2 in regions where the optimal discriminator Φµ is constant.

Denoting θ∗ ∈ Θ = [0, 1] the optimal parameter such that h(θ∗) = µ∗, one can construct
two sequences µ+ and µ− with values in∆2 such that

∀k ∈ N,
{

(µ+)k= h(θ∗ + k−1),

(µ−)k= h(θ∗ − k−1),

and the requirements expressed earlier hold for those sequences.
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(1, 0, 0) (0, 1, 0)

(0, 0, 1)

ν

M
µ−µ+

Figure 3.2: The model M = img h, as defined in Equation (3.29), on ∆2. The target
is ν ∈ ∆2. The lines intersecting at ν depict the distributions µ such that
µ(i) = ν(i) for some i ∈ [3]. The two distributions µ+ and µ− are the ones
defined in the proof of Lemma 3.3.

By the continuity of h, we have (µ+)k −−−→
k→∞

µ∗ and (µ−)k −−−→
k→∞

µ∗, so that

Wδ̄,1

(
(µ+)k, (µ

−)k
)
−−−→
k→∞

0

for any ground metric that is a distance on X , whereas the norm of the gradient at i = 1
stays constant, as per Equation (3.33)

∀k ∈ N, ∥∇Φ(µ+)k
(1)−∇Φ(µ−)k

(1)∥2 =
√
2,

which violates the condition (3.32).

Notice that, due to the discrete nature of g (3.30), Condition (G1) is readily satisfied.
The discontinuity of g would require a more detailed definition of the operator ∂θgθ that
appears in Condition (G2).

Instead, we show in the next section an instance where the generator satisfies Condi-
tions (G1) and (G2) in the continuous setting.

3.4.2 Shallow linear generator

In this last section, we study the smoothness assumptions on the generator (Condi-
tions (G1) and (G2)) for a shallow linear generator architecture.

Notation (Einstein summation convention). Since the generator is a map g : Z×Θ → X , its
derivative with respect to the parameters is a tensor. We will adopt the Einstein notation
convention in order to compute the tensor expressions. We will use the convention of
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3 Optimization of general Generative Adversarial Networks

writing all indices as subscripts. A summation is implicitly performed for every index
that is repeated once. For instance, the matrix-matrix product between two matrices A
and B with compatible sizes produces a matrix C so that Cij = AikBkj , where the sizes
are derived from context and a sum over the index k is performed.

LetX be a sample space, such thatX ⊆ Rdx , and let Z be the latent space, such that Z ⊆
Rdz . We will consider the case of a shallow linear generator; i.e., Θ = M(dx, dz) × Rdx ,
and, for θ = (W, b) ∈ Θ, gθ : Z → X; z 7→ gθ(z) =Wz + b.

Assuming ω ∈ P(X) has finite first moment (i.e.
∫
∥z∥2 dω(z) <∞), Conditions (G1)

and (G2) are satisfied for a shallow linear generator gθ(z) =Wz+ b. Indeed, in this case,
for any (θ, θ′) = ((W, b), (W ′, b′)) ∈ Θ2, one has

∀z ∈ Z, ∥gθ(z)− gθ′(z)∥2 = ∥Wz + b−W ′z − b′∥2
⩽ ∥(W −W ′)z∥2 + ∥b− b′∥2.

Therefore, denoting a =
∫
∥z∥2 dω(z) <∞,∫

∥gθ(z)− gθ′(z)∥2 dω(z) ⩽ ∥W −W ′∥2
∫
∥z∥2 dω(z) + ∥b− b′∥2

⩽ a∥W −W ′∥2 + ∥b− b′∥2,

so that Condition (G1) is satisfied.

Further, with 1n := (1, . . . , 1)⊤ ∈ Rn, the differential of gθ at z ∈ Z with respect to
θ ∈ Θ is ∂θgθ(z) = {∂gθ(z)∂W , ∂gθ(z)∂b } = {∂gθ(z)∂W , 1n}. This is a three-dimensional tensor.
Let x = Wz + b and denote δij = 1[i = j] the Kronecker delta. Then, using Einstein
summation convention, one has

∂xp
∂Wqr

=
∂

∂Wqr
(Wpizi + bp)

= δpqδrizi

= δpqzr,

∂xp
∂bq

= δpq.

Therefore, ∂θ1gθ1(z) = ∂θ2gθ2(z) and Condition (G2) is trivially satisfied.

Understanding howConditions (G1) and (G2) are satisfied in the case of a more complex
generator architecture (e.g. deep linear, shallow non-linear) is an obvious goal for future
endeavors.
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3.5 Conclusion

Throughout the chapter, we have introduced the general GAN optimization framework
and showed why it is challenging to study it. Two approaches are used to simplify it,
namely the optimal discriminator hypothesis and the simplification of the networks
themselves. The next chapter, Chapter 5, will rely on those assumptions in order to
derive convergence guarantees of a gradient flow and gradient descent schemes.

Although some analysis was possible in the discrete case on the one hand (Section 3.4.1)
and for a shallow linear generator on the other hand (Section 3.4.2), a general GAN is
more challenging to analyse. Obtaining mathematical proofs of convergence for a more
complex GAN is intricate, and a general theory for its minimax optimization scheme
remains unknown.

Crucially, the problem becomes non convex-concave as soon as the architecture of the
generator becomes deep, with several layers of neurons. This non-convex-concavity
introduces the most challenging aspect of the general optimization scheme.

As we will investigate in the next two chapters, the assumption introduced in Section 3.3
will be useful in order to reduce the problem complexity and allow the analysis in the
specific of a Gaussian distribution generation problem.
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4 Bures-Wasserstein loss landscape

Some of this chapter is based on the work published as [BPA+23]. PB’s main contributions are
the study of the properties of the Bures-Wasserstein loss differential, the expression of the critical
points, the investigation with the connection to the Eckart-Young-Mirsky theorem, the statement
of correspondence between the different parametrized spaces, and the expression and empirical
evaluation of the Hessians.

As we have seen in the previous chapter, a generic GAN optimization is challenging
as it involves two competing objectives, and the resulting minimization-maximization
problem is generally not convex-concave.

The next two chapters are devoted to the analysis of a simple GAN setting under the
optimal discriminator hypothesis, which effectively removes one layer of optimization
and reduces the overall problem to a simpler minimization problem.

In this chapter, we introduce the Bures-Wasserstein deep linear network learning problem
(Section 4.2) and analyse the optimization landscape of the corresponding learning
problem. Namely, we derive the expression of the critical points for the Bures-Wasserstein
loss under the covariance matrix (or Burer-Monteiro) parametrization, and inspect some
of their properties. Such an analysis is required in order to conclude on the overall
convergence to the global minimizer of the loss by gradient descent algorithms, which
will be performed in Chapter 5.

The problem at hand is challenging from different points of view. First, the Bures-
Wasserstein loss is not everywhere differentiable, leading to the introduction and analysis
of its regularization. Second, the chaining of different parametrizations inflates the
number of possible degeneracies and makes the correspondence between the different
spaces non-trivial. We will cover this point between the covariance and the function
space. Last, the critical parameters are not all minimizers, but we will show that the
loss on the function space satisfies the so-called strict-saddle-points property, which states
that its critical points are either global minimizers or strict saddle points. This allows to
conclude on the nature of the critical parameters that correspond to a critical function,
as stated in Proposition 4.12.

Wewill derive a general expression for the first and second-order derivative informations,
under both a deep linear network and a Burer-Monteiro (covariance) parametrizations.

The chapter is organised as follows. We introduce the learning problem in Section 4.2. In
Section 4.3, we provide the expression of the critical points for both the original and the
regularized Bures-Wasserstein loss. In Section 4.5, we draw the link between the resulting
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4 Bures-Wasserstein loss landscape

critical points obtained and the celebrated Eckart-Young-Mirsky theorem, stated in the
case of a squared-norm type of loss. In Section 4.6, we give the expression and numerical
evaluations of the Hessian of the Frobenius and the Bures-Wasserstein losses, in the
parameter space. This gives insight on the different behavior running a gradient-descent
type of algorithm to minimize such a loss.

4.1 Motivation

In this chapter, we investigate generative deep linear networks and their optimization
using the Bures-Wasserstein distance. More precisely, we consider the problem of learn-
ing a target Gaussian distribution using a deep linear neural network. The family of
distributions generated by our model is again a family of Gaussian distributions. The
optimization is driven by the minimization of the Bures-Wasserstein distance between
the target and generated distributions, or, more exactly, their covariances.

This problem is relevant in two ways. First, it pertains to the optimization of deep linear
networks for a type of loss that is qualitatively different from the well-studied and very
particular squared error loss. Second, it can be regarded as a simplified yet instructive
instance of the parameter optimization problem in generative networks, specifically
Wasserstein generative adversarial networks, which are currently not as well understood
as discriminative models.

The optimization landscapes and the properties of parameter optimization procedures
for neural networks are among the most puzzling and actively studied topics in the-
oretical deep learning [see, e.g. MMN18; LZB22]. Deep linear networks, i.e. neural
networks having the identity as activation function, serve as simplified models for such
investigations [BH89; Kaw16; TKB20; KMM+22; BRT+21]. The study of linear networks
has guided the development of several useful notions and intuitions in the theoreti-
cal analysis of neural networks, from the absence of bad local minima to the role of
parametrization and overparametrization in gradient optimization [ACH18; ACG+19;
ACH+19].

Many previous works have focused on discriminative or autoregressive settings and have
emphasized the squared Frobenius error loss. Although this loss is indeed a popular
choice in regression tasks, it interacts in a very special way with the particular geometry
of linear networks [TKB20]. The behavior of linear networks optimized with different
losses has also been considered in several works [LB18; LK17; TKB20] but is less well
understood.

Notably, [DSF+21] observed experimentally that the Bures-Wasserstein metric reduces
the infamous problem of mode collapse in GANs. In particular, the authors reported
improvements in mode coverage and generation quality by adding the Bures metric
to the objective function of a GAN. Our work casts light on the theoretical properties
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4.1 Motivation

of Bures-Wasserstein metric as a loss function to train deep linear generative neural
networks, by studying a specific 2-Wasserstein GAN model.

We report next the most relevant previous works on the topics of optimization of deep
linear networks and the Bures-Wasserstein distance considered as a training loss.

Overview of previous optimization landscape results First, we give a quick
overview of the literature on the topic, which mostly focuses on the squared (Frobenius)
error loss.

Indeed, the optimization landscape of linear networks has been studied in numerous
works for the squared error loss. The pioneering work of [BH89] focused on the two-
layer case, and showed that there is a single minimum (up to a trivial parametrization
symmetry) and all other critical points are saddle points. [Kaw16] obtained correspond-
ing results for deep linear networks and showed the existence of bad saddles (with no
negative Hessian eigenvalues) in parameter space for networks with more than three
layers. [LK17] showed that if the loss is such that any local minimizer in parameter
space can be perturbed to an equally good minimizer with full-rank factor matrices, then
all local minimizers in parameter space are local minimizers in function space. [YSJ18]
found sets of parameters in which any critical point is a global minimizer, and any out-
side critical point is a saddle point. We also mention other works that study critical
points for different types of neural network architectures, such as deep linear residual
networks [HM17] and deep linear convolutional networks [KMM+22; KMS+23].

There are also several results for different losses. [LB18] showed that for deep linear nets
with no bottlenecks all local minima are global for arbitrary convex differentiable losses.
[TKB20] found that for linear networks with arbitrarily rank-constrained function space,
the squared error loss is special in the sense that it ensures the non-existence of non-
global local minima. However, for arbitrary convex losses, non-global local minimizers,
when they exist, are always pure, meaning that they correspond to local minimizers in
function space.

We also mention that [FFG+20] characterized the optimal solution of a 2-Wasserstein
GAN with a rank-k linear generator as the k-PCA solution. We will obtain an analogous
result in our particular parametrization, albeit with an additional exhaustive description
of the critical points.

Low rank matrix approximation The function (or representation) space of a linear
network corresponds to n ×m matrices, for some (n,m) ∈ N2, of rank at most d, the
smallest width of the network. Hence, the optimization of a linear network in its func-
tion space is closely related to the problem of approximating a given data matrix by a
low-rank matrix. When the approximation error is measured in Frobenius norm, [EY36]
characterized the optimal bounded-rank approximation of a given matrix in terms of its
singular value decomposition. [Mir60] obtained the same characterization for the more
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general case of unitary invariant matrix norms, which include the Euclidean operator
norm and the Schatten-p norms. There are further generalizations to certain weighted
norms [RZ79; DL17]. However, for general norms the problem is known to be diffi-
cult [SWZ17; GV18; GS19]. We extend the result to the Bures-Wasserstein loss, and
explain why the connection holds even though the Bures-Wasserstein distance cannot be
expressed as the norm of some matrix.

Bures-Wasserstein distance The Bures-Wasserstein distance was introduced
by [Bur69] to study Hermitian operators in quantum information, particularly den-
sity matrices. It induces a metric on the space of positive semi-definite matrices, and
corresponds to the 2-Wasserstein distance between two centered Gaussian distribu-
tions [BJL19]. Wasserstein distances have several useful properties, e.g. they remain well
defined between disjointly supported measures and have duality formulations [Vil03]
that allow for practical implementations. As described in Chapter 3, this makes them
good candidates and indeed popular choices for learning generative models, with a well-
known case being the Wasserstein Generative Adversarial Networks (WGANs) [ACB17].
While the 1-Wasserstein distance has beenmost commonly used in this context, the Bures-
Wasserstein distance has also attracted interest, e.g. in the works of [MC18; CMR+20;
MGM21], and has also appeared in the context of linear quadratic Wasserstein generative
adversarial networks [FFG+20].

A 2-Wasserstein GAN is a minimum 2-Wasserstein distance estimator expressed in
Kantorovich duality (see details in Section 2.2.2). This model can serve as a platform
to develop the theory particularly when the inner problem can be solved in closed-
form. Such a formula is available when comparing pairs of Gaussian distributions, in
particular centered Gaussians, which corresponds precisely to the Bures-Wasserstein
distance between the corresponding covariance matrices. Strikingly, even in this simple
case, the properties of the corresponding optimization problem are not well understood;
we aim to address this in the present work. In this chapter, we first focus on the landscape
associated to this loss, to then analyse the optimization and convergence properties of
the corresponding learning algorithm in Chapter 5.

Notation For (n,m) ∈ N2, we will denote M(n,m) the set of real matrices of n rows
and m columns, and write M(n) ≡ M(n, n). We denote further S(n) the set of real
symmetric matrices of size n, and S++(n) (resp. S+(n)) the set of real symmetric positive
(semi-)definite matrices of size n. We may denote A ∈ S++(n) ⇐⇒ A ≻ 0 (resp. A ∈
S+(n) ⇐⇒ A ≽ 0). The set S+(n)will also be referred to as the covariance space. For A ∈
S+(n), denote A1/2 the (principal) square root of A, i.e. such that A1/2 ∈ S+(n) and A =
A1/2A1/2. Moreover, for anyA ∈ S(n), its extremal eigenvalues are denoted λ{min,max}(A).
For any matrix X ∈ M(n,m), we write its singular (or spectral) norm as ∥X∥, and its
extremal singular values as σ{min,max}(X). Hence, ∥X∥ = σmax(X) = λ

1/2
max(XX⊤).

For two matrices (X,Y ) ∈ M(n,m)2, the Frobenius scalar product is denoted ⟨X,Y ⟩ :=
tr(XY ⊤), and its associated norm is ∥X∥F =

√
trXX⊤. For twomatrices (A,B) ∈ S(n)2,
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denote A ≻ B ⇐⇒ A − B ≻ 0 (resp. A ≽ B ⇐⇒ A − B ≽ 0). For any discrete
set J ⊆ [n], we write |J | its cardinality.

The next section introduces the learning problem of a linear Wasserstein GAN.

4.2 Wasserstein generative linear networks

In this section, we introduce the Bures-Wasserstein loss and some of its properties. We
will also give its connection to a Gaussian linear GAN problem. Then, we explicitly give
the different parametrizations that will be used in the learning problem. On top of the
deep linear network parametrization µ already given in (4.3), the so-called Burer-Monteiro
parametrization will be introduced, in order to parametrize a covariance matrix (hence
its alternative name, covariance parametrization). The presentation of the 2-Wasserstein
distance has already been carried out in Section 2.2.2.

We first introduce the general framework of overparametrized linear neural networks.

4.2.1 Overparametrized linear networks

In the following, we consider a bias-free linear network with d0 ∈ N inputs and N ∈ N
layers of widths (d1, . . . , dN ) ∈ NN . This is a model of linear functions of the form

Rd0 −→ RdN ,
x 7−→ WN · · ·W1x,

(4.1)

parametrized by the weight matricesWj ∈ M(dj , dj−1), for all j ∈ [N ], whereM(dj , dj−1)
denotes the set of all real matrices with dj rows and dj−1 columns. We will denote the
tuple of weight matrices by θ = (W1, . . . ,WN ) and the space of all such tuples by

Θ =
N×
j=1

M(dj , dj−1). (4.2)

This is the parameter space of our model. To slightly lighten the notation, we will also de-
note the input and output dimensions bym ≡ d0 and n ≡ dN , respectively. Given θ ∈ Θ,
we maywriteWθ :=WN · · ·W1 for the corresponding end-to-endmatrix. Its dependency
on θ is thenmade explicit. For any 1 ⩽ i ⩽ j ⩽ N , we will also writeWj:i :=Wj · · ·Wi for
the matrix product of layer i up to j. We note that the represented function (x, θ) 7→Wθx
is linear in the network input x, but the parametrization is not linear in the parameters θ.
We denote the network’s parametrization map by

µ : Θ −→ M(dN , d0),
θ = (W1, . . . ,WN ) 7−→ WN :1 =WN · · ·W1.

(4.3)
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The function space of the network is the set of linear functions it can represent. This
corresponds to the set of possible end-to-end matrices, which are the n ×m matrices
of rank at most d := min {d0, . . . , dN}. When d = min {d0, dN}, the function space is a
vector space. Otherwise, when there is a bottleneck (i.e. when d < min {d0, dN}), it is
a non-convex subset of M(dN , d0) determined by polynomial constraints, namely the
vanishing of the (d+ 1)× (d+ 1) determinants minors.

4.2.2 Linear Wasserstein GAN

In this subsection, we draw the connection between the introduced distance and the
linear Wasserstein GANs for generating a Gaussian distribution. For simplicity, we
present the problem without regularization, i.e. τ = 0 in (4.7).

As per Equation (2.30), the squared distance on S+(n) defined in (4.5) corresponds
to the squared 2-Wasserstein distance between two zero-centered Gaussians. It can be
used as a loss for training models of Gaussian distributions, in particular generative
linear networks. Recall that a zero-centered Gaussian distribution is completely specified
by its covariance matrix. Given a bias-free linear network (4.1) and a latent Gaussian
distribution N (0, Im) (withm ≡ d0 ∈ N the latent space dimension), a linear network
generator with parameter θ ∈ Θ computes a push-forward of the latent distribution,
which is again a Gaussian distribution. If Z ∼ N (0, Im) and X =WθZ, then

X ∼ N (0,WθW
⊤
θ ) =: νθ.

We will denote the map that takes the end-to-end matrix Wθ to the covariance ma-
trixWθW

⊤
θ by

π : M(n,m) −→ S+(n),
W 7−→ WW⊤.

(4.4)

This parametrization is known in the literature as the Burer-Monteiro parametriza-
tion [BM05; LLZ21; LKB22].

Given a target distribution ν0 = N (0,Σ0) (or simply a covariance matrix Σ0, which may
be a sample covariance matrix), one can select the best θ byminimizing B2(WθW

⊤
θ ,Σ0) =

W2
2 (νθ, ν0). This falls under the framework exposed in Section 3.1.2, with the loss being

the 2-Wasserstein distance between the two distributions.

4.2.3 The Bures-Wasserstein loss

The Bures-Wasserstein (BW) distance is defined over S+(n)2. We recall its definition and
some key properties of its gradient.
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Definition 4.1 (Bures-Wasserstein distance, Definition 2.33). Given two symmetric posi-
tive semi-definite matrices (Σ0, Σ) ∈ S+(n)2, the squared Bures-Wasserstein distance
between Σ0 and Σ is defined as

B2(Σ,Σ0) = tr
(
Σ+ Σ0 − 2

[
Σ
1/2
0 ΣΣ

1/2
0

]1/2)
, (4.5)

and the mapping Σ 7→ B2(Σ,Σ0) is referred to as the squared Bures-Wasserstein distance
to Σ0, or, since Σ0 will be fixed, simply the Bures-Wasserstein loss.

In the remaining, we will focus on the case where the target Σ0 is definite.

So, let Σ0 ∈ S++(n) be fixed. [KSS21, Lemma A.3] shows that the matrix square root
is differentiable on the set of positive definite matrices S++(n). Therefore, one can
differentiate the squared Bures-Wasserstein distance to Σ0 at Σ ∈ S++(n).

However, the squared Bures-Wasserstein distance to Σ0 is not differentiable at all n× n
matrices. Indeed, given some Σ ∈ S+(n), if we let ΓQΓ⊤ be a spectral decomposition
of Σ1/2

0 ΣΣ
1/2
0 , Equation (4.5) can then be written as

B2(Σ,Σ0) = ∥Σ1/2∥2F + ∥Σ1/2
0 ∥2F − 2 trQ1/2. (4.6)

Due to the square root on Q, the map Σ 7→ B2(Σ,Σ0) is not differentiable when the
number of positive eigenvalues of Q— i.e., the rank of Σ1/2

0 ΣΣ
1/2
0 — changes.

More specifically, while one can compute, for each k ∈ [n], the gradient of the map-
ping Σ 7→ B2(Σ,Σ0) over the set of matrices of rank k, its norm blows up if the matrix
changes rank. We provide the gradient of the BW loss restricted to the set of fixed-rank
matrices in Lemma 4.15 and refer the interested reader to [BJL19] for further details on
the Bures-Wasserstein distance.

4.2.4 Regularized distance

As noted previously, given Σ0 ∈ S++(n), the Bures-Wasserstein loss L : Σ 7→
B2(Σ,Σ0) (4.5) is not differentiable on S+(n).

One way to circumvent this difficulty is to regularize by adding a small perturbation τ In,
for τ ∈ (0,∞). This ensures that Στ := Σ + τ In is non-singular, which in turn makes the
BW loss differentiable at Στ . This leads to the loss

∀Σ ∈ S+(n), B2
τ (Σ,Σ0) = tr

(
Σ+ Σ0 − 2

[
Σ
1/2
0 (Σ + τ In)Σ

1/2
0

]1/2)
+ τn. (4.7)

We can upper-bound the deviation from the original loss, showing a pointwise conver-
gence of B2

τ to B2 as τ vanishes, as per the following lemma.
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Lemma 4.2 Let Σ ∈ S+(n) and let τ ∈ (0,∞). Assume that rank (Σ0) = n. Then, with B2

given by (4.5) and B2
τ given by (4.7), we have

∣∣B2
τ (Σ,Σ0)− B2(Σ,Σ0)

∣∣ ⩽ n
√
τ

(
√
τ +

2λmax(Σ
1/2
0 )

λmin(Σ
1/2
0 )

)
, (4.8)

with λ{min,max}(Σ
1/2
0 ) the extremal eigenvalues of Σ1/2

0 .

We observe that the upper bound (4.8) is tight in τ in the sense that it goes to zero as τ
goes to zero.

Proof. For Σ ∈ S+(n) and τ ∈ (0,∞), let Στ = Σ + τ In. In view of Equations (4.5)
and (4.7), the difference between the perturbative and the original loss at Σ is given by∣∣B2

τ (Σ,Σ0)− B2(Σ,Σ0)
∣∣ = ∣∣B2(Στ ,Σ0)− B2(Σ,Σ0)

∣∣
=

∣∣∣∣τn− 2 tr

((
Σ
1/2
0 ΣτΣ

1/2
0

)1/2
−
(
Σ
1/2
0 ΣΣ

1/2
0

)1/2)∣∣∣∣
⩽ τn+ 2

∣∣∣∣tr((Σ1/2
0 ΣτΣ

1/2
0

)1/2
−
(
Σ
1/2
0 ΣΣ

1/2
0

)1/2)∣∣∣∣. (4.9)

Let A := Σ
1/2
0 ΣΣ

1/2
0 and Aτ := Σ

1/2
0 ΣτΣ

1/2
0 = A+ τΣ0. We aim to bound∣∣∣tr(A1/2

τ −A1/2
)∣∣∣ = ∣∣∣tr((A+ τΣ0)

1/2 −A1/2
)∣∣∣.

We bound the absolute value of the trace of a matrix X ∈ M(n,m) by its spectral norm
(as |tr (X)| ⩽ n∥X∥), which can be bounded in turn.

First, assume that Σ (hence A) is full rank, so that A ≽ λmin(A)In ≻ 0. We then use the
perturbation inequality from [Sch92, Lemma 2.2] and find that

∥(A+ τΣ0)
1/2 −A1/2∥ ⩽

1√
λmin(A+ τΣ0) +

√
λmin(A)

∥τΣ1/2
0 ∥.

Since

λmin(A+ τΣ0) ⩾ λmin(A) + λmin(τΣ0),

λmin(A) ⩾ λmin(Σ)λmin(Σ0),

and ∀(a, b) ∈ [0,∞)2,
√
a+

√
b ⩾

√
a+ b,

one has

∥(A+ τΣ0)
1/2 −A1/2∥ ⩽

τ∥Σ1/2
0 ∥

λmin(Σ
1/2
0 )

√
τ + 2λmin(Σ)

⩽
√
τ
λmax(Σ

1/2
0 )

λmin(Σ
1/2
0 )

,
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4.2 Wasserstein generative linear networks

so that ∣∣∣tr((A+ τΣ0)
1/2 −A1/2

)∣∣∣ ⩽ n
√
τ
λmax(Σ

1/2
0 )

λmin(Σ
1/2
0 )

.

Plugging it into (4.9) yields the bound

|L(Στ )− L(Σ)| ⩽ n
√
τ

(
√
τ +

2λmax(Σ
1/2
0 )

λmin(Σ
1/2
0 )

)
. (4.10)

Second, in the case where Σ has a rank deficiency, the bound found in (4.10) still holds,
as it does not depend on Σ. This completes the proof.

4.2.5 Loss in covariance, function, and parameter spaces

The two parametrizations µ (4.3) and π (4.4) introduced in the previous sections lead
to consider the loss (4.5) on three different spaces; namely, the covariance, function, or
parameter space.

• Firstly, given a target covariancematrixΣ0 ∈ S++(n), we define the loss over covariance
matrices as

L : S+(n) −→ R,

Σ 7−→ L(Σ) = B2(Σ,Σ0) = tr

(
Σ+ Σ0 − 2

[
Σ
1/2
0 ΣΣ

1/2
0

]1/2)
.

(4.11a)

This loss is convex on S+(n).

• Secondly, given π : M(n,m) → S+(n) (4.4), we define the loss in the function space,
i.e. over end-to-end matricesW ∈ M(n,m), as L1 : W 7→ L ◦ π(W ). This is explicitly
given by

L1 : M(n,m) −→ R,

W 7−→ L1(W ) = tr

(
WW⊤ +Σ0 − 2

[
Σ
1/2
0 WW⊤Σ

1/2
0

]1/2)
.

(4.11b)
This loss is not convex, which can be seen even in the scalar case.

• Lastly, for a tuple of weight matrices θ = (W1, . . . ,WN ), we compose L1 (4.11b) with
the deep linear network parametrization map µ : Θ → M(n,m) (4.3) to define the loss
in the parameter space as

LN : Θ −→ R,
θ 7−→ L1 ◦ µ(θ) = L ◦ π ◦ µ(θ). (4.11c)

Observe that this is, again, a non-convex loss.
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4 Bures-Wasserstein loss landscape

Thus, for θ ∈ Θ, LN (θ) = L1(µ(θ)) = L(π(µ(θ)) = B2(π ◦ µ(θ),Σ0). While a typical
gradient update lies on the parameter space Θ, viewing the problem in the covariance
space is useful since then the objective function is convex, even if it may be subject
to non-convex constraints. One of our goals is to translate properties between L, L1,
and LN .

Smooth perturbative loss As mentioned before, the Bures-Wasserstein loss is non-
smooth at covariance matrices with vanishing eigenvalues. As a result, the usual analysis
tools to prove uniqueness and convergence of the gradient flow do not apply here. To
tackle this issue, (4.7) introduces a smooth perturbative version of the loss. We give here
the explicit expression of this regularized loss on the different spaces.

Given a regularization strength τ ∈ (0,∞), consider the perturbation map

φτ : S+(n) −→ S++(n),
Σ 7−→ Σ+ τ In.

(4.12)

Then, the perturbative loss in the covariance space is defined as

Lτ : S+(n) −→ R,
Σ 7−→ L ◦ φτ (Σ), (4.13a)

and similarly, the perturbative loss in the function space is

L1
τ : M(n,m) −→ R,

W 7−→ Lτ ◦ π(W ).

More explicitly, we have forW ∈ M(n,m),

L1
τ (W ) = tr

(
WW⊤ + τ In +Σ0 − 2(Σ

1/2
0 (WW⊤ + τ In)Σ

1/2
0 )1/2

)
. (4.13b)

This function is differentiable and allows us to apply usual convergence arguments for
the gradient flow. Likewise,

LNτ : Θ −→ R,
θ 7−→ Lτ ◦ π ◦ µ(θ) (4.13c)

is well-defined and of class C 2 on Θ. Moreover, by composition, it is analytic on Θ.

With this, the different domains and parametrizations for a 2-Wasserstein deep linear
GAN are fully introduced. We are now ready to provide the expression of the critical
points of the Bures-Wasserstein loss.
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4.3 Expression of the critical points

4.3 Expression of the critical points

In this section, we characterize the critical points of the Bures-Wasserstein loss restricted
to matrices of a given rank. The proofs of results in this section are given in Section 4.4.

Let (n,m) ∈ N2. For k ∈ [min (n,m)], we denoteM(k) the manifold of rank-k matrices
of size n×m:

M(k) ≡ M(k;n,m) := {W ∈ M(n,m) | rankW = k}. (4.14)

Similarly, we denoteM(⩽ k) ≡ M(⩽ k;n,m) the set of n×mmatrices of rank at most k.
It is not a smooth (sub)manifold.

The manifoldM(k) is an embedded submanifold of the linear space (M(n,m), ⟨ ·, · ⟩F),
with codimension (n − k)(m − k) [HS95, Proposition 4.5; Bou23, §2.6]. Given a func-
tion f : M(n,m) → R, its restriction on M(k) is denoted by f |M(k) : M(k) ∋W 7→ f(W ).
A function f may not be differentiable everywhere on Rn×m but still have a restriction
onM(k) that is differentiable.

Definition 4.3 Let M ⊂ M(n,m) be a smooth manifold. Let f : M(n,m) → R be any
function such that its restriction onM is differentiable. A pointW ∈ M is said to be a
critical point of f |M if the differential of f |M atW is the zero function, i.e. df |M(W ) = 0.

The set of all critical points of f |M is denoted by Crit(f |M).

Remark 4.4. Definition 4.3 can be equivalently stated with the gradient of f atW ∈ M
in lieu of the differential of f at W . We will use either of those notions in the deriva-
tions, using the fact that the gradient of f |M at W ∈ M, denoted ∇f |M(W ), is the
unique vector on the tangent space TWM such that, for all X ∈ TWM, df |M(W )[X] =
⟨∇f |M(W ), X⟩.

4.3.1 Critical points of L1 over M(k)

As noted above, the loss L (4.11a), along with its different parametrizations, is not
differentiable over all S+(n). More specifically, it is not differentiable whenever the
matrix changes rank.

For n ∈ N and k ∈ [n], we denote Jk ⊂ [n] any subset of k elements from [n], i.e.,
with k = |Jk|.
Given a matrix A ∈ M(n, n) and a set Jk ⊆ [n], we denote by AJk

∈ M(n, k) the sub-
matrix of A consisting of the columns with index in Jk. If the matrix A is diagonal, we
let ĀJk

∈ M(k) be the diagonal sub-matrix which extracts the rows and columns with
index in Jk.
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4 Bures-Wasserstein loss landscape

The following result characterizes the critical points of the loss L1 (4.11b) in function
space. It can be regarded as a type of Eckart-Young-Mirsky result for the case of the
Bures-Wasserstein loss, to which the connection will be made clearer in Section 4.5.

Theorem 4.5 (Critical points of L1). Assume Σ0 ∈ S++(n) has n distinct, positive
eigenvalues. Let ΩΛΩ⊤ be a spectral decomposition of Σ0 (so Ω ∈ O(n)), with eigen-
values ordered decreasingly. Let k ∈ [min {n,m}]. A matrix W ∗ ∈ M(k) is a critical
point of L1|M(k) if and only if W ∗ = ΩJk

Λ̄
1/2
Jk
V ⊤ for some Jk ⊆ [n] with |Jk| = k

and V ∈ M(m, k) with V ⊤V = Ik. Moreover, the minimum overM(⩽ k) is attained precisely
when Jk = [k]. In particular, inf

{
L1(W ) |W ∈ M(k)

}
= min

{
L1(W ) |W ∈ M(k)

}
and min

{
L1(W ) |W ∈ M(k)

}
= min

{
L1(W ) |W ∈ M(⩽ k)

}
.

Remark 4.6. Notice that the number of critical points is in reality infinite, and the
(
n
k

)
critical points choices are only up to right multiplication by an arbitrary orthonormal
matrix (the trivial symmetry ofW 7→WW⊤).

The proof relies on evaluating the zeros of the gradient ∇L1|M(k) (see Lemma 4.15).
Then evaluating the loss at these critical points allows us to identify which of them attain
the minimum.

Remark 4.7. Interestingly, the critical points and the minimizer of L1 characterized in
the above result agree with those of the squared error loss [EY36; Mir60]. Nonetheless,
we observe that (4.5) is only defined for positive semi-definite matrices. Hence the
notion of unitary invariance considered by [Mir60] only makes sense for left and right
multiplication by the same matrix. Moreover, B (4.5) is not a norm in the sense that there
is no function B : S+(n) → R such that B(Σ,Σ0) = B(Σ−Σ0), and hence it does not fall
into the framework of [Mir60]. We offer more details about this in Section 4.5.

Remark 4.8. Under the Burer-Monteiro parametrization π (4.29), a point in the function
spaceW ∈ M(n,m), modulo the right multiplication by an orthogonal matrix, is a critical
point for L1 if and only if the associated covariance matrix π(W ) = WW⊤ is a critical
point for L.

4.3.2 Critical points of the perturbative loss

For the critical points of the perturbative loss L1
τ (4.13b), we obtain the following re-

sults.

Theorem 4.9 (Critical points of L1
τ). Assume Σ0 has n distinct, positive eigenvalues.

Let ΩΛΩ⊤ be a spectral decomposition of Σ0, with eigenvalues ordered decreasingly. A
pointW ∗ ∈ M(k) is a critical point of L1

τ |M(k) if and only ifW ∗ = ΩJk
(Λ̄Jk

− τ Ik)
1/2
V ⊤ for
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4.3 Expression of the critical points

some Jk ⊆ [n] with |Jk| = k and V ∈ M(n, k) with V ⊤V = Ik. Moreover, the value at such a
point is L1

τ (W
∗) =

∑
j ̸∈Jk

(
√
λj −

√
τ)2. The minimum overM(⩽ k) is therefore attained pre-

cisely when Jk = [k]. In particular, inf
{
L1
τ (W ) |W ∈ M(k)

}
= min {L1

τ (W ) : W ∈ M(k)}
and min {L1

τ (W ) |W ∈ M(k)} = min {L1
τ (W ) |W ∈ M(⩽ k)}.

Remark 4.10. The above characterization of the critical points imposes an upper bound
on τ if we require to have all

(
n
k

)
different critical points for Lτ when Σ0 ∈ S++(n).

Indeed, for a given Σ∗ to be a critical point of Lτ , according to Theorem 4.9, one must
have Λ̄Jk

− τ Ik ≽ 0 for all Jk ⊆ [n]with |Jk| = k. Therefore, it imposes that τ ∈ [0, λn),
where λn = min {λj | j ∈ [n]}.

In order to link the critical points in the parameter space Θ to the critical points in the
function spaceM(n,m), we appeal to the correspondence drawn by [TKB20, Propositions
6 and 7]. For the Bures-Wasserstein loss, this allows to conclude the following.

Proposition 4.11 (Critical points in parameter space are critical points in function space).
Assume a full-rank target Σ0 with spectral decomposition Σ0 = ΩΛΩ⊤ and distinct eigen-
values λ1 > · · · > λn > 0 ordered decreasingly. Let τ ∈ (0, λn]. If θ∗ ∈ Crit(LNτ ),
then W ∗ = µ(θ∗) is a critical point of the loss L1

τ |M(k), where k = rankW ∗. More-
over, when k = d = min i∈[N ]{di}, θ is a local minimizer of the loss LNτ if and only
if W ∗ = µ(θ∗) is a local minimizer, and therefore the global minimizer, of L1

τ |M(d). In this
case, Σ∗

τ = W ∗W ∗⊤ + τ In is the τ -best d-rank approximation of the target in the covariance

space, in the sense that Σ∗
τ = Ω

(
Λ[d]

τ

)
Ω⊤.

Proposition 4.11 ensures that, under the assumption that the solution of the gradient
flow is a (local) minimizer in the parameter space and has the highest possible rank d
for the given network architecture, the solution in the covariance space is the best d-rank
approximation of the target in the sense of the τ -smoothed Bures-Wasserstein distance.
The fact that any local minimizer ofL1

τ |M(d) is indeed a global minimizer is not immediate
(since neither the loss L1

τ nor the set M(d) are convex), but can be shown as we do in
Lemma 4.22.

From the fact that L1
τ satisfies the strict saddle point property Lemma 4.22, we further

cast [BRT+21, Proposition 6.9] in our setting.

Proposition 4.12 Let −→W = (W1, . . . ,WN ) be a critical point of LNτ such that W = WN :1

has rank(W ) = k. IfW is not a global optimum of L1
τ onMk, then

−→
W is a strict saddle point

of LNτ .

The proof of Proposition 4.12 is given in Section 4.4.2.
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4 Bures-Wasserstein loss landscape

4.4 Proofs of section 4.3

In this section, we provide the proofs of the statements about the critical points of the
loss functions in function space, L1|M(k) and L1

τ |M(k). We characterize the critical points
and show that all saddles are strict.

4.4.1 Critical points of L1|M(k)

First, the loss L1 is expressed on the manifolds M(k) (Lemma 4.14), where it is differen-
tiable (Lemma 4.15). Then, necessary conditions (Lemma 4.17) on the critical points can
be expressed, leading to the first part of Theorem 4.5. The second part of Theorem 4.5 is
then proven by evaluating the loss at the critical points found, and ranking them.

Recall Definition 4.3 of the critical points of a function restricted to amanifold. Computing
the differential of the restriction L1|M(k) will allow to characterize the different critical
points.

Definition 4.13 (Gradient). Given an embedded manifold M and a function f with a
differentiable restriction f |M, the gradient of f |M at x ∈ M is the (unique) element of
the tangent space TxM such that, for all v ∈ TxM, df |M(x)[v] = ⟨∇f |M(x), v⟩.

We begin by expressing the loss L1|M(k) with the Singular Value Decomposition (SVD)
of Σ1/2

0 W .

Lemma 4.14 Let USV ⊤ = Σ
1/2
0 W be a thin SVD of Σ1/2

0 W , so that U ∈ M(n, k), V ∈
M(m, k), U⊤U = V ⊤V = Ik, S = Diag(s1, . . . , sk) ∈ M(k), where k = rankΣ

1/2
0 W =

rankW . The loss L1 from (4.11b) on M(k) can be expressed as

L1|M(k)(W ) = ∥W∥2F + ∥Σ1/2
0 ∥2F − 2 trS. (4.15)

Proof. If USV ⊤ = Σ
1/2
0 W is a thin SVD of Σ1/2

0 W , then (Σ
1/2
0 W (Σ

1/2
0 W )

⊤
)
1/2

= USU⊤.
Therefore, the expression of the loss L1 given by (4.11b) can be written as

L1|M(k)(W ) = trWW⊤ + trΣ0 − 2 trUSU⊤ = ∥W∥2F + ∥Σ1/2
0 ∥2F − 2 trS,

as claimed.

With this description at hand, we now give the gradient of L1|M(k).
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4.4 Proofs of section 4.3

Lemma 4.15 (Gradient of L1|M(k)). Let (n,m) ∈ N2, and let k ∈ [min {n,m}]. The
lossL1|M(k) (as given by (4.15)) is twice continuously differentiable onM(k). WithW ∈ M(k)

and USV ⊤ = Σ
1/2
0 W a thin SVD of Σ1/2

0 W , its gradient is

∇L1|M(k)(W ) = 2W − 2Σ
1/2
0 UV ⊤. (4.16)

In order to prove Lemma 4.15, we need the differential expression for the singular values
appearing in the SVD of a matrix.

Lemma 4.16 (Differential of the SVD). Let k ∈ [min {n,m}] and let X ∈ M(k) be a matrix
with rankX = k. Let USV ⊤ = X be a thin SVD of X , with U ∈ M(n, k), S ∈ M(k), V ∈
M(m, k), S diagonal and U⊤U = V ⊤V = Ik. Then, the differential dS is

dS = Ik ⊙ (U⊤ dXV ),

where A⊙B denotes the Hadamard product between A and B.

Proof. Let USV ⊤ = X be a decomposition as given in the lemma statement. The differ-
ential rules ensure that

dX = dUSV ⊤ + U dSV ⊤ + US dV ⊤.

This implies that

U⊤ dXV = U⊤ dUSV ⊤V + U⊤U dSV ⊤V + U⊤US dV ⊤V

= U⊤ dUS + dS + S dV ⊤V

=⇒ dS = U⊤ dXV − U⊤ dUS − S dV ⊤V.

Since U⊤U = Ik, (dU)⊤U + U⊤(dU) = 0, and A := U⊤ dU = −(dU)⊤U = −A⊤.
Likewise,B := V ⊤ dV is also antisymmetric. The matricesA andB being antisymmetric,
their diagonals are null; hence so are the diagonals of AS and SB, i.e. Ik ⊙ (AS) = Ik ⊙
(SB) = 0. SinceS is constrained to be diagonal, dSmust also be diagonal, i.e. Ik⊙dS = dS.
Therefore,

dS = Ik ⊙ (U⊤ dXV )

as was claimed.

Now that the differential of the singular values is available, we are ready to prove
Lemma 4.15.
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4 Bures-Wasserstein loss landscape

Proof of Lemma 4.15. ForW ∈ M(k), let USV ⊤ = Σ
1/2
0 W be a thin SVD of Σ1/2

0 W =: X .
Lemma 4.14 ensures that

L1|M(k)(W ) = ∥W∥2F + ∥Σ1/2
0 ∥2F − 2 trS. (4.17)

According to Lemma 4.16, the matrix S is differentiable and has differential dS = Ik ⊙
(U⊤ dXV ). Therefore, the loss L1|M(k) is differentiable. With the fact that d trS =
tr dS [see, e.g. MN19, Chap. 8, Eq. 18], we can compute

d trS = tr dS = tr (Ik ⊙ (U⊤ dXV )) = tr (U⊤ dXV )

= ⟨UV ⊤, dX⟩ = ⟨UV ⊤,Σ
1/2
0 dW ⟩ = ⟨Σ1/2

0 UV ⊤,dW ⟩.

Moreover, d∥W∥2F = 2⟨W, dW ⟩, and so

dL1|M(k)(W ) = d∥W∥2F − 2 dtrS = 2⟨W − Σ
1/2
0 UV ⊤, dW ⟩,

and
∇L1|M(k)(W ) = 2(W − Σ

1/2
0 UV ⊤).

Since the matrices U and V are continuously differentiable on M(k), ∇L1|M(k)(W ) =

2(W −Σ
1/2
0 UV ⊤) is again continuously differentiable, and L1|M(k) is twice continuously

differentiable.

We are now ready to give the proof of Theorem 4.5. We divide the proof into necessary
and sufficient conditions for a point to be a critical point of L1|M(k).

Lemma 4.17 (Necessary condition on the critical points of L1|M(k)). Assume Σ0 has n
distinct eigenvalues. LetW ∗ ∈ M(k) be a critical point of L1|M(k). Then, with U∗S∗V ∗⊤ =

Σ
1/2
0 W ∗ a thin SVD of Σ1/2

0 W ∗, and ΩΛΩ⊤ = Σ0 a spectral decomposition of Σ0 (i.e. with
Ω ∈ O(n)), there exists Jk ⊆ [n], such that S∗ = Λ̄Jk

and U∗ = ΩJk
.

Proof. LetW ∗ be as in the lemma statement. SinceW ∗ ∈ M(k), andU∗S∗V ∗⊤ = Σ
1/2
0 W ∗

is a thin SVD of Σ1/2
0 W ∗, this means that S∗ ∈ M(k). Then,

∇L1(W ∗) = 0 =⇒ W ∗ = Σ
1/2
0 U∗V ∗⊤, by (4.16)

=⇒ Σ
1/2
0 W ∗ = Σ0U

∗V ∗⊤

=⇒ U∗S∗V ∗⊤ = Σ0U
∗V ∗⊤

=⇒ S∗ = U∗⊤Σ0U
∗, U∗⊤U∗ = Ik, V

∗⊤V ∗ = Ik.

Therefore, U∗⊤Σ0U
∗ must be diagonal; and since U∗ is semi-orthogonal, this is the case

if and only if the vectors in U∗ are eigenvectors for Σ0, by uniqueness of the spectral

64



4.4 Proofs of section 4.3

decomposition of Σ0. Therefore, there exist j1, . . . , jk indices between 1 and n such
that U∗ =

(
ωj1 · · · ωjk

)
= ΩJk

, in which case

S∗ = ΩJk

⊤Σ0ΩJk
=

λj1 . . .
λjk

 = Λ̄Jk
.

Now we are ready to prove the first part of Theorem 4.5.

Proof of Theorem 4.5, first part. Consider the expression for the gradient of L1|M(k) given
in (4.16). The necessary condition follows from Lemma 4.17, since

∇L1|M(k)(W
∗) = 0 =⇒ Σ

1/2
0 W ∗ = ΩJk

Λ̄Jk
V ⊤

=⇒ W ∗ = Σ
−1/2
0 ΩJk

Λ̄Jk
V ⊤

= ΩΛ−1/2Ω⊤ΩJk
Λ̄Jk

V ⊤

= ΩΛ−1/2ΛJk
V ⊤

= ΩΛ1/2PJk
V ⊤

= ΩPJk
Λ̄
1/2
Jk
V ⊤

= ΩJk
Λ̄
1/2
Jk
V ⊤,

which corresponds to the necessary condition in Theorem 4.5.

The sufficient condition can be verified as follows. With W ∗ = ΩJk
Λ̄
1/2
Jk
V ⊤, one

has Σ
1/2
0 W ∗ = ΩΛ1/2Ω⊤ΩJk

Λ̄
1/2
Jk
V ⊤ = ΩJk

Λ̄Jk
V ⊤, and, as this is a correct thin SVD

of Σ1/2
0 W ∗, Lemma 4.15 gives

∇L1|M(k)(W
∗) = 2(W ∗ − Σ

1/2
0 ΩJk

V ⊤).

Further,
Σ
1/2
0 ΩJk

= ΩΛ1/2Ω⊤ΩJk
= ΩΛ1/2PJk

= ΩPJk
Λ̄
1/2
Jk

= ΩJk
Λ̄
1/2
Jk
.

Hence

∇L1|M(k)(W
∗) = 2(W ∗ − Σ

1/2
0 ΩJk

V ⊤) = 2(ΩJk
Λ̄
1/2
Jk
V ⊤ − ΩJk

Λ̄
1/2
Jk
V ⊤) = 0,

and the sufficient condition is verified.

Now, the loss can be evaluated at the critical points in order to identify its minimizers.
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Corollary 4.18 (Value of L1 at the critical points). The value of the loss L1 at a critical
pointW ∗ = ΩJk

Λ̄
1/2
Jk
V ⊤ ∈ M(k) is L1(W ∗) = trΛ− tr Λ̄Jk

=
∑

i/∈Jk
λi.

Proof. Let k ∈ [min {n,m}], and letW ∗ be a critical point of L1|M(k). From Theorem 4.5,
with Σ0 = ΩΛΩ⊤ a spectral decomposition of Σ0, there exists a set Jk and a semi-
orthogonal matrix V ∈ M(n, k) such thatW ∗ = ΩJk

Λ̄
1/2
Jk
V ⊤. One can then compute the

value of the loss atW ∗:

L1(W ∗) = trW ∗W ∗⊤ + trΣ0 − 2 tr

([(
Σ
1/2
0 W ∗

)(
Σ
1/2
0 W ∗

)⊤]1/2)

= trΩJk
Λ̄Jk

ΩJk
+ trΛ− 2 tr

(
ΩJk

Λ̄2
Jk
Ω⊤
Jk

)1/2
= tr Λ̄Jk

+ trΛ− 2 tr Λ̄Jk

= trΛ− tr Λ̄Jk
.

We now have all ingredients needed to prove the second part of Theorem 4.5.

Proof of Theorem 4.5, second part. The first part of the statement is readily implied byCorol-
lary 4.18, as the eigenvalues are in decreasing order. The second part is implied by the fact
that the minimum L1|M(k) is indeed achieved for any k ∈ [n] (by selecting the k largest
eigenvalues ofΣ0) and the optimal value of the loss L∗

k is smaller when considering more
eigenvalues, i.e.minM(k) L

1 ⩽ minM(<k) L
1.

Next we show that only one point per setM(k) is a minimizer of the loss L1|M(k) and
all other points are (strict) saddle points. We recall the definition of a strict saddle point:
a point where there exists a descent direction.

Definition 4.19 (Strict saddle point). A critical point x of a function f is said to be a strict
saddle point if the Hessian of f at x has a strict negative eigenvalue. If all critical points
of f are either a strict saddle point or a global minimizer, the we say that f satisfies the
strict saddle point property.

If the gradient flow can be expressed on a manifold, with a Riemannian gradient cor-
responding to a given metric, there is an equivalent definition of those saddle points,
which will be handy to use. We refer to [BRT+21, §6.1] for the details.

Proposition 4.20 The loss L1|M(k) satisfies the strict saddle point property.
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Proof. Let Σ0 = ΩΛΩ⊤ be the spectral decomposition of Σ0 with decreasing eigenvalues.
For k ∈ N, according to Theorem 4.5,W ∗ is a critical point of L1|M(k) if and only if there
exists Jk ⊂ [n], such that W ∗ = ΩJk

Λ
1/2
Jk
V ⊤, with any V ∈ M(m, k) so that V ⊤V = Ik.

If Jk = [k], W ∗ is a global minimum of L1|M(k), as shown in Corollary 4.18, and the
proposition holds.

Assume Jk ̸= [k], then there exists j0 ∈ Jk such that λj0 < λk, and there exists j1 /∈ Jk
but j1 ∈ [k] such that λj1 > λj0 . We will show thatW ∗ is a strict saddle point of L1|M(k).

The critical pointW ∗ can equivalently be expressed as

W ∗ = Σ
−1/2
0

∑
j∈Jk

λjωjv
⊤
j , (4.18)

where ωj , vj are corresponding orthonormal vectors in Ω and V , and λj are eigenvalues
in Λ.

For t ∈ (−1, 1), we define
ωj0(t) = tωj1 +

√
1− t2ωj0

and the curve γ : (−1, 1) 7→ M(k). We look at the perturbed matrix

γ(t) = Σ
−1/2
0

(
λj0ωj0(t)v

⊤
j0 +

∑
j∈J\{j0}

λjωjv
⊤
j

)
.

Note that γ(0) = W . Recall L1(W ) = tr
(
WW⊤ + Σ0 − 2(Σ

1/2
0 WW⊤Σ

1/2
0 )1/2

)
.

By [BRT+21, §6.1], it is enough to show that

d2

dt2
L1(γ(t))

∣∣∣
t=0

< 0.

We check it term by term,

tr
(
γ(t)γ(t)⊤

)
= tr

(
Σ
−1/2
0

(
λj0ωj0(t)v

⊤
j0 +

∑
j∈J\{j0}

λjωjv
⊤
j

)
·

(
λj0ωj0(t)v

⊤
j0 +

∑
j∈J\{j0}

λjωjv
⊤
j

)⊤
Σ
−1/2
0

)
= tr

(
Σ−1
0

(
λ2j0ωj0(t)ωj0(t)

⊤ +
∑

j∈J\{j0}

λ2jωjω
⊤
j

))
= tr

(( ∑
1⩽j⩽n

λ−1
j ωjω

⊤
j

)(
λ2j0ωj0(t)ωj0(t)

⊤ +
∑

j∈J\{j0}

λ2jωjω
⊤
j

))

=
λ2j0
λj1

t2 + λj0(1− t2) +
∑

j∈J\{j0}

λ2j ,
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and

tr
((

Σ
1/2
0 γ(t)γ⊤(t)Σ

1/2
0

)1/2)
= tr

(((
λj0ωj0(t)v

⊤
j0 +

∑
j∈J\{j0}

λjωjv
⊤
j

)(
λj0ωj0(t)v

⊤
j0 +

∑
j∈J\{j0}

λjωjv
⊤
j

)⊤)1/2)
= tr

((
λ2j0ωj0(t)ωj0(t)

⊤ +
∑

j∈J\{j0}

λ2jωjω
⊤
j

)1/2)
= tr

((
t2λ2j0ωj1ω

⊤
j1 + (1− t2)λ2j0uj0ω

⊤
j0 +

∑
j∈J\{j0}

λ2jωjω
⊤
j

)1/2)
= t|λj0 |+

√
1− t2|λj0 |+

∑
j∈J\{j0}

|λj |.

Thus, since λj1 > λj0 ,

d2

dt2
L1(γ(t))

∣∣∣
t=0

= 2(λ2j0λ
−1
j1

− λj0)− |λj0 | < 0.

This completes the proof.

4.4.2 Critical points of the perturbative loss L1
τ |Mk

In this section, we provide the derivations for Section 4.3.2. The structure of reasoning is
similar to the one found in the proof of Theorem 4.5: first the gradient of L1

τ is computed,
then the critical points are characterized and ordered.

Lemma 4.21 (Gradient of L1
τ). The loss L1

τ has the following gradient

∀W ∈ M(n,m), ∇L1
τ (W ) = 2

(
W −Σ

1/2
0

[
Σ
1/2
0 (WW⊤ + τ In)Σ

1/2
0

]−1/2
Σ
1/2
0 W

)
. (4.19)

Proof. This results comes from the chain rule for the lossL1
τ (W ) = L◦φτ◦π(W ). WithΣ =

π(W ) = WW⊤ and Στ = φτ (Σ) = Σ + τ In, and since dπ(W )[Z] = WZ⊤ + ZW⊤

and dφτ (Σ) = id, one has

dL1
τ (W )[Z] = d(L ◦ φτ ◦ π)(W )[Z]

= dL(Στ )

[
dφτ (Σ)

[
dπ(W )[Z]

]]
= dL(Στ )[WZ⊤ + ZW⊤]

⟨∇L1
τ (W ), Z⟩ = ⟨∇L(Στ ),WZ⊤ + ZW⊤⟩

⇐⇒ ∇L1
τ (W ) = (∇L(Στ ) +∇L(Στ )⊤)W

= 2(W − Σ
1/2
0 [Σ

1/2
0 ΣτΣ

1/2
0 ]

−1/2
Σ
1/2
0 W ).
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With the expression of the gradient of L1
τ available, Theorem 4.9 can be proven.

Proof of Theorem 4.9. The eigenvectors ofWW⊤+τ are the same as the one ofWW⊤, and
their corresponding eigenvalues are shifted by τ . Therefore, the expression of the critical
points in the original loss can be adapted, so that the modified critical points have the
same left singular vectors and shifted singular values. This leads to having W ∗ =

ΩJk
(Λ̄Jk

− τ Ik)
1/2
V ⊤
∥ =

(
ΩJk

0n×n−k
)((Λ̄Jk

− τ Ik)
1/2

0n−k×m−k

)(
V∥ V⊥

)⊤ ,

with V =
(
V∥ V⊥

)
∈ Rm×m, such such that V ⊤V = V V ⊤ = Im. In the following,

we will make sure that ∇L1
τ (W

∗) = 0.

Indeed, assume without loss of generality that Ω =
(
ΩJk

ΩJk
c

)
(and Λ =(

Λ̄Jk

Λ̄Jk
c

)
), where Jkc := [n] \ Jk for Jk ⊆ [n]. Then,

W ∗W ∗⊤ = ΩJk
(Λ̄Jk

− τ Ik)Ω
⊤
Jk

= Ω

(
Λ̄Jk

− τ Ik
0n−k×n−k

)
Ω⊤,

Σ∗
τ :=W ∗W ∗⊤ + τ In =W ∗W ∗⊤ + τΩΩ⊤

= Ω

(
Λ̄Jk

τ In−k

)
Ω⊤,

Σ
1/2
0 Σ∗

τΣ
1/2
0 = ΩΛ1/2Ω⊤Ω

(
Λ̄Jk

τ In−k

)
Ω⊤ΩΛ1/2Ω⊤

= Ω

(
Λ̄2
Jk

τ Λ̄Jk
c

)
Ω⊤,

Σ
1/2
0 (Σ

1/2
0 Σ∗

τΣ
1/2
0 )

−1/2
Σ
1/2
0 = ΩΛ1/2Ω⊤Ω

(
Λ̄−1
Jk

(τ Λ̄Jk
c)

−1/2

)
Ω⊤ΩΛ1/2Ω⊤

= Ω

(
Ik

τ−1/2Λ̄
1/2
Jk

c

)
Ω⊤,

and

In − Σ
1/2
0 (Σ

1/2
0 Σ∗

τΣ
1/2
0 )

−1/2
Σ
1/2
0 = Ω

(
0k×k

In−k − τ−1/2Λ̄
1/2
Jk

c

)
Ω⊤.
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Since Ω⊤ΩJk
= IJk

=

(
A

0n−k×k

)
, with A ∈ M(k), the gradient evaluates to

∇L1
τ (W

∗) = 2(In − Σ
1/2
0 (Σ

1/2
0 Σ∗

τΣ
1/2
0 )

−1/2
Σ
1/2
0 )ΩJk

(Λ̄Jk
− τ Ik)

1/2
V ⊤
∥

= 2Ω

(
0k×k

In−k − τ−1/2Λ̄
1/2
Jk

c

)(
A

0n−k×k

)
(Λ̄Jk

− τ Ik)
1/2
V ⊤
∥

= 0.

For such a critical pointW ∗ = ΩJk
(Λ̄Jk

− τ Ik)
1/2
V ⊤ , with regularized covariance Σ∗

τ =
W ∗W ∗⊤ + τ In, the value of the loss is

L1
τ (W

∗) = trΣ∗
τ + trΣ0 − 2 tr (Σ

1/2
0 Σ∗

τΣ
1/2
0 )

1/2

=
∑
j∈Jk

λj + τ(n− k) +
∑
j∈Jk

λj +
∑
j∈Jk

c

λj − 2(
∑
j∈Jk

λj +
∑
j∈Jk

c

√
τλj)

=
∑
j∈Jk

c

λj + τ − 2
√
τλj

=
∑
j∈Jk

c

(
√
λj −

√
τ)

2
,

which is uniquely minimized of Jk for Jk = [k] when the eigenvalues of Σ0 are distinct
and in descending order.

Moreover, as in the unregularized case, we have the increasing sequence of minimiz-
ers min {L1

τ (W ) | W ∈ M(k)} ⩽ min {L1
τ (W ) | W ∈ M(< k)} which, together with

the identity M(⩽ k) = M(k) ∪M(< k), implies that min {L1
τ | M(⩽ k)} = min {L1

τ |
M(k)}.

The lossL1
τ satisfies the strict-saddle point property in a similar fashion as Proposition 4.20

for L1.

Lemma 4.22 The loss L1
τ |M(k) satisfies the strict saddle point property.

Proof of Lemma 4.22. The proof of Proposition 4.20 can be adapted, with the expression
of the critical points (4.18) replaced by, if Σ0 = ΩΛΩ⊤ and V ∈ M(n, k) is any semi-
orthogonal matrix,W ∗ = (Σ0 − τ In)

−1/2∑
j∈Jk

(λj − τ)ωjv
⊤
j .

We are now ready to prove Proposition 4.11.

Proof of Proposition 4.11. The fact thatW ∗ = µ(θ∗) is a critical point of L1
τ |M(k) (with k =

rankW ∗) if and only if θ∗ is a critical point for LNτ comes from [TKB20, Proposition 7],
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and the fact that, when k = d = min i{di},W ∗ is a local minimizer of L1
τ |M(d) if and only

if θ∗ is a local minimizer of LNτ comes from [TKB20, Proposition 6], since L1
τ is smooth.

The additional fact that any local minimizer of rank d of L1
τ |M(d) is a global minimizer

of L1
τ |M(d) comes from Lemma 4.22: L1

τ |M(d) satisfies the strict saddle point property,
therefore, the only critical points of L1

τ |M(d) are strict saddle points and the global
minimizer.

Now, the expression of such a globalminimizer is given by Theorem 4.9: withΣ0 = ΩΛΩ⊤

a spectral decomposition of Σ0 in descending order of the eigenvalues, there exists V ∈
O(m) orthogonal, such that W ∗ = Ω[d](Λ̄[d] − τ Id)

1/2
V ⊤
[d], and Σ∗

τ = W ∗W ∗⊤ + τ In =

Ω

(
Λ[d]

τ

)
Ω⊤.

From [TKB20], we have (since L1
τ is smooth):

Proposition 4.23 ([TKB20, Proposition 7]). Let −→W ∈ Θ and letW = µ(
−→
W ) be its image

by µ (4.3) so that k = rankW . Then,W is a critical point of L1
τ restricted to Mk if and only

if −→W is a critical point of LNτ .

With this proposition, we can easily show Proposition 4.12.

Proof of Proposition 4.12. The proof of [BRT+21, Proposition 6.9] is taken as is. We repeat
it for the reader’s convenience.

Recall that, for k ∈ N, the tangent space ofMk ⊆ M(n,m) atW ∈ Mk is given by

TW (Mk) = {WA+BW | A ∈ M(m,m), B ∈ M(n, n)}, (4.20)

see e.g. [HS95, Proposition 4.1].

Since −→W is a critical point of LNτ , withW = µ(
−→
W ) and k = rankW ,W is a critical point

of L1
τ |Mk

by Proposition 4.23.

Since W is a not a global minimizer of L1
τ |Mk

, it must be a strict saddle point by
Lemma 4.22. Therefore, there exists Z ∈ TW (Mk) such that, for some Riemannian
metric g as defined by [BRT+21, Definition 4.1], it holds g(Hessg L1

τ (W )Z,Z) < 0,
where Hessg f(x) denotes the Riemannian Hessian of f at x, as defined in [BRT+21,
§6.1]. We endowMk with a this Riemannian manifold structure and reason with it, to
deduce properties on LNτ , independently on the metric g considered.

Write Z =WA+BW and choose the curve

γ(t) = (WN + tVN ) ·WN−1 · · ·W2 · (W1 + tV1), (4.21)

where V1 =W1A and VN = BWN . We have by construction γ(0) =W and γ̇(0) = Z.
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4 Bures-Wasserstein loss landscape

Then,
d2

dt2
L1
τ (γ(t))

∣∣∣∣
t=0

= gW (Hessg L1
τ (W )Z,Z) < 0

and

0 >
d2

dt2
L1
τ (γ(t))

∣∣∣∣
t=0

=
d2

dt2
LNτ (W1 + tV1,W2, . . . ,WN + tVN )

∣∣∣∣
t=0

=
〈
HessLNτ (

−→
W )(V1, 0, . . . , 0, VN ), (V1, 0, . . . , 0, VN )

〉
,

which shows that HessLNτ (
−→
W ) is not positive semidefinite, i.e. has a negative eigenvalue.

This Hessian is the Euclidean Hessian of LNτ and does not depend on the metric g used.
This means that −→W is a strict saddle point.

4.5 BW and the Eckart-Young-Mirsky theorem

In this section, we provide further background on the Bures-Wasserstein distance. First,
we show that, except in some particular cases (Lemma 4.24), the Bures-Wasserstein
distance between two covariance matrices is not translation invariant (Lemma 4.25). This
implies that it cannot be expressed as the norm (let alone unitary) of a difference between
two matrices. In this section, we provide an explanation as to why the minimizers found
in Theorem 4.5 are the same as the one found when using the squared Frobenius norm
between Σ and Σ0. First, we remark the following.

Lemma 4.24 In the case Σ0 and Σ commute, the Bures-Wasserstein distance reduces to the
Hellinger distance:

Σ0Σ = ΣΣ0 =⇒ B2(Σ,Σ0) = ∥Σ1/2 − Σ
1/2
0 ∥2F.

Proof. This follows from the fact that, if Σ and Σ0 commute, so do Σ1/2 and Σ
1/2
0 , so

that Σ1/2
0 ΣΣ

1/2
0 = (Σ

1/2
0 Σ1/2)

2
and

tr
(
(Σ1/2)2 + (Σ

1/2
0 )2 − 2(Σ

1/2
0 Σ1/2)

)
= tr

(
(Σ1/2 − Σ

1/2
0 )(Σ1/2 − Σ

1/2
0 )⊤

)
= ∥Σ1/2 − Σ

1/2
0 ∥2F,

as claimed.
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4.5 BW and the Eckart-Young-Mirsky theorem

From this, one remarks that the problem of minimizing the BW distance between co-
variance matrices that commute falls under the framework of the Eckart-Young-Mirsky
theorem. In this case, if the optimization variable is the square root Σ1/2 = (WW⊤)

1/2,
we obtain a formulation in terms of the squared error loss. Nonetheless, in the case
where Σ and Σ0 do not commute, we do not have such a correspondence, as in gen-
eral, the BW distance is not translation invariant, neither when considered as a function
of (Σ,Σ0) nor when considered as a function of (Σ1/2,Σ

1/2
0 ). This is stated in the next

two lemmas.

Lemma 4.25 (BW is not translation invariant). There exist positive semidefinite matri-
ces (Σ,Σ0) ∈ S+(n)2 and a translation T ∈ S+(n), such that B2(Σ+T,Σ0+T ) ̸= B2(Σ,Σ0).
The same statement also holds for the loss E defined on the matrix square roots, E(Σ1/2,Σ

1/2
0 ) :=

B2(Σ,Σ0).

Proof. For the first part of the statement, taking

Σ =

(
1 0
0 1

)
, Σ0 =

(
1 0
0 2

)
, T =

(
t 0
0 t

)
, t > 0,

then B2(Σ+T,Σ0+T )−B2(Σ,Σ0) = (
√
2 + t−

√
1 + t)

2−(
√
2− 1)

2 , which is non-zero.

For the second part of the statement, if

Σ
1/2
0 =

(
1 0
0 2

)
, Σ1/2 =

(
1 1
1 2

)
, T =

(
1 0
0 1

)
,

and E : S+(n)2 → R is such that, for all (Σ,Σ1/2
0 ) ∈ S+(n)2, E(Σ1/2,Σ

1/2
0 ) = B2(Σ,Σ0),

one computes

E(Σ1/2,Σ
1/2
0 ) =∥Σ1/2∥2F + ∥Σ1/2

0 ∥2F − 2 tr (Σ
1/2
0 ΣΣ

1/2
0 )

1/2

=12− 2 tr

(
2 6
6 20

)1/2

and

E(Σ1/2 + T,Σ
1/2
0 + T ) =∥Σ1/2 + T∥2F + ∥Σ1/2

0 + T∥2F
− 2 tr ((Σ

1/2
0 + T )(Σ1/2 + T )(Σ1/2 + T )(Σ

1/2
0 + T ))

1/2

=28− 2 tr

(
20 30
30 90

)1/2

,

which gives the difference E(Σ1/2 + T,Σ
1/2
0 + T )− E(Σ1/2,Σ

1/2
0 ) ≈ 0.121229 ̸= 0.
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4 Bures-Wasserstein loss landscape

Lemma 4.25 implies that in general one cannot express the Bures-Wasserstein distance
(neither on the covariance nor on their square roots) as a norm of a difference (otherwise,
the loss would be translation invariant). This hinders a direct application of the Eckart-
Young-Mirsky theorem, where, for some unitary invariant norm ∥ · ∥∗, the problem is
cast as min {∥A−X∥∗ | X ∈ M(⩽ k;n)} with a fixed A ∈ M(n).

Nonetheless, there is a close link between the Bures-Wasserstein distance and the
(squared) Euclidean distance. This is best seen through the definition of the 2-Wasserstein
distance between two zero-centered Gaussian distributions, as we will present next. We
follow here an approach inspired by [FFG+20, Theorem 1], for which we provide details
in order to show a link between the minimization of the Bures-Wasserstein distance
over rank-constrained covariance matrices and the Eckart-Young-Mirsky theorem (or k-
PCA).

Let n ∈ N and let k ∈ [n]. The set of rank-k positive semi-definite matrices is denoted
by S+(k;n). Given a target matrix B ∈ S++(n), we are interested in the following rank-
constrained minimization problem

inf
{
B2(A,B) | A ∈ S+(k;n)

}
. (4.22)

For any measure α ∈ M (Rn), denote supp(α) its support, i.e. α(X) = 0 for X ⊆ Rn \
supp(α). The following lemma is a well known connection between covariance matrices
and the support of the corresponding Gaussian probability distributions.

Lemma 4.26 Let A ∈ S+(k;n) and let α = N (0, A). Then, the support of α is equal to the
column space of A; i.e.,

supp(α) = span(A).

For k ∈ [n], denote the set of linear subspaces of Rn of dimension k by L(Rn, k), and,
for C ∈ L(Rn, k), denote by N (C) := {N (0, S) | S ∈ S+(k;n), span(S) = C} the set of
all Gaussian distributions with mean 0 and support C.

Lemma 4.26 allows to translate the problem (4.22) to a problem on linear subspaces of
fixed dimension. Indeed, with α = N (0, A) and β = N (0, B), we know that B2(A,B) =
W2

2 (α, β). Therefore, we can split the optimization problem as

inf {B2(A,B) | A ∈ S+(k;n)} = inf
{
inf
{
W2

2 (α, β) | α ∈ N (C)
}
| C ∈ L(Rn, k)

}
.

(4.23)

Solving (4.22) is therefore equivalent to solving the right-hand side of (4.23), which is
split in two parts:

1. For a given linear subset C of dimension k, find the Gaussian distribution α∗ that
minimizes the 2-Wasserstein distance to β. Lemma 4.27 below states that α∗ is the
projection of β onto C.
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4.5 BW and the Eckart-Young-Mirsky theorem

2. Then, find the subset C of required dimension that minimizes the variance of the
projection of β onto the orthogonal complement of C; or, equivalently, find C that
maximizes the variance of the projection of β onto C. The solution to this problem
is the k-PCA decomposition of β, as stated in Lemma 4.28.

We solve the sub-problem 1 first. Recall thatP2(Rn) = {β ∈ P(Rn) |
∫
∥x∥2 dβ(x) <∞}

is the set of square integrable probability measures (i.e. the set of probability mea-
sures with finite variance) on Rn . Given any β ∈ P2(Rn), we are interested in solv-
ing inf {W2

2 (α, β) | α ∈ N (C)}. The next lemma gives the solution this problem in α.
For any given linear subspace C ⊆ Rn, denote p̄C the orthogonal projection onto C.

Lemma 4.27 Let β ∈ P2(Rn). One has

inf {W2
2 (α, β) | α ∈ N (C)} = min {W2

2 (α, β) | α ∈ N (C)},

and the distribution α∗ that achieves the minimum for a given C is the orthogonal projection of β
onto C: α∗ = (p̄C)#β = βC .

Proof. Denote the admissible set of couplings with given marginals by Γ(α, β) = {γ ∈
P2(Rn × Rn) | γ1 = α, γ2 = β}, with γi the marginal along the ith variable, so that

W2
2 (α, β) = inf

{∫
∥x− y∥2 dγ(x, y) | γ ∈ Γ(α, β)

}
.

Then, for any given linear subspace C ⊆ Rn, denote p̄C the orthogonal projection onto C.
Define µC := (p̄C)#µ for any µ ∈ P2(Rn), and likewise γC×C := (p̄C×C)#γ, for γ ∈
P2(Rn × Rn), where, for (X ,Y) two (measurable) spaces, the push-forward T#µ ∈
P2(Y) of ameasureµ ∈ P2(X ) by an operatorT : X → Y is such that, for anymeasurable
set S ⊆ Y , T#µ(S) = µ(T−1(S)) (see Definition 2.26).

Assume supp(α) = C (i.e. α = αC). Then, if γ ∈ Γ(α, β), for all (x, y) ∈ supp(γ) =
supp(α)× supp(β), x = p̄C(x) and

W2
2 (α, β) = inf

{∫
∥x− y∥2 dγ(x, y)

∣∣ γ ∈ Γ(α, β)

}
= inf

{∫
∥x− (p̄C(y) + p̄C⊥(y))∥2 dγ(x, y)

∣∣ γ ∈ Γ(α, β)

}
= inf

{∫
∥x− y∥2 dγC×C(x, y) | γ ∈ Γ(α, β)

}
+

∫
∥y∥2 dβC⊥(y). (4.24)
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4 Bures-Wasserstein loss landscape

Thus, for a given C ∈ L(Rn, k), one has

inf
{
W2

2 (α, β) | α ∈ N (C)
}

= inf

{
inf

{∫
∥x− y∥2 dγC×C(x, y)

∣∣ γ ∈ Γ(α, β)

} ∣∣∣ α ∈ N (C)
}
+

∫
∥y∥2 dβC⊥(y)

= inf

{
inf

{∫
∥x− y∥2 dγ(x, y)

∣∣ γ ∈ Γ(α, βC)

} ∣∣∣ α ∈ N (C)
}
+

∫
∥y∥2 dβC⊥(y)

= inf
{
W2

2 (α, βC) | α ∈ N (C)
}
+

∫
∥y∥2 dβC⊥(y).

Since βC ∈ N (C), the solution is attained for α∗ = βC asW2
2 (βC , βC) = 0.

In the light of Lemma 4.27, the problem (4.23) is equivalent to

inf
{
inf
{
W2

2 (α, β) | α ∈ N (C)
}
| C ∈ L(Rn, k)

}
= inf

{∫
∥y∥2 dβC⊥(y) | C ∈ L(Rn, k)

}
=sup

{∫
∥y∥2 dβC(y) | C ∈ L(Rn, k)

}
.

Therefore, the problem boils down to finding the linear subspace C which maximizes
the variance of the target when projected onto C. The solution to this sub-problem 2,
also known as k-PCA, is given in the next lemma, of which we provide a proof for
convenience.

Lemma 4.28 Let ΩΛΩ⊤ = B be a spectral decomposition of B ∈ S++(n), with the eigenvalues
inΛ ranked in decreasing order. Let k ∈ [n], and letΩ =:

(
Ω[k] Ω⊥

)
be such thatΩ[k] ∈ M(n, k)

are the eigenvectors corresponding to the k highest eigenvalues of B. Denote β = N (0, B) and
for a linear subspace C, denote by βC = (p̄C)#β the orthogonal projection of β onto C. Then,

sup

{∫
∥y∥2 dβC(y) | C ∈ L(Rn, k)

}
= max

{∫
∥y∥2 dβC(y) | C ∈ L(Rn, k)

}
=

∫
∥y∥2 dβC∗(y),

where C∗ = spanΩ[k].

Proof. Recall that βC = (p̄C)#β, where p̄C is the orthogonal projection onto any C ∈
L(Rn, k). Then,∫

∥y∥2 dβC(y) =
∫

∥p̄C(y)∥2 dβ(y) =
∫
y⊤C yC dβ(y) =

∫
tr(y⊤C yC) dβ(y)

=

∫
tr(yCy

⊤
C ) dβ(y) = tr

(∫
yCy

⊤
C dβ(y)

)
, (4.25)
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4.5 BW and the Eckart-Young-Mirsky theorem

where the notation for yC = p̄C(y) is used.

For any C ∈ L(Rn, k), one can find an orthonormal basis of C of size k, which means
there is equivalence between the following two statements:

(i) C ∈ L(Rn, k).

(ii) ∃C ∈ M(n, k) : C⊤C = Ik, C = spanC.

With such a C spanning C, the orthogonal projection onto C can be written p̄C = CC⊤,
and∫

yCy
⊤
C dβ(y) =

∫
CC⊤yy⊤CC⊤ dβ(y) = CC⊤

(∫
yy⊤ dβ(y)

)
CC⊤ = CC⊤BCC⊤,

so that (4.25) becomes

tr
(∫

yCy
⊤
C dβ(y)

)
= tr(CC⊤BCC⊤) = tr(C⊤BC)

Therefore, with β = N (0, B) and βC = (p̄C)#β for any C ∈ L(Rn, k), the following
equivalence holds

sup

{∫
∥y∥2 dβC(y) | C ∈ L(Rn, k)

}
= sup

{
tr(C⊤BC) | C ∈ M(n, k), C⊤C = Ik

}
.

(4.26)

Let ΩΛΩ⊤ =
∑n

i=1 λiωiω
⊤
i be a spectral decomposition of B with decreasing eigenval-

ues λ1 ⩾ · · · ⩾ λn.

For any C ∈ M(n, k) such that C⊤C = Ik, we compute

tr(C⊤BC) =

n∑
i=1

λi tr(C
⊤ωiω

⊤
i C) =

n∑
i=1

λi tr (ω
⊤
i CC

⊤ωi) =

n∑
i=1

λi⟨ωi, CC⊤ωi⟩. (4.27)

For each i ∈ [n], by orthogonal decomposition ωi = CC⊤ωi + (In − CC⊤)ωi, one has
that ⟨ωi, CC⊤ωi⟩ ⩽ 1, with equality if and only if CC⊤ωi = ωi, i.e., if and only if ωi ∈
spanC. The sum (4.27) is therefore maximized for C = Ω[k].

Therefore, the supremum in (4.26) is attained for C = Ω[k] ⇐⇒ C = spanΩ[k], conclud-
ing the proof.

Thus, the solution to (4.23) can be given as follows.

Proposition 4.29 Let k ∈ [n], and let
(
Ω[k] Ω⊥

)(Λ[k]

Λ⊥

)(
Ω⊤
[k]

Ω⊤
⊥

)
= B be a spectral

decomposition of B ∈ S++(n), with the k largest eigenvalues in Λ[k]. Using the same notations
as before, the problem (4.23) is solved for C = span(Ω[k]). In this case, α∗ = N (0, B|k),
where B|k = Ω[k]Λ[k]Ω

⊤
[k].
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4 Bures-Wasserstein loss landscape

This recovers the Eckart-Young-Mirsky theorem [Mir60] describing the set of solutions
to min {∥A−B∥∗ | A ∈ M(⩽ k;n)} for some unitary invariant norm ∥ · ∥∗.

Proof. Lemma 4.28 already shows that the supremum is obtained for C = spanΩ[k]. In
this case, the optimal α∗ (the projection of β onto C = spanΩ[k] according to Lemma 4.27)
has covariance matrix

A∗ =

∫
xx⊤ dα∗(x) =

∫
xx⊤ d(p̄C)#β(x)

=

∫
xCx

⊤
C dβ(x)

= Ω[k]Ω
⊤
[k]ΣΩ[k]Ω

⊤
[k]

= Ω[k]Λ[k]Ω
⊤
[k]

= B|k.

The connexion to the Eckart-Young-Mirsky theorem therefore lies in the specific proper-
ties of the ground distance ∥·∥2 used to compute the 2-Wasserstein distance. Nevertheless,
even though the critical points and the minimizers are shared between the Frobenius and
the Bures-Wasserstein losses, the Hessian of the losses at the critical points are different.
This will be investigated in the next section.

4.6 Expression and empirical evaluation of the Hessians

From the previous section, we see that the critical points are identical between the two
losses, Frobenius or Bures-Wasserstein. One natural question that arises is to ask how
the two losses geometrically differ. A way to study it is to look at their second-order
derivative information. Indeed, the Hessian of the loss at the critical points will dictate
how the gradient flow will escape the saddle points (i.e. the critical points that are not
the global minimizer), as both losses share the strict-saddle-points property.

Therefore, in this section, we conduct experiments evaluating the Hessian of both the
Frobenius and the (regularized) Bures-Wasserstein losses.

We will heavily rely on the chain rule for the second-order differential, which we recall
next.

Lemma 4.30 (Chain rule for second-order differential, [MN19, Theorem 6.9]).
Let f : R → S and g : S → T be two differentiable functions on open sets, such that h =
g ◦f : R→ T is always well defined. Then, given two directions u, v, the second-order differential
of h at c is

d2h(c)[u, v] = d2g(f(c))
[
df(c)[u],df(c)[v]

]
+ dg(f(c))[d2f(c)[u, v]]. (4.28)
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We first discuss the Burer-Monteiro parametrization and relate the differential of a given
loss in function and covariance space.

4.6.1 Second-order differential of the Burer-Monteiro parametrization

In this section, we compute second-order derivatives of a generic differentiable func-
tion f : S+(n) → R under the parametrization f ◦ π, where

π : M(n,m) −→ S+(n),
W 7−→ WW⊤,

(4.29)

is the covariance (or Burer-Monteiro) parametrization (4.4).

Proposition 4.31 (Second-order differential chain rule for the Burer-Monteiro
parametrization). Let π (4.29) be the Burer-Monteiro parametrization of a positive semi-
definite matrix, and letW ∈ M(n,m), Z ∈ M(n,m), and Σ = π(W ) =WW⊤. Then, for any
twice-differentiable function f : S+(n) → R, the second-order differential of f ◦ π atW in the
direction Z can be expressed as:

d2(f ◦ π)(W )[Z] = d2f(Σ)[ZW⊤] + d2f(Σ)[WZ⊤] + 2 d2f(Σ)[WZ⊤, ZW⊤] (4.30)
+ 2df(Σ)[ZZ⊤].

Proof. Recall the chain rule for the second-order differential from Lemma 4.30. It states
that

d2(f ◦ π)(W )[Z] = d2f(π(W ))[dπ(W )[Z]] + df(π(W ))[d2π(W )[Z]].

Since dπ(W )[Z] = ZW⊤ +WZ⊤ and d2π(W )[Z] = 2ZZ⊤, and with Σ = π(W ), one
further has

d2(f ◦ π)(W )[Z] = d2f(Σ)[ZW⊤ +WZ⊤] + df(Σ)[2ZZ⊤]

= d2f(Σ)[ZW⊤] + d2f(Σ)[WZ⊤] + 2 d2f(Σ)[ZW⊤ +WZ⊤]

+ 2 df(Σ)[ZZ⊤],

where the last inequality comes from the bilinearity of d2f(Σ) and the linearity of df(Σ).

Now, we turn to the expression of the Hessian matrix for the function f ◦ π at some
point W ∈ M(n,m). Recall that, by definition, this is the only symmetric matrix of
size nm×nm, denoted by∇2(f ◦π)(W ), such that, for allZ ∈ M(n,m), d2(f ◦π)(W )[Z] =

(vecZ)⊤[∇2(f ◦ π)(W )] vecZ.
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4 Bures-Wasserstein loss landscape

Corollary 4.32 With the same notations as in Proposition 4.31, the Hessian of the loss can then
be identified as

∇2(f ◦ π)(W ) = ((W⊤ ⊗ In)Kn +W⊤ ⊗ In)∇2f(Σ)(Kn(W ⊗ In) +W ⊗ In)

+ 2Im ⊗∇f(Σ).
(4.31)

where Kn ∈ M(n2) is such that, for all X ∈ M(n), Kn vecX
⊤ = vecX .

Proof. In order to prove the relation (4.31), we rely on the identity vecABC = (C⊤ ⊗
A) vec(B) which holds for any matrices of compatible shapes. For more details about
the matrix computations, we refer to [MN19]. Using the expression of the second-order
differential (4.30), it implies that, for (W,Z) ∈ M(n,m)2, one has

d2f(Σ)[ZW⊤] = (vecZW⊤)
⊤∇2f(Σ) vecZW⊤

= (W ⊗ In vecZ)
⊤∇2f(Σ)(W ⊗ In) vecZ

= (vecZ)⊤(W⊤ ⊗ In)∇2f(Σ)(W ⊗ In) vecZ,

d2f(Σ)[WZ⊤] = (vec (ZW⊤)
⊤
)
⊤
∇2f(Σ) vec((ZW⊤)

⊤
)

= (Kn vecZW
⊤)

⊤∇2f(Σ)(Kn vecZW
⊤)

= (vecZ)⊤(W⊤ ⊗ In)Kn∇2f(Σ)Kn(W ⊗ In) vecZ,

where Kn ∈ M(n2) is such that, for all X ∈ M(n), Kn vecX
⊤ = vecX , and

d2f(Σ)[WZ⊤, ZW⊤] = (vecZ)⊤(W⊤ ⊗ In)Kn∇2f(Σ)(W ⊗ In) vecZ

= (vecZ)⊤(W⊤ ⊗ In)∇2f(Σ)Kn(W ⊗ In) vecZ.

Moreover,

df(Σ)[ZZ⊤] = ⟨∇f(Σ), ZZ⊤⟩ = tr∇f(Σ)ZZ⊤ = (vecZ)⊤(Im ⊗∇f(Σ)) vecZ,

where we have used the identity trABCD = (vecD⊤)
⊤
(C⊤ ⊗ A) vecB for the last

equality. Adding the different terms according to (4.30) and factorizing, we get the
desired expression

∇2(f◦π)(W )[Z] = (W⊤⊗In+(W⊤⊗In)Kn)∇2f(Σ)(W⊗In+Kn(W⊗In))+2(Im⊗∇f(Σ)).

Therefore, in order to compute ∇2(f ◦ π)(W )[Z], one only needs to know ∇2f(Σ)
and∇f(Σ).
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4.6 Expression and empirical evaluation of the Hessians

4.6.2 Frobenius loss

Define
LF : S+(n) −→ R,

Σ 7−→ LF(Σ) =
1
2∥Σ− Σ0∥2F,

and denote L1
F the Frobenius loss defined onW ∈ M(n,m), and LNF the Frobenius norm

defined on the parameters θ ∈ Θ (4.2).

Since L1
F admits a Burer-Monteiro factorization, we only need to recall the gradient and

Hessian matrix of LF in order to compute their counterparts on the function space.

Lemma 4.33 The first-order differential of LF at Σ ∈ S+(n) is dLF(Σ)[X] = ⟨Σ−Σ0, X⟩, and
its gradient is∇LF(Σ) = Σ− Σ0.

Lemma 4.34 The second-order differential of LF at Σ ∈ S+(n) in the direction X ∈ M(n) is

d2LF(Σ)[X] = trXX⊤,

and its Hessian matrix at Σ is∇2LF(Σ) = In ⊗ In.

We can then give the Hessian matrix of the loss L1
F.

Corollary 4.35 The Hessian matrix of L1
F atW is given by

∇2L1
F(W ) = 2

(
W⊤W ⊗ In +Kn(W ⊗W⊤) + Im ⊗ (Σ− Σ0)

)
Proof. This is a direct consequence of the previous lemma and Corollary 4.32.

4.6.3 Bures-Wasserstein loss

We provide here the first- and second-order differential properties of the Bures-
Wasserstein loss. We give our notation for the differential that will be relevant for this
chapter and the next one.

Notation (Differential). We denote the differential of f at X in the direction H
by df(X)[H]. Sometimes, with Y = f(X), the shorthand notation dY is preferred,
and it is assumed that the directionH is a small perturbation dX aroundX . For instance,
if Y = f(X) = XX⊤, then dY = dXX⊤ + X dX⊤ is one way to write df(X)[H] =
HX⊤ +XH⊤.
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4 Bures-Wasserstein loss landscape

Lemma 4.36 (Differential of L). Let Σ ∈ S++(n). The first-order differential of L (4.11a) at
Σ in the direction X ∈ S++(n) is

dL(Σ)[X] = tr

(
X − Σ

1/2
0

[
Σ
1/2
0 ΣΣ

1/2
0

]−1/2
Σ
1/2
0 X

)
.

Proof. We will use the fact that, for A ∈ S++(n), d tr(A1/2) = 1
2 tr(A

−1/2 dA). By the
differential calculus rules, for Σ ∈ S++(n),

dL(Σ) = d tr(Σ + Σ0 − 2(Σ
1/2
0 ΣΣ

1/2
0 )1/2)

= tr dΣ− 2 tr d[(Σ
1/2
0 ΣΣ

1/2
0 )1/2]

= tr(dΣ− (Σ
1/2
0 ΣΣ

1/2
0 )−1/2 d(Σ

1/2
0 ΣΣ

1/2
0 ))

= tr(dΣ− Σ
1/2
0 (Σ

1/2
0 ΣΣ

1/2
0 )−1/2Σ

1/2
0 dΣ).

Corollary 4.37 (Gradient of L). Let Σ ∈ S++(n). The gradient of L (4.11a) at Σ is

∇L(Σ) = In − Σ
1/2
0 [Σ

1/2
0 ΣΣ

1/2
0 ]

−1/2
Σ
1/2
0 .

We now turn to the expression of the Hessian matrix for the Bures-Wasserstein loss.
Recall that

∀Σ ∈ S+(n), Lτ (Σ) = B(Στ ,Σ)2

is the τ -regularized Bures-Wasserstein loss.

Again given θ ∈ Θ, we only need to derive the expressions of∇2Lτ (Σ)with Σ = π ◦ µ(θ)
in order to obtain∇2LNτ (θ).

The second-order derivative of L on S++(n) is given next.

Lemma 4.38 (Second-order differential of L, [KSS21, Lemma A.6]). Let Σ ∈ S++(n).
Given that Σ ≻ 0, the loss L given by (4.11a) is twice continuously differentiable at Σ.
Let ΓQΓ⊤ = Σ

1/2
0 ΣΣ

1/2
0 be a spectral decomposition ofΣ1/2

0 ΣΣ
1/2
0 , withQ = Diag (q1, . . . , qn).

For Y ∈ S++(n), define ∆(Y ) ∈ S(n) to be the matrix with elements ∆(Y )ij =

(
√
qi +

√
qj)

−1(Γ⊤Σ
1/2
0 Y Σ

1/2
0 Γ)ij . Let G be the linear operator defined as

G : S++(n) −→ S(n)
Y 7−→ G(Y ) = Σ

1/2
0 ΓQ−1/2∆(Y )Q−1/2Γ⊤Σ

1/2
0 .

(4.32)

Then, the second-order differential of L is given by

∀(X,Y ) ∈ S++(n)
2, d2L(Σ)[X,Y ] = ⟨X,G(Y )⟩.
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4.6 Expression and empirical evaluation of the Hessians

Proof. For completeness, we provide a proof of the statement (slightly) different from the
one by [KSS21]. The first-order differential for the loss L evaluated on the matrix Σ ≻ 0
is given by Lemma 4.36: for X ∈ S++(n),

dL(Σ)[X] = tr(X − Σ
1/2
0 (Σ

1/2
0 ΣΣ

1/2
0 )

−1/2
Σ
1/2
0 X)

= ⟨In − Σ
1/2
0 (Σ

1/2
0 ΣΣ

1/2
0 )

−1/2
Σ
1/2
0 , X⟩.

Let GL(n) = {A ∈ M(n) | detA ̸= 0}, and let f : GL(n) ∋ F 7→ F−1; then f is differen-
tiable with differential df(F )[X] = −F−1XF−1 [MN19, Theorem 8.3]. Let g : S++(n) ∋
A 7→ A1/2 be the matrix square root. The function g is differentiable on S++(n), and its
differential can be computed as follows [KSS21, Lemma A.1].

Let A ∈ S++(n), and let ΓQΓ⊤ be its spectral decomposition, with Q = Diag(q1, . . . , qn).
For X ∈ S(n), define δ(X) ∈ M(n) to be the matrix with elements δ(X)ij :=

(
√
qi +

√
qj)

−1(Γ⊤XΓ)ij . Then, the differential of g at A in the directionX is dg(A)[X] =

Γδ(X)Γ⊤. Further, the chain rule on the differentials gives

d(f◦g)(A)[X] = df(g(A))[dg(A)[X]] = −A−1/2 dg(A)[X]A−1/2 = −A−1/2Γδ(X)Γ⊤A−1/2,

and, with A = Σ
1/2
0 ΣΣ

1/2
0 ,

d2L(Σ)[X,Y ] = d(Σ 7→ dL(Σ)[X])[Y ]

= d(tr(X − (Σ
1/2
0 (Σ

1/2
0 ΣΣ

1/2
0 )

−1/2
Σ
1/2
0 X)))[Y ]

= − tr(Σ
1/2
0 (d(Σ

1/2
0 ΣΣ

1/2
0 )

−1/2
[Y ])Σ

1/2
0 X)

= − tr(Σ
1/2
0 (−A−1/2Γδ(d(Σ

1/2
0 ΣΣ

1/2
0 )[Y ])Γ⊤A−1/2)Σ

1/2
0 X)

= tr(Σ
1/2
0 ΓQ−1/2δ(Σ

1/2
0 Y Σ

1/2
0 )Q−1/2Γ⊤Σ

1/2
0 X)

= ⟨X,G(Y )⟩

with
G(Y ) = Σ

1/2
0 ΓQ−1/2∆(Y )Q−1/2Γ⊤Σ

1/2
0

and
∆(Y )ij = δ(Σ

1/2
0 Y Σ

1/2
0 )ij = (

√
qi +

√
qj)

−1(Γ⊤Σ
1/2
0 Y Σ

1/2
0 Γ)ij .

Given the definition of the operator G in (4.32), and ∆ in (4.38), we first need to express
the Hadamard product of two matrices (A,B) ∈ M(n)2, denoted by A⊙B, as a linear
operation. This is done in the next lemma.
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4 Bures-Wasserstein loss landscape

Lemma 4.39 (Hadamard product as matrix multiplications). For any (A,M) ∈ M(n)2

with
(
u1 · · · un

)
Diag(σ1, . . . , σn)

(
v1 · · · vn

)⊤ a SVD of A, and, for k ∈ [n], letting
Ek = Diag(uk) and Fk = Diag(vk), one has

A⊙M =

∑
k∈[n]

σkuk ⊗ vk

⊙M =
∑
k∈[n]

σkEkMFk.

Then, the Hessian of the loss L can be computed as follows.

Proposition 4.40 Let ΠDiag(q1, . . . , qn)Π
⊤ be a spectral decomposition of Σ

1/2
0 ΣΣ

1/2
0 , and

let
(
u1 · · · un

)
Diag(σ1, . . . , σn)

(
u1 · · · un

)⊤
=
(
(
√
qi +

√
qj)

−1
)
(i,j)∈[n]2 =: P be a

spectral decomposition of the (symmetric) matrixP . Furthermore, for k ∈ [n], letEk = Diag(uk)

and let Bk = Σ
1/2
0 ΠQ−1/2EkΠ

⊤Σ
1/2
0 = B⊤

k . The Hessian matrix for the Bures-Wasserstein
loss L at Σ ∈ S++(n) is

∇2L(Σ) =
n∑
k=1

σkB
⊤
k ⊗Bk.

Proof. This follows from the expression of the second-order differential given in Lem-
mas 4.38 and 4.39.

Remark 4.41. Lemmas 4.36 and 4.38 are stated on S++(n). In the general setting, whenΣ ∈
S+(n), the parametrization φτ (4.12) for τ ∈ (0,∞) ensures that Στ = φτ (Σ) = Σ + τ In
belongs to S++(n). The results of Lemmas 4.36 and 4.38 can therefore be stated with Στ
in place of Σ; or equivalently, for the regularized loss Lτ (4.13a) on S+(n).

The loss L1
τ admits the parametrization L1

τ = Lτ ◦ π, its Hessian matrix can therefore be
computed using Corollary 4.32 and Lemma 4.38. The Hessian matrix of the loss LNτ =
L1
τ ◦ µ can then be computed using Corollary 4.43 located in Section 4.6.5.

4.6.4 Condition number of the Hessian

We evaluate the Hessian for both losses in the setting n = m = d = 20, and N = 3. We
evaluate the Hessians ofLNτ andLNF (on the parameter space) according to the discussion
in Sections 4.6.2 and 4.6.3, together with Corollary 4.43.

Let H ∈ S(n) be any symmetric matrix. We define the condition number for H as

κ(H) :=


|λ|max(H)

|λ|min(H)
if |λ|min(H) ̸= 0,

∞ else.
(4.33)
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4.6 Expression and empirical evaluation of the Hessians

where |λ|{max,min}(H) are the extremal eigenvalues of H in absolute value. Note
that κ(H) ∈ [1,∞].

The condition number κ(H) characterizes the condition of the matrix H : the closer it
is to 1, the closer are the eigenvalues of H to another, and the better H is conditioned.
In our case, H will be a Hessian matrix at a given point θ ∈ Θ. The better H(θ)will be
conditioned, the better gradient-descent algorithms will perform at θ.

The most relevant points to inspect the Hessian are the saddle points of the loss. The
condition of the Hessian at these points dictates how quickly the iterations of gradient-
descent algorithm will escape them, given that there exists an eigen-direction with
negative eigenvalue.

The saddle points for the optimization have a closed-form. Specifically, on the function
space, they are given by the spectral decomposition of the target: if Σ0 = ΩΛΩ⊤ and the
eigenvalues are in decreasing order, then for i ∈ [n],

W ∗
i,F = Ω[n−i]Λ̄

1/2
[n−i]V

⊤
[n−i] (4.34a)

is the critical point of L1
F of index i, and

W ∗
i,τ = Ω[n−i](Λ̄[n−i] − τ In−i)

1/2
V ⊤
[n−i] (4.34b)

is a critical point of L1
τ of index i according to Theorem 4.9. The corresponding points in

the covariance spaces are simply the images through π ofW ∗
i,F andW ∗

i,τ .

There are infinitely many points in the parameter spaces corresponding to each of the
saddle points in the function (or covariance) space, but only one that satisfies the bal-
ancedness property. This is the one we select.

In Figure 4.1 are reported, for τ ∈ {0.1, 0.001}, the different spectral quantities quanti-
ties λmax, λmin, and κ (4.33) at the five first local minimizers of the losses with decreasing
rank (starting with the full-rank one) — i.e. for i ∈ [5]. The distribution is computed
with seven different random targets Σ0.

In Figures 4.1a and 4.1b are shown the extremal eigenvalues of the Hessians. There is
an order of magnitude difference between the two losses for their maximal eigenvalues
which seems independent of τ , whereas the minimal eigenvalues for the Hessians of LNτ
become smaller as τ is decreased. In the case where τ = 0.001, we also observe that the
saddle point with larger index i have smaller eigenvalues.

In Figure 4.1c, the condition number κ is reported for the different losses at the different
saddle points. In all cases, we note that the Hessians of the Bures-Wasserstein loss enjoy
a condition number that is smaller by an order of magnitude or more. This hints at the
fact that the use of the Bures-Wasserstein loss could lead to a better training dynamic.

A more systematic evaluation could be beneficial to conclude on the advantages of one
or the other loss. We leave it to future work.
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∗Due to the proximity of the values with 0, the scale of the plots is linear for λmin.

Figure 4.1: Spectral quantities for the Hessian matrices∇2LNF (blue) and∇2LNτ (orange)
at five different critical points, with τ = 0.1 (top) and τ = 0.001 (bottom).
The abscissa i refers to the index of the critical point W ∗

i,{F,τ} (4.34). The
boxplot representation is computed with seven different targets Σ0.

4.6.5 General results for linear networks

This section deals with general properties of linear networks and their second-order
differential in parameter space. We provide results that hold for any twice-differentiable
loss L1 on M(n,m) and its parametrization LN = L1 ◦ µ on Θ, where µ is given by (4.3).
These results have a long history in the linear neural networks literature [BH89; Kaw16;
ACH18; ACG+19; CLC22; BRT+21]. By convention, the product of matrices Wq:p :=
WqWq−1 · · ·Wp is equal to Idq when q < p.

In the case of a twice-differentiable loss L1 and the parametrization LN = L1 ◦ µ, one
can express the second-order differential as follows.

Lemma 4.42 (Second-order differential). Let (−→U ,−→V ) ∈ Θ2 be two parameters, such that−→U =

(U1, . . . , UN ) and
−→
V = (V1, . . . , VN ). The second-order differential of the loss LN = L1 ◦ µ
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4.6 Expression and empirical evaluation of the Hessians

at −→W = (W1, . . . ,WN ) ∈ Θ is

d2LN (−→W )[
−→
U ,

−→
V ] =

N∑
i=1

∑
j ̸=i

⟨Ui,W⊤
i+1 · · ·V ⊤

j · · ·W⊤
N∇L1(W )(Wi−1:1)

⊤⟩

+
N∑
i=1

N∑
j=1

vec(Ui)
⊤
(
[Wi−1:1 ⊗ (WN :i+1)

⊤] · ∇2L1(W ) · [(Wj−1:1)
⊤ ⊗WN :j+1]

)
vec(Vj),

(4.35)
where ⟨A,B⟩ = trAB⊤ for two matrices of compatible sizes, A ⊗ B is the Kronecker prod-
uct between A and B, and ∇2L1(W ) ∈ M(nm, nm) is the matrix such that, ∀(U, V ) ∈
(M(n,m))2, d2L1(W )[U, V ] = vec(U)⊤∇2L1(W ) vec(V ).

Proof. The second-order differential for the parametrization µ is, for two parame-
ters (−→U ,−→V ) ∈ Θ×Θ,

d2µ(
−→
W )[

−→
U ,

−→
V ] = d(

−→
W 7→ dµ(

−→
W )[

−→
U ])[

−→
V ] = {dµ(−→W +

−→
V )[

−→
U ]− dµ(

−→
W )[

−→
U ]}

∣∣
lin

=
{ N∑
i=1

(WN + VN ) · · ·Ui · · · (W1 + V1)−
N∑
i=1

WN · · ·Ui · · ·W1

}∣∣∣
lin

=

N∑
i=1

N∑
j ̸=i

WN · · ·Vj · · ·Ui · · ·W1.

Here, f(−→U ,−→V )|lin refers to the linear part of f with respect to each Ui and Vj .
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Now, from the chain rule for second-order differentials (4.28),

d2LN (−→W )[
−→
U ,

−→
V ]

= d2(L1 ◦ µ)(−→W )[
−→
U ,

−→
V ]

= d2L1(W )
[
dµ(

−→
W )[

−→
U ], dµ(

−→
W )[

−→
V ]
]
+ dL1(W )

[
d2µ(

−→
W )[

−→
U ,

−→
V ]
]

=

N∑
i=1

N∑
j=1

d2L1(W )[WN · · ·Ui · · ·W1, WN · · ·Vj · · ·W1]

+
N∑
i=1

∑
j ̸=i

dL1(W )[WN · · ·Vj · · ·Ui · · ·W1]

=
N∑
i=1

N∑
j=1

vec(WN · · ·Ui · · ·W1)
⊤∇2L1(W ) vec(WN · · ·Vj · · ·W1)

+

N∑
i=1

∑
j ̸=i

⟨∇L1(W ),WN · · ·Vj · · ·Ui · · ·W1⟩

=
N∑
i=1

N∑
j=1

(
(Wj−1:1)

⊤ ⊗ (WN :i+1) vec(Ui)
)⊤

∇2L1(W )
(
(Wj−1:1)

⊤ ⊗ (WN :i+1)
)
vec(Vj)

+
N∑
i=1

∑
j ̸=i

⟨W⊤
i+1 · · ·V ⊤

j · · ·W⊤
N∇L1(W )W⊤

1 · · ·W⊤
i−1, Ui⟩

=

N∑
i=1

N∑
j=1

vec(Ui)
⊤
(
(Wj−1:1)⊗ (WN :i+1)

⊤
)
∇2L1(W )

(
(Wj−1:1)

⊤ ⊗ (WN :i+1)
)
vec(Vj)

+
N∑
i=1

∑
j ̸=i

⟨W⊤
i+1 · · ·V ⊤

j · · ·W⊤
N∇L1(W )W⊤

1 · · ·W⊤
i−1, Ui⟩,

which concludes the proof.

Corollary 4.43 (Hessian of the Loss). The Hessian of LN at −→W ∈ Θ =×i∈[N ]M(di, di−1),
denoted by ∇2LN (−→W ), can be represented as a dθ × dθ matrix, where dθ =

∑
i∈[N ] didi−1.

It is a block matrix with blocks corresponding to different layers. For (i, j) ∈ [N ]2,
each block ∇2

Wi,Wj
LN (−→W ) has dimension didi−1 × djdj−1, and corresponds to the differen-

tial d2LN (−→W )[
−→
U i,

−→
U j ], where

−→
U i = (0, . . . , 0, Ui, 0, . . . , 0) ∈ Θ for some Ui ∈ M(di, di−1).

The diagonal block elements are

∇2
Wi

LN (−→W ) = [Wi−1:1 ⊗ (WN :i+1)
⊤] · ∇2L1(W ) · [(Wi−1:1)

⊤ ⊗WN :i+1], (4.36)
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and the off-diagonal blocks are

∇2
Wi,Wj

LN (−→W ) = [Wi−1:1 ⊗ (WN :i+1)
⊤] · ∇2L1(W ) · [(Wj−1:1)

⊤ ⊗WN :j+1]

+
[
(Wi−1:1∇L1(W )

⊤
WN :j+1)⊗ (Wj−1:i+1)

⊤
]
Kdjdj−1

,
(4.37)

where Kpq is the pq-commutation matrix (for X ∈ M(p, q), Kpq vecX = vecX⊤).

Proof. The evaluation of the second-order differential d2LN (−→W )[
−→
U ,

−→
V ] given in (4.35)

at [−→U i,
−→
U i] readily provides the diagonal blocks of the Hessian. For the off-diagonal

blocks, the expression

⟨Ui,W⊤
i+1 · · ·U⊤

j · · ·W⊤
N∇L1(W )W⊤

1 · · ·Wi−1⟩

can be transformed into

vec (Ui)
⊤ vec (W⊤

i+1 · · ·U⊤
j · · ·W⊤

N∇L1(W )(Wi−1:1)
⊤)

= vec (Ui)
⊤
[
(Wi−1:1∇L1(W )WN :j+1)⊗ (Wj−1:i+1)

⊤
]
vec(U⊤

j )

= vec (Ui)
⊤
[
(Wi−1:1∇L1(W )WN :j+1)⊗ (Wj−1:i+1)

⊤
]
Kdjdj−1

vec(Uj),

proving (4.37).

4.7 Conclusion

In this chapter, we studied the loss landscape of a deep linear network under the Bures-
Wasserstein loss. We characterized the critical points and minimizers of this loss in
function space, over the set of matrices of fixed rank k, for both the original and pertur-
bative losses. The Hessian of the loss at the critical points is empirically investigated,
with a derivation to compute it in closed-form. Even though the expression of the critical
points are similar between the Frobenius and the Bures-Wasserstein losses, the Hessian
spectral properties at these points for the two losses are experimentally different.

From the experiments, the Bures-Wasserstein loss appears to enjoy better conditioned
Hessian matrices at the saddle points of the optimization.

Our results contribute to the ongoing efforts to better characterize the optimization
problems and understanding the loss landscape that arise in learning with deep neural
networks beyond the commonly considered discriminative settings with the square
loss.

In future work, it would be interesting to refine our characterization of critical points
of the Bures-Wasserstein loss in the parameter space. In addition, a more elaborate
comparison between the Frobenius and Bures-Wasserstein loss would enlighten their
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4 Bures-Wasserstein loss landscape

respective benefits or pitfalls. Moreover, we have limited the study to the discrete case,
with finite-dimensional covariance matrices. This analysis could be enriched by studying
Gaussian processes instead, and investigating if and how corresponding learning systems
benefit from a Bures-Wasserstein-type loss.
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5 Convergence of a linear Bures-Wasserstein GAN

This chapter is based on work published as [BPA+23]. PB’s main contributions are the derivations
for the bounds of the second-order derivative of the loss, the derivation of convergence results for
the gradient flow scheme and gradient descent schemes, as well as the design and implementation
of the empirical experiments.

In this chapter, we derive convergence guarantees of the optimization procedure defined for
the learning problem introduced in Chapter 4, for both the gradient flow and gradient
descent schemes. Two simplifying assumptions make the analysis amenable: i) the
discriminator will be assumed to be perfect at all times, and ii) the generator will have
a bias-free deep linear architecture, i.e. a neural network with identity function as
activation. Together, these assumptions will lead to study the minimization problem of
the Bures-Wasserstein distance between two centered Gaussian distributions, as introduced
in Section 4.2. Moreover, a set of additional hypothesis will be assumed on the weights
initialization, depending on the analyzed learning algorithm. Strong assumptions will
allow the quantitative analysis of the convergence under gradient flow, and a milder
ones will give rise to a qualitative convergence result in the case of gradient descent.

The chapter is organised as follows. We provide first in Section 4.1 a literature review
and a thorough motivation of the problem at hand. Then, in Section 5.2, we recall
different properties and usual assumptions on linear neural networks, and present the
two learning algorithms that will be analyzed, as well as their corresponding weights
hypothesis. In Section 5.4, the dynamical analysis is performed for both the gradient flow
and gradient descent algorithms. Finally, empirical illustration of the model is offered in
Section 5.6, which corroborate the theoretical findings. Proofs and further developments
are gathered in Sections 5.3 and 5.5.

5.1 Previous work

Most of the previous work on the convergence study of overparametrized network
considers either the squared Frobenius loss or a differentiable convex loss on the function
(matrix) space.
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5 Convergence of a linear Bures-Wasserstein GAN

Optimization dynamics of deep linear networks [SMG14] studied the learning
dynamics of deep linear networks under different types of initial conditions. [ACH+19]
obtained a closed-form expression for the parametrization along time in a deep linear
network for the squared error loss. Notably, the authors found that solutions with a
lower rank are preferred as the depth of the network increases. [ACH18] derived several
invariances of the flow and compared the dynamics in parameter and function spaces.
For the squared error loss, [ACG+19] proved linear convergence of gradient descent for
linear networks without bottlenecks, with weights initialized to fulfill two assumptions
— approximate balancedness and so that the end-to-end matrix is close in some sense to
the solution. We frame our discussion by similar assumptions. Under the balancedness
assumption for the initial weights, [BRT+21] showed that for deep linear neural networks,
the gradient flow of the squared error loss can be cast as a Riemannian gradient flow in
the function space, and as such converges to a critical point which is a global minimizer
on the manifold of fixed rank matrices of a given rank. More recently, [NRT21] extended
this convergence analysis to the (full-batch) gradient descent algorithm.

As a last note, a detailed analysis of the dynamics in the case of shallow linear networks
with the squared error loss was conducted by [TFH+21; MTV+21]. The authors use
symmetric and asymmetric factorization of a shallow linear network to study its conver-
gence dynamics. The role of the “imbalancedness” of the weights was also remarked in
those works.

Bures-Wasserstein distance The Bures-Wasserstein distance has been of particular
interest due to its geometrical properties when dealing with positive (semi-)definite
matrices. [CMR+20] studied the convergence of gradient descent algorithms for the
Bures-Wasserstein barycenter, proving linear rates of convergence. In contrast to ourwork,
they considered a Polyak-Łojasiewicz inequality derived from optimal transport theory
to circumvent the non-geodesic convexity of the barycenter. In the same vein, [MC18]
exploited optimal transport theory to optimize the distance between two elliptical distri-
butions. To avoid rank deficiency, they perturbed the diagonal elements of the covariance
matrix by a small parameter. We will follow the same approach in order to make the
loss everywhere differentiable, although in some cases, the assumptions on the network
parameters force the generated covariance matrix to be full-rank.

Overall, previous works have mostly focused on the use of the (squared) Frobenius
norm, which enjoys specific geometrical properties that are not shared with many other
losses. For matrix approximation, a more general category of loss is the unitary invariant
norms, which are invariant under unitary transformations of the matrix. For instance,
the shape of the minimizers of a unitary invariant distance to a target can be expressed
with the Singular Value Decomposition (SVD) of the target [Mir60].

This chapter will tackle the issues of deriving convergence guarantees of a learning
system in the case a Bures-Wasserstein loss is considered.
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5.2 Gradient learning in deep linear networks

Recall the framework presented in Section 4.2. We detail next the different learning
algorithm that will be analysed in this chapter.

5.2 Gradient learning in deep linear networks

Let N ∈ N, and let (d0, . . . , dN ) ∈ NN+1 be N + 1 dimensions. The parameter space of
a linear network of depth N is given by Θ =×N

j=1M(dj , dj−1). Recall the deep linear
network parametrization µ (4.3):

µ : Θ −→ M(dN , d0),
θ = (W1, . . . ,WN ) 7−→ WN :1 =WN · · ·W1.

(5.1)

We recall a few results on the gradient dynamics of linear networks for general differen-
tiable losses, which have been established in previous works with focus on the squared
error loss [Kaw16; BRT+21; CLC22; ACH18].

For the remainder of this section, let L1 : M(n,m) → R be any differentiable loss function,
and let

LN : Θ −→ R,
θ 7−→ L1 ◦ µ(θ), (5.2)

be defined through the parametrization µ (5.1). Notice that LN thus defined is differen-
tiable.

The gradient of LN depends on the gradient of L1 as

∇WjLN (θ) =W⊤
j+1 · · ·W⊤

N∇L1(µ(θ))W⊤
1 · · ·W⊤

j−1. (5.3)

5.2.1 Descent trajectories

Gradient flow

Let θ(0) ∈ Θ be an initial datum. The gradient flow of θ : [0,∞) → Θ under a lossLN (5.2)
is defined by  θ(0) = θ(0),

dθ(t)

dt
= −∇LN (θ(t)). (5.4a)

⇐⇒

∀j ∈ [N ],

 Wj(0) =W
(0)
j ,

dWj(t)

dt
= −∇WjLN (W1(t), . . . ,WN (t)).

(5.4b)

This governs the evolution of the parameters in the continuous time setting.

93



5 Convergence of a linear Bures-Wasserstein GAN

Gradient descent

In the discrete-time setting, with a small abuse of notation, we consider the discrete
path θ : N0 → Θ. Given a stepsize η ∈ (0,∞) and the initial datum θ(0) ∈ Θ, the gradient
descent iterations are defined as{

θ(0) = θ(0),
∀k ∈ N0, θ(k + 1) = θ(k)− η∇LN (θ(k)). (5.5)

We conclude this section by recalling one important property of the gradient flow for
deep linear networks that we will leverage in our analysis.

Lemma 5.1 (Gradient flow, [BRT+21, Lemma 2.1]). For any differentiable loss L1 and
its parametrization LN (5.2), if [0,∞) ∋ t 7→ θ(t) = (W1(t), . . . ,WN (t)) ∈ Θ follows the
flow (5.4), then the productWθ(t) = µ(θ(t)) satisfies, for all t ∈ [0,∞),

dWθ(t)

dt
= −

N∑
j=1

WN :j+1(t)W
⊤
N :j+1(t)∇L1(Wθ(t))W

⊤
j−1:1(t)Wj−1:1(t) (5.6)

The conservation quantity described in Lemma 5.1 for the gradient flow (5.4) is key in
numerous analyses.

5.2.2 Balancedness assumptions

Gradient flow

As it turns out, the gradient flow dynamics (5.4) preserves the difference of the Gramians
of subsequent layer weight matrices, which are thus invariants of the gradient flow; i.e.

∀t ∈ [0,∞),
d

dt
(Wj+1(t)

⊤Wj+1(t)) =
d

dt
(Wj(t)Wj(t)

⊤). (5.7)

The notion of balancedness for the weights of linear networks was first introduced
by [Fuk98] in the shallow case and generalized to the deep case by [DHL18]. This
is useful as it removes the redundancy of the parametrization when investigating the
dynamics in function space and has been considered in numerous works.

Definition 5.2 (Balanced weights). The weights (W1, . . . ,WN ) ∈ Θ are said to be balanced
if, for all j ∈ [N − 1], WjW

⊤
j =W⊤

j+1Wj+1.

Assuming balanced initial weights, if the flow of each Wj is defined and bounded,
then the rank of the end-to-end matrixW remains constant during a finite-time train-
ing [BRT+21, Proposition 4.4]. Moreover, the productsWN :1W

⊤
N :1 andW⊤

N :1WN :1 can be
written in a concise manner; namely,WN :1W

⊤
N :1 =WN · · ·W1W

⊤
1 · · ·W⊤

N = (WNW
⊤
N )

N

andW⊤
N :1WN :1 = (W⊤

1 W1)
N , which simplifies computations.
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Gradient descent

Under gradient descent (5.5), the invariant (5.7) does not hold exactly. A slightly relaxed
notion has emerged in the literature to accommodate the deviation from the infinitely
small step size of the gradient flow; namely, the approximate balancedness, or δ-balancedness.
It exists under different formulations, mostly depending on the type of norm used to
define it. We follow the presentation of [NRT21] for the gradient descent analysis, and
therefore borrow their definition based on the spectral norm of the weights.

Under a gradient update (5.5) of the weights, the balancedness property is not conserved
during training. A relaxation of the property, named δ-balancedness, is required in order
to carry out the convergence analysis. Following [NRT21], we state the δ-balancedness
property in terms of the spectral norm of the weight matrices (in contrast with [ACG+19]
where the property is defined in terms of the Frobenius norm). Recall that, for A ∈
M(n,m), we denote ∥A∥ the spectral norm of A; i.e., ∥A∥ = σmax(A).

Definition 5.3 (Approximate balancedness, [NRT21, Definition 2.3]). The tuple −→
W =

(W1, . . . ,WN ) ∈ Θ is said to have balancedness constant δ ∈ [0,∞), or to be δ-balanced, if

∀j ∈ [N − 1], ∥W⊤
j+1Wj+1 −WjW

⊤
j ∥ ⩽ δ. (5.8)

Remark 5.4. Sometimes, the approximate balancedness property is stated with the Frobe-
nius norm in (5.8). As, for any matrix A, ∥A∥ ⩽ ∥A∥F, the notion of approximate
balancedness given by Definition 5.3 is more permissive than when considering the
Frobenius norm.

This general framework for deep linear network is relevant for any differentiable loss L1

and its parametrization LN . We will specialize the results in the case we pick a particular
loss, namely, the (regularized) Bures-Wasserstein loss introduced in Section 4.2.5. This
loss will have the particularity of not being convex onM(n,m), in contrast with the usual
Frobenius loss. We recall lastly the different losses, introduced in Section 4.2.5, that we
consider.

5.2.3 Bures-Wasserstein losses

The covariance (or Burer-Monteiro) parametrization π (4.4) is given by

π : M(n,m) −→ S+(n)
W 7−→ π(W ) =WW⊤.

(5.9)

Under π (5.9) and µ (5.1), recall the different parametrizations of the Bures-Wasserstein
loss:
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L : S+(n) −→ R (5.10a)

Σ 7−→ L(Σ) = tr

(
Σ+ Σ0 − 2

[
Σ
1/2
0 ΣΣ

1/2
0

]1/2)
,

L1 : M(n,m) −→ R (5.10b)
W 7−→ L1(W ) = L ◦ π(W ),

LN : Θ −→ R (5.10c)
θ 7−→ LN (θ) = L ◦ π ◦ µ(θ).

As done in Section 4.2.5, recall the regularized (or perturbative) losses:

Lτ : S+(n) −→ R (5.11a)

Σ 7−→ Lτ (Σ) = tr

(
Σ+ τ In +Σ0 − 2

[
Σ
1/2
0 (Σ + τ In) Σ

1/2
0

]1/2)
,

L1
τ : M(n,m) −→ R (5.11b)

W 7−→ L1
τ (W ) = Lτ ◦ π(W ),

LNτ : Θ −→ R (5.11c)
θ 7−→ LNτ (θ) = Lτ ◦ π ◦ µ(θ).

Remark 5.5. The perturbative loss (5.11b), as well as the original loss on fixed-rank
matrices, are differentiable. Many results of [BRT+21] can be carried over for these
differentiable Bures-Wasserstein losses. For example, the uniform boundedness at any
time t ∈ [0,∞) of the end-to-end matrix holds, as ∥W (t)∥ ⩽

√
2L1(W (0)) + trΣ0 (see

Corollary 5.11). Similar observations may apply for L1 if the matrix WW⊤ remains
positive definite throughout training, in which case the gradient flow remains well-
defined and the loss is monotonically decreasing. We expand on this in Section 5.5.4.

We first provide useful bounds on the Bures-Wasserstein loss.

5.3 Boundedness of the Bures-Wasserstein loss

In this section, we will derive the results about the (smooth) Bures-Wasserstein loss
required for the convergence analysis. The main result of the section is Proposition 5.12,
stating the convergence of the gradient flow on the parameter space on the perturbative
loss to a critical point of the loss.

Our goal is to show convergence to a critical point of LNτ = Lτ ◦ π ◦ µ (5.10c) under the
gradient flow update of the parameters (Equation (5.4)). We first show that the BW
lossL1 restricted to thematricesW of full row-rankM∗ satisfies the so-called Łojasiewicz
inequality (meaning there exist constants (p, q) ∈ (0,∞)2 such that, for allW ∈ M∗ in a
neighbourhood of a critical pointW ∗ ∈ M∗, ∥∇L1(W )∥ > p∥L1(W )− L1(W ∗)∥q).
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5.3 Boundedness of the Bures-Wasserstein loss

Lemma 5.6 For any W ∈ M∗ (such that WW⊤ ∈ S++(n)), and for the loss L1 defined
in (5.10b), we have

∥∇WL
1(W )∥2F = 4L1(W ). (5.12)

Proof. This equality can be obtained by direct computation. Since

∇L1(W ) = 2W − 2Σ
1/2
0 (Σ

1/2
0 WW⊤Σ

1/2
0 )−1/2Σ

1/2
0 W,

we have

∥∇WL
1(W )∥2F = 4 tr

((
W − Σ

1/2
0 (Σ

1/2
0 WW⊤Σ

1/2
0 )−1/2Σ

1/2
0 W

)
·(

W⊤ −W⊤Σ
1/2
0 (Σ

1/2
0 WW⊤Σ

1/2
0 )−1/2Σ

1/2
0

))
= 4 tr(WW⊤)− 4 tr

(
WW⊤Σ

1/2
0 (Σ

1/2
0 WW⊤Σ

1/2
0 )−1/2Σ

1/2
0

)
− 4 tr

(
Σ
1/2
0 (Σ

1/2
0 WW⊤Σ

1/2
0 )−1/2Σ

1/2
0 WW⊤

)
+ 4 tr(Σ0).

Note that the two middle terms above are the same, and they can be simplified as

tr
(
WW⊤Σ

1/2
0 (Σ

1/2
0 WW⊤Σ

1/2
0 )−1/2Σ

1/2
0

)
= tr

(
Σ
1/2
0 (Σ

1/2
0 WW⊤Σ

1/2
0 )−1/2Σ

1/2
0 WW⊤

)
= tr

(
(Σ

1/2
0 WW⊤Σ

1/2
0 )1/2

)
.

Combining all the terms together, we get the equality (5.12).

A key property for deep-linear-neural networks is the following, which ensures that the
gradient flow (5.4) converges to a critical point of LN . Namely, if the trajectory t 7→ θ(t)
remains bounded for all t ∈ [0,∞), and if L1 is an analytic function (i.e. locally given
by a power series), then (5.4) converges to a critical point of LN , i.e. a point θ∗ ∈ Θ so
that∇LN (θ∗) = 0. This is stated in the next theorem.

Theorem 5.7 (Gradient flow converges to a critical point of LN). Let L1 be analytic and
suppose the trajectory [0,∞) ∋ t 7→ µ(θ(t)) remains bounded under the gradient flow evolu-
tion θ̇ = −∇[L1 ◦ µ](θ). Then, the flows ofWi(t) andW (t) given by (5.4) and (5.6) are defined
and bounded for all t ∈ [0,∞), and θ(t) = (W1(t), . . . ,WN (t)) converges to a critical point
of LN = L1 ◦ µ as t→ ∞.

Proof. This result is proven by [BRT+21, Theorem 3.2] for the squared error loss, but
it can be stated for an arbitrary analytic loss. It relies on the Łojasiewicz argument for
the convergence of gradient flows [AMA05, Theorem 2.2], and the fact that each of the
weightsWi is bounded in norm as long as the end-to-end product µ(θ) =WN :1 is. This
last claim is proven by [BRT+21, Theorem 3.2] and does not depend on the particular
loss, as long as it is differentiable (so that the gradient flow is well defined).
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5 Convergence of a linear Bures-Wasserstein GAN

The boundedness of ∥W∥F can be shown depending on the loss that is considered.
For example, it holds for the regularized loss L1

τ as we discuss next. For the loss L1
τ

introduced in (5.11b), one can indeed bound the norm ofW throughout training as stated
in Lemma 5.10 below. Since the loss L1

τ is analytic, one immediately gets the following
result. We give a simple test to show the boundedness of a trajectory under (5.4), using
the decrease of the loss along training.

Lemma 5.8 Let L1 : M(n,m) → R be a given loss differentiable loss and let µ : Θ →
M(n,m) (5.1) be the linear network parametrization. Let θ : [0,∞) → Θ be a path on the param-
eter space under gradient flow (5.4) of LN = L1 ◦ µ. DenoteW = µ ◦ θ : [0,∞) → M(n,m)
the corresponding trajectory in the function space. Assume that there exists an increasing func-
tion f : R → R such that, for any t ∈ [0,∞), one has ∥W (t)∥F ⩽ f(L1(W (t))). Then, the
trajectoryW : [0,∞) is bounded; i.e., ∀t ∈ [0,∞), ∥W (t)∥F <∞.

Proof. Under gradient flow, for any t ∈ [0,∞), L1(W (t)) ⩽ L1(W (0)). Indeed, writing
the chain rule and the gradient flow (5.4b),

d

dt
L1(W (t)) =

∑
j

〈
∇WjLN (W1(t), . . . ,WN (t)),

dWj(t)

dt

〉
= −

∑
j

∥∥∇WjLN (W1, . . . ,WN )
∥∥2
F
⩽ 0. (5.13)

Therefore, for any t ∈ [0,∞), L1(W (t)) ⩽ L1(W (0)). Now, let f : R → R be an increas-
ing function, so that f(L1(W (t))) ⩽ f(L1(W (0))). If, for any t ∈ [0,∞), ∥W (t)∥F ⩽
f(L1(W (t))), then ∥W (t)∥F ⩽ f(L1(W (t))) ⩽ f(L1(W (0))) is bounded.

The assumption in Lemma 5.8 is satisfied for a couple of losses, including the squared
error loss [BRT+21] and the L1

τ loss, as shown in Lemma 5.10 below. This allows us to
consider losses that “grow with the weights”, so that the end-to-end matrix is bounded
when the loss converges to zero. We now show the boundedness of the weights when
considering the Bures-Wasserstein loss (5.10b).

Lemma 5.9 (Boundedness for the BW loss L). Given a target Σ0 ∈ S++(n), and for any Σ ∈
S+(n), the loss L (4.11a) at Σ is lower-bounded by 1

2 tr Σ− tr Σ0.

Proof. For any ν ∈ M (X), recall that L1(ν) denotes the set of ν-integrable functions onX
(Definition 2.18).

By the dual expression of the 2-Wasserstein distance using the 2-transform mechanics
presented in Equation (2.32), we have

L(Σ) = W2
2 (ν0, νθ) = sup

{∫
u dνθ +

∫
u(2) dν0 | u ∈ L1(νθ)

}
,
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5.3 Boundedness of the Bures-Wasserstein loss

where u(2) is the 2-transform of u defined, for any u ∈ L1(νθ), as

u(2) : Rd −→ R,
x′ 7−→ inf

{
∥x− x′∥2 − u(x) | x ∈ Rd

}
.

Choosing v : x 7→ 1
2∥x∥2, we have v ∈ L1(νθ) and its 2-transform is v(2) : x′ 7→ −∥x′∥2.

Therefore, we get

L(Σ) = W2
2 (ν0, νθ) ⩾

∫
1

2
∥x∥2 dνθ(x)−

∫
∥x′∥2 dν0(x′) =

1

2
trΣ− tr Σ0 (5.14)

as claimed.

Lemma 5.9 will next be used in order to bound the norm of the end-to-end matrix.

Lemma 5.10 (Boundedness for the loss L1
τ). The norm of the end-to-end matrixW is upper-

bounded when using the loss L1
τ (5.11b).

Proof. With φτ (Σ) = Σ + τ In and π(W ) =WW⊤, the loss L1
τ satisfies

L1
τ (W ) = L(φτ (π(W ))) ⩾

1

2
tr (π(W ) + τ In)− tr Σ0 =

1

2
trWW⊤ − tr Σ0 +

n

2
τ

=⇒
√

2L1
τ (W ) + 2 trΣ0 − nτ ⩾ ∥W∥F.

Therefore, there exists an increasing function f such that ∥W∥F ⩽ f(L1
τ (W )). Since the

loss decreases under gradient flow, one has

∥W (t)∥F ⩽
√

2L1
τ (W (0)) + 2 trΣ0 − nτ, (5.15)

and the boundedness of t 7→W (t) is shown.

Taking τ = 0 in Lemma 5.10 gives the next corollary.

Corollary 5.11 For the Bures-Wasserstein loss L, ifWW⊤ is positive definite, so that the loss
is differentiable, then, the norm of the end-to-end matrixW (t) = µ(θ(t)) is uniformly bounded
throughout the flow:

∀t ∈ [0,∞), ∥W (t)∥F ⩽
√

2L1(W (0)) + 2 trΣ0, (5.16)

Proposition 5.12 The gradient flow (5.4) on the perturbative loss (5.11c) converges to a critical
point θ∗ of LNτ .

Proof. This is a direct consequence of Theorem 5.7 and Lemma 5.10.
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5 Convergence of a linear Bures-Wasserstein GAN

This property of the gradient flow is necessary in order to prove the convergence of the
training to a minimizer of L1

τ . At first glance, there is no immediate reason to expect
that the critical points of LNτ = L1

τ ◦ µ correspond to critical points of L1
τ , since the

parametrization µ could introduce superfluous critical points for LNτ . This last aspect
led [TKB20] to distinguish between the pure and spurious critical points of a linear
network; i.e. points that are critical for both LN and L1, and those that are critical only
for LN , and study conditions under which spurious local minima can be excluded.

We turn now to the convergence analysis under gradient flow and gradient descent of
the (regularized) Bures-Wasserstein loss.

5.4 Convergence analysis

Equipped with the bounds derived in the previous section, we are able to analyze
the convergence properties of the training algorithms presented in Section 5.2 for the
Bures-Wasserstein loss (5.10c). The gradient flow convergence will require a full-rank
assumption on the covariance matrix.

5.4.1 Gradient flow convergence

The Bures-Wasserstein distance can be viewed through the lens of the Procrustes met-
ric [DKZ09; MPZ19]. In fact, it can be obtained by the followingminimization problem.

Lemma 5.13 ([BJL19, Theorem 1]). For (Σ,Σ0) ∈ S+(n)2,

B2(Σ,Σ0) = min
{
∥Σ1/2 − Σ

1/2
0 U∥2F | U ∈ O(n)

}
, (5.17)

where O(n) denotes the set of n × n orthogonal matrices. Moreover, any minimizer Ū is the
orthogonal element of a polar decomposition ofΣ1/2Σ

1/2
0 : there existsWSV ⊤ a SVD ofΣ1/2Σ

1/2
0

so that Ū =WV ⊤.

We emphasize that in the above description of the Bures-Wasserstein distance, a min-
imizer Ū (is not unique and) depends on Σ, so that B2 fundamentally differs from a
squared Frobenius norm. Moreover, the square root on Σ can lead to singularities when
differentiating the loss. Nonetheless, based on (5.17), we can formulate the following
deficiency margin concept to avoid such singularities.

Definition 5.14 (Modified deficiency margin (MDM)). Given a target matrix Σ0 ∈ S++(n)
and a positive constant c ∈ (0,∞), we say that Σ ∈ S+(n) has a c-modified-deficiency
margin (c-MDM) with respect to Σ0 if

min
{
∥Σ1/2 − Σ

1/2
0 U∥F | U ∈ O(n)

}
⩽ σmin(Σ

1/2
0 )− c. (5.18)
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5.4 Convergence analysis

Recall the parametrizations µ (5.1) and π (5.9) . With a slight abuse of terminology, we
will say thatW ∈ M(n,m) (resp. θ ∈ Θ) has a modified-deficiency margin if π(W ) (resp.
π(µ(θ))) does. The deficiency margin idea can be traced back to [ACG+19].

If we initialize the parameters so thatΣ is close to the targetΣ0, then (5.18) holds trivially.
In fact, if the initial valueW (0) satisfies the modified-deficiency margin condition, then
the least singular value ofW (t) remains bounded below by c for all t ∈ [0,∞), along a
gradient flow trajectory with decreasing LN . This is stated by the next lemma.

Lemma 5.15 Let LN : Θ → R be the BW loss (5.10c). Let θ : [0,∞) → Θ be the path in
parameter space under gradient flow (5.4) of LN , and denote Σ = π ◦ µ ◦ θ : [0,∞) → S+(n)
the corresponding covariance trajectory. Suppose Σ(0) has a modified deficiency margin c with
respect to Σ0. Then,

∀t ∈ [0,∞), λmin

(
Σ1/2(t)

)
⩾ c. (5.19)

The proof of this and all results in this section are provided in Section 5.5. We note
that, while the modified deficiency margin assumption is sufficient for Lemma 5.15 to
hold, it is by no means necessary. We will assume that the modified deficiency margin
assumption holds for simplicity of exposition, but the gradient flow analysis in the next
paragraph only requires the less restrictive Lemma 5.15 to hold.

By Lemma 5.15, if initialized with a modified deficiency margin c ∈ (0,∞), the path in
the covariance space Σ = π ◦ µ ◦ θ : [0,∞) → S+(n), corresponding to a given parameter
path θ : [0,∞) → Θ under the gradient flow of LN , will stay inside

S++(n; c
2) := {A ∈ S++(n) | A ≽ c2In}.

This in turn makes L strongly-convex along the trajectory Σ, as stated next.

Lemma 5.16 Let θ : [0,∞) → Θ be a parameter trajectory and letΣ = π◦µ◦θ : [0,∞) → S+(n)
be the corresponding path in the covariance space. Assume that there exists ε ∈ (0,∞) such that,
for all t ∈ [0,∞), Σ(t) ≽ εIn (i.e., Σ: [0,∞) → S++(n; ε)). Let

Kε :=
λ
1/2
min(Σ0)

2ε3/2
. (5.20)

Then, for all t ∈ [0,∞), the Hessian operator G(t) of the loss L at Σ(t), as defined by (4.32),
satisfies

λmin(G(t)) ⩾ Kε.

This is proven in Section 5.5.2. The spectrum of the loss’ Hessian at positive matrices
is therefore lower-bounded. Together with Lemma 5.15, this has the following direct
implication.
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5 Convergence of a linear Bures-Wasserstein GAN

Corollary 5.17 Let θ : [0,∞) → Θ be a parameter path under the gradient flow (5.4) of the
loss LN (5.10c), and let c ∈ (0,∞). If θ(0) has a c-MDM (Definition 5.14), the loss L (5.10a)
is strongly convex along the trajectory Σ = π ◦µ◦ θ : [0,∞) → S++(n; c

2) with constantKc2 =

λ
1/2
min(Σ0)

2c3
.

Equipped with the strong convexity of the loss L, under the c-MDM assumption, given
by Corollary 5.17, we are ready to show that the gradient flow (5.4) of the loss LN (5.10c)
has convergence rateO(e−K

′
c,NKct) to the global minimizer of L, whereKc is the constant

from the Hessian bound given by Lemma 5.16, andK ′
c,N only depends on the modified-

margin deficiency c and the depth of the network N .

The following theorem is the main result of this part.

Theorem 5.18 (Convergence of gradient flow for the BW loss). Let θ : [0,∞) → Θ be a
path in the parameter space under the gradient flow (5.4) for the loss LN (5.10c), and let Σ =
π◦µ◦θ : [0,∞) → S+(n) be the corresponding trajectory in the covariance space. Let c ∈ (0,∞).
Assume both balancedness (Definition 5.2) and c-modified deficiency margin (Definition 5.14)
for θ(0). Let ∆∗ := Σ(0) − Σ∗ be the distance from the initialization to the minimizer Σ∗ :=
argmin {L(Σ) | Σ ∈ S++(n)} = Σ0. Then, one has the following convergence rate

L(Σ(t))− L(Σ∗) ⩽ e−4λ
1/2
min(Σ0)Nc

N−2
N t∆∗. (5.21)

Remark 5.19. Theorem 5.18 shows that the depth of the network can accelerate the con-
vergence of the gradient algorithms. Indeed, c

N−2
N ∼ c as N → ∞ in (5.21), so that

e−4λ
1/2
min(Σ0)Nc

N−2
N t ∼ e−4λ

1/2
min(Σ0)Nct as N → ∞. We test this asymptotic linear depen-

dency of the rate in c and λ1/2min(Σ0) experimentally in Section 5.6, as well as the predicted
convergence acceleration as N grows.

Now, as we also study the regularized BW loss, we can state the convergence theorem if
we consider the gradient flow on the regularized loss LNτ instead of the original one LN .
In this case, the regularized covariance matrix belongs to S++(n; τ), and the statement
can be adapted as required.

Corollary 5.20 (Convergence of gradient flow for the smooth loss). Let∆∗
τ := Στ (0)−Σ∗

τ

be the distance from the initialization to the minimizer Σ∗
τ := argmin {Lτ (Σ) | Σ ∈ S++(n)} =

Σ0 − τ In. Assume both balancedness (Definition 5.2) and the modified deficiency margin
(Definition 5.14). Then, the gradient flow θ̇(t) = −∇LNτ (θ(t)) converges as

L(Στ (t))− L(Σ∗
τ ) ⩽ e−8Nc

2(2N−1)
N Kτ t∆∗

τ , (5.22)

whereKτ =
λ
1/2
min(Σ0)

2τ3/2
is the strong convexity parameter from Lemma 5.16.

This concludes the continuous-time-setting analysis of the BW loss minimization.
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5.4.2 Convergence of gradient descent for the BW loss

We turn to the study of the gradient-descent (5.5) optimization for the BW loss. We
adapt the theorems of [NRT21], where the analysis is performed in the square-loss-
regression setting, to our specific loss. We show similar results in our generative setting.
In particular, we also obtain an almost sure convergence of the gradient descent iterates to
a critical point of the regularized Bures-Wasserstein loss. Furthermore, when assuming
a bounded initialization, we show that this minimizer is a global minimizer for the loss
restricted to a rank-bounded set of matrices. We do not adapt the statement in the shallow
case (which affirms that, under suitable initialization, the minimizer found by gradient
descent is a global minimizer across all possibly parametrized matrices). We leave the
exact derivation of the rate of convergence for future work. We cover the case of a general
N ⩾ 2. A more detailed analysis of the case N = 2 is also left for future work.

In order to prove convergence, we require the loss to be analytic. Due to the matrix
square root in LN (5.10c), the BW loss is not analytic everywhere. Moreover, we will not
assume that the initialization of the weights satisfy the MDM property (Definition 5.14),
in contrast to what was done in Section 5.4.1. Therefore, we will derive the convergence
results in this section on the regularized loss LNτ (5.11c), for some τ ∈ (0,∞). Moreover,
the perfect balancedness property is not conserved by a gradient descent update. As
discussed in Section 5.2.2, we rely in this case on the approximate balancedness (or
δ-balancedness) of the weights instead, as defined by Definition 5.3.

All of the proofs of this section can be found in Section 5.5.5.

We first state the convergence of gradient descent towards a critical point of the loss.

Theorem 5.21 Let −→W : N0 → Θ be a path in the parameter space under the gradient descent
iterations (5.5) of LNτ (5.11c), with stepsize η ∈ (0,∞). Suppose that the initialization −→

W (0) of
the iterations has balancedness property constant αδ for some (δ, α) ∈ (0,∞)× [0, 1). Assume
further that the stepsize η satisfies

η ⩽
2(1− α)δ

4LNτ (
−→
W (0)) + (1− α)δBδ

(5.23)

where

Bδ := eNKN−1
δ

(
∥Σ0∥

(
eKN

δ + τ
)
eKN

δ

τ2

+ 4
√
n

[
1 +

√
τλmin(Σ0)λmax(Σ0)

τλmin(Σ0)

])
,

(5.24a)

Kδ :=M2/N + (N + 1)δ2, (5.24b)

M :=

√
2
(
LNτ (

−→
W (0)) + ∥Σ1/2

0 ∥2F
)
. (5.24c)
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5 Convergence of a linear Bures-Wasserstein GAN

Then, the sequence
(−→
W (k)

)
k∈N0

converges to a critical point of LNτ .

This theorem only ensures that the iterates converge to a critical point of the loss. With
an additional assumption on the initial point, we can refine the statement and show the
convergence to a global minimizer from almost every initialization. In this regard, we set
a bounded region in the parameter space B ⊊ Θ and let

δB = sup
−→
W∈B

max
j∈[N−1]

∥∥∥W⊤
j+1Wj+1 −WjW

⊤
j

∥∥∥, (5.25a)

LB = sup
−→
W∈B

LNτ (
−→
W ), (5.25b)

MB =

√
2
(
LB + ∥Σ1/2

0 ∥2F
)
. (5.25c)

The next theorem ensures convergence towards specific critical points; namely, minimiz-
ers of the loss over some rank-constrained-matrices sets.

Theorem 5.22 Let B ⊊ Θ =×j∈[N ]M(dj , dj−1) be a bounded set, and let (δB, LB,MB) be
defined as in (5.25), so that δB ⩽ αδ for some (δ, α) ∈ (0,∞)×[0,∞). Let d = min j∈[0:N ]{dj}.
Let η ∈ (0,∞) be a stepsize such that

η ⩽
2(1− α)δ

4LB + (1− α)δBδ
,

where

Bδ := eNKN−1
δ

(
∥Σ0∥

(
eKN

δ + τ
)
eKN

δ

τ2
+ 4

√
n

[
1 +

√
τλmin(Σ0)λmax(Σ0)

τλmin(Σ0)

])
,

Kδ :=M
2/N
B + (N + 1)δ2.

Consider the path−→W : N0 → Θ under gradient descent (5.5) of the loss LNτ with stepsize η. Then,
for almost all initializations −→W (0) ∈ B, the iterates converge to a critical points −→W ∗ of LNτ such
that W ∗ = µ(

−→
W ∗) is a global minimum of L1

τ (5.11b) on the manifold Mk ⊆ M(dN , d0) of
matrices of rank k = rank(W ∗) ∈ [0 : d].

In the function and covariance spaces, the rank of the critical point we converge to is
upper-bounded by the width of the smallest layer in the network. It is left to future work
to understand what exactly the value for this rank is; notably, if the highest possible rank
is achieved or not.
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5.5 Proofs of convergence results in Section 5.4

In this section, we provide the proofs of the gradient flow (Section 5.5.4) and the gradient
descent (Section 5.5.5) statements (Theorems 5.18, 5.21 and 5.22). They mostly rely
on bounds of the Hessian of the loss (Section 5.5.2). First, we provide the proof of
Lemma 5.15.

5.5.1 Proof of Lemma 5.15

We start by proving Lemma 5.15, stating that with the modified-margin deficiency
assumption on the initial weights, the parametrized covariance does not degenerate
along the gradient flow (5.4) training algorithm. In fact, its minimal eigenvalue does
not degrade along any path W : [0,∞) → M(n,m) such that L1 ◦ W : [0,∞) → R is
decreasing, which is in particular the case when gradient flow or gradient descent
updates are considered, as per (5.13).

Proof of Lemma 5.15. Let θ : [0,∞) be the path under gradient flow (5.4) of the loss
LN (5.10c). Let W = µ ◦ θ : [0,∞) → M(n,m) and Σ = π ◦ W : [0,∞) → S+(n) be
the corresponding trajectories in the function and covariance spaces. Denote Ū(t) ∈
argmin

{
∥Σ1/2(t)− Σ

1/2
0 U∥2F | U ∈ O(n)

}
for each t ∈ [0,∞).

Since, in this setting, L1 ◦ W : [0,∞) → R is decreasing (Lemma 5.8), L1(W (t)) ⩽
L1(W (0)) for all t ∈ [0,∞). Therefore, we have

λmin

(
Σ1/2(t)

)
= λmin

(
Σ1/2(t)− Σ

1/2
0 Ū(t) + Σ

1/2
0 Ū(t)

)
⩾ λmin

(
Σ
1/2
0 Ū(t)

)
− λmax

(
Σ1/2(t)− Σ

1/2
0 Ū(t)

)
⩾ λmin

(
Σ
1/2
0 Ū(t)

)
−
∥∥∥Σ1/2(t)− Σ

1/2
0 Ū(t)

∥∥∥
F

= λmin

(
Σ
1/2
0 Ū(t)

)
−
√
L1(W (t))

⩾ λmin

(
Σ
1/2
0 Ū(t)

)
−
√
L1(W (0))

= λmin

(
Σ
1/2
0 Ū(t)

)
−
∥∥∥Σ1/2(0)− Σ

1/2
0 Ū(0)

∥∥∥
F

⩾ λmin

(
Σ
1/2
0 Ū(t)

)
− λmin

(
Σ
1/2
0

)
+ c = c.

The cancellation in the last equality works due to the fact that the multiplication with an
arbitrary unitary matrix does not change singular values.
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5 Convergence of a linear Bures-Wasserstein GAN

5.5.2 Bounds on the Hessian of L

The aim of this section is to provide the bounds relative to the Hessian operator G (4.32)
of the BW loss L (5.10a).

Definition 5.23 (Eigenvalues of matrix operators). Let F : M(p, q) → M(p, q) be a linear
operator. Then, its extremal eigenvalues λ{min,max}(F) are defined as

λmin(F) := inf {⟨U,F(U)⟩ | U ∈ M(p, q), ∥U∥F = 1}, (5.26a)
λmax(F) := sup {⟨U,F(U)⟩ | U ∈ M(p, q), ∥U∥F = 1}. (5.26b)

One can use the bounds of [KSS21, Lemma A.3] in order to bound the Hessian of the
loss.

Lemma 5.24 (Bounds on the second-order differential, [KSS21, Lemma A.3]). Let Σ ∈
S++(n), and let G be defined as in (4.32). Then, for allX ∈ S++(n), the following bounds hold

⟨X,G(X)⟩ ⩾ λ
1/2
min(Σ

1/2
0 ΣΣ

1/2
0 )

2
∥Σ−1/2XΣ−1/2∥2F, (5.27a)

⟨X,G(X)⟩ ⩽ λ
1/2
max(Σ

1/2
0 ΣΣ

1/2
0 )

2
∥Σ−1/2XΣ−1/2∥2F. (5.27b)

(5.27c)

Equations (5.27a) and (5.27b) in turn bound the extremal eigenvalues, as defined in
Definition 5.23, of the Hessian operator G of L at Σ ∈ S++(n). The bound requires that
the eigenvalues of Σ are bounded away from zero. Therefore, for any ε ∈ (0,∞), let

S++(n; ε) := {A ∈ S++(n) | A ≽ εIn} (5.28)

be the set of ε-strictly positive definite matrices.

For c ∈ (0,∞), under the c-modified-deficiency margin assumption (Definition 5.14) at
initialization, the parametrized covariance matrix will belong to S++(n; c

2) along the
gradient flow trajectory, as per Lemma 5.15.

Lemma 5.25 (Spectral bounds of the Hessian on S++(n; ε)). Let ε ∈ (0,∞), and let Σ ∈
S++(n; ε). Let G be the Hessian operator of L at Σ, as defined by (4.32). Then, its extremal
eigenvalues are bounded as√

ελmin(Σ0)

2ε2
⩽ λmin(G) ⩽ λmax(G) ⩽

√
Cλmax(Σ0)

2ε2
, (5.29)

where C := 2(L(Σ) + tr(Σ0)).
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Proof. We first provide the proof for the minimal eigenvalue. By Equation (5.26a), the
maximal eigenvalue of G is defined by

λmin(G) = inf {⟨X,G(X)⟩ | X ∈ S++(n), ∥X∥F = 1}.

From the upper-bound of ⟨X,G(X)⟩ in (5.27a), one has

inf
X:∥X∥F=1

⟨X,G(X)⟩ ⩾ inf
X:∥X∥F=1

λ
1/2
min(Σ

1/2
0 ΣΣ

1/2
0 )

2
∥Σ−1/2XΣ−1/2∥2F

=
λ
1/2
min(Σ

1/2
0 ΣΣ

1/2
0 )

2
inf

X:∥X∥F=1
∥Σ−1/2XΣ−1/2∥2F

=
λ
1/2
min(Σ

1/2
0 ΣΣ

1/2
0 )

2
inf

X:∥X∥F=1
∥Σ−1X∥2F

=
λ
1/2
min(Σ

1/2
0 ΣΣ

1/2
0 )

2
λ2min(Σ

−1)

⩾
λ
1/2
min(Σ

1/2
0 ΣΣ

1/2
0 )

2ε2
. (5.30)

The last inequality is implied by the fact that

Σ ∈ S++(n; ε) =⇒ λmin(Σ
−1) = λ−1

max(Σ) > ε−1.

Now, for any positive definite matrices (A,B) ∈ (S++(n))
2 with increasing eigenvalues

and for any k ∈ [n], we know that

λk(A)λ1(B) ⩽ λk(AB) = λk(A
1/2BA1/2) ⩽ λk(A)λn(B). (5.31)

Taking k = 1 and (A,B) = (Σ0,Σ) provides the bound

λ
1/2
min(Σ

1/2
0 ΣΣ

1/2
0 ) ⩾ λ

1/2
min(Σ0)λ

1/2
min(Σ)

Moreover, λmin(Σ) ⩾ ε, so that (5.30) becomes

λmin(G) ⩾
√
ελmin(Σ0)

2ε2
=
λ
1/2
min(Σ0)

2ε3/2
.

The proof for the minimal eigenvalue is similar and follows from the bound (5.27b). One
derives

sup
X:∥X∥F=1

⟨X,G(X)⟩ ⩽ λmax(Σ
1/2
0 ΣΣ

1/2
0 )

2ε2
(5.32)

Now, by choosing (A,B) = (Σ0,Σ) and k = n in (5.31), and taking the square root, one
gets the bound

λ1/2max(Σ
1/2
0 ΣΣ

1/2
0 ) ⩽ λ1/2max(Σ)λ

1/2
max(Σ0).
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5 Convergence of a linear Bures-Wasserstein GAN

Moreover, λmax(Σ) ⩽ tr Σ, and from Lemma 5.9, we know that tr Σ ⩽ 2(L(Σ)−L(Σ0)) =:

C. Plugging it into (5.32), we obtain

λmax(G) ⩽
√
Cλmax(Σ0)

2ε2
,

finishing the proof.

Corollary 5.26 Let ε ∈ (0,∞). The loss L is Kε-strongly convex on S++(n; ε), with Kε =

λ
1/2
min(Σ0)

2ε3/2

Proof. Let ε ∈ (0,∞). We show that S++(n; ε) is convex. Let A and B in S++(n, ε), and
let α ∈ (0, 1). For any x ∈ Rn\{0}, ⟨x, (αA+(1−α)B)x⟩ = α⟨x,Ax⟩+(1−α)⟨x,Bx⟩ > 0,
so that αA+ (1− α)B ∈ S++(n). Moreover, λmin(αA+ (1− α)B) = inf {⟨x, (αA+ (1−
α)B)x⟩ | ∥x∥ = 1} = inf {α⟨x,Ax⟩+ (1− α)⟨x,Bx⟩ | ∥x∥ = 1} ⩾ α inf {⟨x,Ax⟩ | ∥x∥ =
1} + (1 − α) inf {⟨x,Bx⟩ | ∥x∥ = 1} = αλmin(A) + (1 − α)λmin(B) ⩾ ε. Therefore,
αA+ (1− α)B ∈ S++(n, ε), and S++(n, ε) is a convex set.

On S++(n, ε), the Hessian of the loss L has its spectrum lower-bounded by Kε =√
ελmin(Σ0)

2ε2
, as stated in Lemma 5.25. Hence, L isKε-strongly convex on S++(n; ε).

The lower-bound derived in Lemma 5.25 allows proof Lemma 5.16.

Proof of Lemma 5.16. Under the c-MDM hypothesis for θ(0), Lemma 5.15 ensures that
Σ(t) ∈ S++(n; c

2) for all t ∈ [0,∞). Therefore, by Lemma 5.25, for all t ∈
[0,∞), λmin (G(t)) ⩾ Kc2 =

λ
1/2
min(Σ0)

2c3
.

Remark 5.27. For τ ∈ (0,∞) and Σ ∈ S+(n), the associated regularized covariance matrix
Στ = Σ + τ In belongs to S++(n; τ). Therefore, Lemma 5.25 and corollary 5.26 can be
stated for Lτ on S+(n), with ε replaced by τ .

The strong convexity of the loss on positive matrices will be the cornerstone for proving
the upper-bound on the rate of convergence of gradient flow in Section 5.5.4. Before that,
we show that the loss L1

τ is Lipschitz smooth.
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5.5.3 Hessian of L1
τ

In this section, we provide the expressions on the Hessian of the Bures-Wasserstein loss
in the deep-linear-network parametrization L1

τ (5.11b) on M(n,m).

Recall the second-order differential of L on S++(n) given in Lemma 4.38. With the
computation rule in Lemma 4.30, we are able to give the second-order differential of L1 =
L ◦ π.
Since the BW loss is only continuously differentiable on S++(n), we will consider the
regularization introduced in Section 4.2.5 and eq. (5.11).

Let τ ∈ (0,∞). The Lemma 4.38 can equivalently be stated forL atΣτ = Σ+τ In ∈ S++(n),
or for Lτ on S+(n). In the latter case, we will write the associated Hessian operator Gτ .

Lemma 5.28 (Second-order differential of L1
τ). Let W ∈ M(n,m). For any (U, V ) ∈

M(n,m)2, the second-order differential of L1
τ at W in the directions U and V is

d2L1
τ (W )[U, V ] = ⟨U,Hτ (V )⟩,

where

Hτ (V ) = 2(Gτ (VW⊤ +WV ⊤)W + (In − Σ
1/2
0 (Σ

1/2
0 ΣτΣ

1/2
0 )

−1/2
Σ
1/2
0 )V ), (5.33)

and Gτ is the Hessian operator (4.32) associated to the loss Lτ .

Proof. Applying the formula (4.28) to L1
τ = Lτ ◦ π gives, with Σ = π(W )

and d2π(W )[U, V ] = UV ⊤ + V U⊤,

d2L1
τ (W )[U, V ] = d2Lτ (Σ)[dπ(W )[U ], dπ(W )[V ]] + dLτ (Σ)[d

2π(W )[U, V ]]

= ⟨UW⊤ +WU⊤,Gτ (VW⊤ +WV ⊤)⟩+ tr (UV ⊤ + V U⊤)

− tr Σ
1/2
0 (Σ

1/2
0 ΣτΣ

1/2
0 )

−1
Σ
1/2
0 (UV ⊤ + V U⊤)

= 2⟨U,Gτ (VW⊤ +WV ⊤)W + V − Σ
1/2
0 (Σ

1/2
0 ΣτΣ

1/2
0 )

−1
Σ
1/2
0 V ⟩

= ⟨U,Hτ (V )⟩,

where we used the symmetry of Σ1/2
0 (Σ

1/2
0 ΣτΣ

1/2
0 )

−1/2
Σ0 to simplify the expression.

With the expression given by Lemma 5.28 and the bounds from Lemma 5.24, we bound
next the spectrum ofHτ , the Hessian operator of L1

τ .

Lemma 5.29 (Spectral bound ofHτ). LetHτ be defined as in (5.33). The maximal eigenvalue
for the Hessian of L1

τ respects the following bound

λmax(Hτ ) ⩽ λ1/2max(Σ
1/2
0 ΣτΣ

1/2
0 )

2C2

τ2
+ 2(1− λmin(Σ

1/2
0 (Σ

1/2
0 ΣτΣ

1/2
0 )

−1/2
Σ
1/2
0 )) (5.34)
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Proof. From (5.27b), one has for any X ∈ S++(n),

⟨X,Gτ (X)⟩ ⩽ λ
1/2
max(Σ

1/2
0 ΣτΣ

1/2
0 )

2
∥Σ−1/2

τ XΣ−1/2
τ ∥2F.

Let U ∈ M(n,m). With X(U) = UW⊤ +WU⊤, the bound becomes

⟨UW⊤ +WU⊤,Gτ (X(U))⟩ ⩽ λ
1/2
max(Σ

1/2
0 ΣτΣ

1/2
0 )

2
∥Σ−1/2

τ X(U)Σ−1/2
τ ∥2F

⇐⇒ 2⟨UW⊤,Gτ (X(U))⟩ ⩽ λ
1/2
max(Σ

1/2
0 ΣτΣ

1/2
0 )

2
∥Σ−1/2

τ X(U)Σ−1/2
τ ∥2F

⇐⇒ 2⟨U,Gτ (X(U))W ⟩ ⩽ λ
1/2
max(Σ

1/2
0 ΣτΣ

1/2
0 )

2
∥Σ−1/2

τ X(U)Σ−1/2
τ ∥2F.

Therefore,

⟨U,Hτ (U)⟩ = 2⟨U,Gτ (X(U))W + (In − Σ
1/2
0 (Σ

1/2
0 ΣτΣ

1/2
0 )

−1/2
Σ
1/2
0 )U⟩ (5.35)

⩽
λ
1/2
max(Σ

1/2
0 ΣτΣ

1/2
0 )

2
∥Σ−1/2

τ X(U)Σ−1/2
τ ∥2F

+ 2⟨U, (In − Σ
1/2
0 (Σ

1/2
0 ΣτΣ

1/2
0 )

−1/2
Σ
1/2
0 )U⟩.

We proceed by bounding each of the summands.

First, consider the term ∥Σ−1/2
τ X(U)Σ

−1/2
τ ∥2F = ∥Σ−1

τ X(U)∥2F. If U is such that ∥U∥F = 1,
then ∥X(U)∥2F = ∥UW⊤ +WU⊤∥2 ⩽ 4∥W∥2F by the triangle inequality and the sub-
multiplicativity of ∥ · ∥F. From Equation (5.15), we know that ∥W∥F ⩽ C for some
constant C.

Therefore, ∥U∥F = 1 =⇒ ∥X(U)∥ ⩽ 2C and

sup
{
∥Σ−1

τ X(U)∥2F | U ∈ M(n,m), ∥U∥F = 1
}

⩽ sup
{
∥Σ−1

τ X(U)∥2F | X ∈ S(n), ∥X∥F ⩽ 2C
}

⩽ sup
{
4C2∥Σ−1

τ X∥2F | X ∈ S(n), ∥X∥F = 1
}

⩽ 4C2λ2max(Σ
−1
τ ) =

4C2

τ2
.

Hence,

sup

{
λ
1/2
max(Σ

1/2
0 ΣτΣ

1/2
0 )

2
∥Σ−1/2

τ X(U)Σ−1/2
τ ∥2F | U ∈ M(n,m), ∥U∥F = 1

}

⩽ λ1/2max(Σ
1/2
0 ΣτΣ

1/2
0 )

2C2

τ2
.
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The second summation in (5.35) can be bounded as

sup

{
2⟨U, (In − Σ

1/2
0 (Σ

1/2
0 ΣτΣ

1/2
0 )

−1/2
Σ
1/2
0 )U⟩ | U ∈ M(n,m), ∥U∥F = 1

}
= 2λmax(In − Σ

1/2
0 (Σ

1/2
0 ΣτΣ

1/2
0 )

−1/2
Σ
1/2
0 )

= 2(1− λmin(Σ
1/2
0 (Σ

1/2
0 ΣτΣ

1/2
0 )

−1/2
Σ
1/2
0 )).

Corollary 5.30 (Lipschitz-smoothness of L1
τ). For τ ∈ (0,∞), the loss W 7→ L1

τ (W ) is
Lipschitz smooth.

Proof. This directly follows from the boundedness of the Hessian showed previously
and the convexity of L1

τ using Taylor approximation.

Once the Lipschitz-smoothness of the loss has been proven, one can turn to showing that
the rank is preserved under balanced initial conditions.

Proposition 5.31 ([BRT+21, Proposition 4.4]). Let L1 : M(n,m) → R be a Lipschitz smooth
function (i.e., a differentiable function with Lipschitz gradient). Let t0 ∈ [0,∞). Suppose
that W1(t), . . . ,WN (t) are solutions of the gradient flow (5.4) of LN with balanced initial
valuesWj(t0) and define the productW (t) = µ(θ(t)) =WN (t) · · ·W1(t). IfW (t0) is contained
inM(k) for some k ∈ N0, thenW (t) is contained inM(k) for all t ∈ [t0,∞).

Remark 5.32. The loss L1
τ satisfies the conditions of Proposition 5.31; therefore, the flow

on L1
τ remains in the manifold M(k) for all t ∈ [t0,∞) ifW (t0) ∈ M(k) for some t0 ∈

[0,∞).

5.5.4 Proof of gradient flow convergence

We first prove here the convergence of the gradient flow of LN to a parameter corre-
sponding to a covariance matrix that is a global minimizer of Lτ , under the assumptions
of balanced weights (Definition 5.2) and modified deficiency margin (Definition 5.14).
Then, in Corollary 5.20, we state the theorem for the regularized loss, under the same
assumptions on the weights.

Proof of Theorem 5.18. Let c ∈ (0,∞), and let θ : [0,∞) → Θ be a path under gradient
flow (5.4) of LN (5.10c). The idea of the proof is to transfer the strong convexity property
from L on S++(n; c

2) to the evolution of the parameters. Indeed, assuming that θ(0) has
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5 Convergence of a linear Bures-Wasserstein GAN

c-MDM, Lemma 5.15 ensures that the parametrized covariances Σ = π ◦ µ ◦ θ remain
inside S++(n; c

2) onto which, by Lemma 5.16, the loss L isKc2-strongly-convex with

Kc2 =
λ
1/2
min(Σ0)

2c3
. (5.36)

Hence, for any t ∈ (0,∞), the following inequality holds

L(Σ(t))− L(Σ∗) ⩽
1

2Kc2
∥∇L(Σ(t))∥2F,

The dependency on t will be implied in the following in order to lighten the notation.
Rearranging the terms in the above equation, we have

−∥∇L(Σ)∥2F ⩽ −2Kc2 (L(Σ)− L(Σ∗)) . (5.37)

On the covariance space, for the regularized loss, the gradient flow is written
dL(Σ)

dt
= ⟨∇L(Σ), d

dt
Σ(t)⟩

= ⟨∇ΣL(Σ),W
dW

dt

⊤
+

dW

dt
W⊤⟩

= 2⟨∇ΣL(Σ)W,
dW

dt
⟩.

The expression of dW
dt is given by Lemma 5.1:

dW

dt
= −

N∑
ℓ=1

WN :ℓ+1W
⊤
N :ℓ+1∇L1(W )W⊤

ℓ−1:1Wℓ−1:1.

Since ∇L1(W ) = 2∇L(Σ)W , and from the balancedness assumption we
haveWN :ℓ+1W

⊤
N :ℓ+1 = (WW⊤)

N−ℓ
N andW⊤

ℓ−1:1Wℓ−1:1 = (W⊤W )
ℓ−1
N , we get

dL(Σ(t))

dt
= −4

N∑
ℓ=1

〈
∇L(Σ)W,

[
WW⊤

]N−ℓ
N ∇L(Σ)W

[
W⊤W

] ℓ−1
N

〉
.

Now, let USV ⊤ = W be a (thin) SVD of W , so that WW⊤ = US2U⊤ and W⊤W =
V S2V ⊤. For one layer ℓ ∈ [N ], we then have〈

∇L(Σ)W,
[
WW⊤

]N−ℓ
N ∇L(Σ)W

[
W⊤W

] ℓ−1
N

〉
= tr

(
∇L(Σ)W

[
W⊤W

] ℓ−1
N
W⊤∇L(Σ)

[
WW⊤

]N−ℓ
N

)
= tr

(
∇L(Σ)USV ⊤V S

2(ℓ−1)
N V ⊤V SU⊤∇L(Σ)US

2(N−ℓ)
N U⊤

)
= tr

(
U⊤∇L(Σ)US

2(N+ℓ−1)
N U⊤∇L(Σ)US

2(N−ℓ)
N

)
=
〈
U⊤∇L(Σ)US

2(N+ℓ−1)
N , S

2(N−ℓ)
N U⊤∇L(Σ)U

〉
.
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LetX := U⊤∇L(Σ)U, D := S
2(N+ℓ−1)

N , and E := S
2(N−ℓ)

N . We evaluate ⟨XD,EX⟩ for the
diagonal D,E as

⟨XD,EX⟩ =
∑
i,j

Xi,jDjXi,jEi =
∑
i,j

EiDjX
2
i,ℓ.

Since Ei = s
2(N−ℓ)

N
i and Dj = s

2(N+ℓ−1)
N

j , and due to the modified-margin deficiency
assumption, for all (i, j) ∈ [k]2, we have Ei ⩾ c

2(N−ℓ)
N and Dj ⩾ c

2(N+ℓ−1)
N , so that

⟨XD,EX⟩ ⩾ c
2(2N−1)

N

∑
i,j

X2
i,j = c

2(2N−1)
N ∥X∥2F. (5.38)

Since X = U⊤∇L(Σ)U⊤, we have that ∥X∥2F = ∥∇L(Σ)∥2F, so that in total

d

dt
L(Σ(t)) ⩽ −4

N∑
ℓ=1

c
2(2N−1)

N ∥∇L(Σ)∥2F = −4Nc
2(2N−1)

N ∥∇L(Σ)∥2F.

From the strong convexity of L (5.37), we get the bound

d

dt
L(Σ(t)) ⩽ −8Nc

2(2N−1)
N Kc2(L(Σ)− L(Σ∗))

=⇒ 1

L(Σ(t))− L(Σ∗)

d

dt
(L(Σ(t))− L(Σ∗)) ⩽ −8Nc

2(2N−1)
N Kc2 .

Now, by integrating both sides from 0 to t,

ln

(
L(Σ(t))− L(Σ∗)

L(Σ(0))− L(Σ∗)

)
⩽ −8Nc

2(2N−1)
N Kc2t.

Let ∆∗ = Σ(0)− Σ∗ be the distance from the initialization to optimality. Finally we get
the desired exponential rate

L(Σ(t))− L(Σ∗) ⩽ e−8Nc
2(2N−1)

N Kc2 t∆∗ = e−4λ
1/2
min (Σ0)Nc

N−2
N t∆∗,

where we used the expression ofKc2 (5.36) to simplify the right-hand-side term. This
concludes the proof.

5.5.5 Proofs of gradient descent convergence

We now turn to the analysis of the finite-step-size gradient descent optimization of the
BW loss. We first recall and slightly relax the bound for ∥W∥ in terms ofL1

τ (W ) provided
by Lemma 5.10, adapting the bound given in [NRT21, Lemma 3.1] in the regression
case with quadratic loss. In the rest of the section, let τ ∈ (0,∞) be the regularization
strength.
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Lemma 5.33 (Lemma 5.10). Let Σ0 ∈ S++(n), and letW ∈ M(n,m). Then,

∥W∥ ⩽

√
2
(
L1
τ (W ) + ∥Σ1/2

0 ∥2F
)
− nτ ⩽

√
2
(
L1
τ (W ) + ∥Σ1/2

0 ∥2F
)
.

Consequently, if for k ∈ N0, L1
τ (W (k)) ⩽ L1

τ (W (0)) = LNτ (
−→
W (0)), then

∥W (k)∥ ⩽

√
2
(
LNτ (

−→
W (0)) + ∥Σ1/2

0 ∥2F
)
.

The next lemma is taken as-is from [NRT21], and allow to bound the individual weight
matrices (spectral) norm as a function of the end-to-end matrix norm, in the case the
parameter −→W is δ-balanced.

Lemma 5.34 ([NRT21, Proposition 3.2]). Let−→W = (W1, . . . ,WN ) ∈ Θ be with balancedness
constant δ ∈ [0,∞) and letW =WN · · ·W1. Then,

∀j ∈ [N ], ∥Wj∥2 ⩽ ∥W∥2/N + (N + 1)2δ. (5.39)

The next proposition is key in obtaining the Theorems 5.21 and 5.22. This is an adaptation
of [NRT21, Proposition 3.4]. Once proven, the other results from [NRT21] will follow
almost immediately. .

Proposition 5.35 (Strong descent for gradient descent). Let −→W : N0 → Θ be a gradient
descent path for the loss (5.10c), and let (Bδ,Kδ,M) be defined by (5.24). Assume that −→W (0)
has balancedness constant αδ for δ ∈ (0,∞) and α ∈ [0, 1). Assume the stepsize η satisfies

η ⩽ min

{
2(1− σ)

Bδ
,
σ(1− α)δ

2LNτ (
−→
W (0))

}
, (5.40)

for some σ ∈ (0, 1). Then, the gradient iterates defined by (5.5) satisfy, for all k ∈ N0,

(1) −→
W (k) has balancedness constant δ,

(2) LNτ (
−→
W (k)) ⩽ LNτ (

−→
W (0)),

(3) ∀j ∈ [N ], ∥Wj(k)∥2 ⩽ Kδ =M
N
2 + (N + 1)2δ,

(4) LNτ (
−→
W (k))− LNτ (

−→
W (k + 1)) ⩾ ση

∥∥∥∇LNτ (−→W (k))
∥∥∥2
F
.

Remark 5.36. a) The first condition on η mostly ensures that the norm of the weights
during training remain bounded (statement (3)) and that the strong-descent condi-
tion holds (statement (4)) (Bδ will be shown to be a lower bound on the Hessian’s
norm of the loss), whereas the second condition ensures that the δ-balancedness
property is preserved during training (statement (1)), as will be shown in the
proof.
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b) Taking σ =
4LNτ (

−→
W (0))

4LNτ (
−→
W (0)) + (1− α)δBδ

reduces condition (5.40) to condition (5.23).

Proof of Proposition 5.35. We follow the proof of [NRT21, Proposition 3.4]. Essentially,
only the bound Bδ of the Hessian for LNτ is different in our case, and statement (4) will
require most of the effort. The proof of the statement (1) is identical to the but will be
nevertheless reproduced for the reader’s convenience.

The statements (1) to (3) are proved by induction on k ∈ N0. We will show that state-
ment (4) holds for k if statement (3) holds for k.

For k = 0, statement (1) holds by assumption on −→
W (0), and statement (2) holds trivially.

Further, Statement (3) holds by Lemmas 5.34 and 5.33.

Assume now that statements (1) to (3) hold for some k ∈ N0. We will show the different
statements hold for k + 1 in the order (2), (1), and finally (3).

Let us start from the gradient descent of the loss with respect to each layer

Wj(k + 1) =Wj(k)− η∇WjL
N
τ (W1(k), · · ·Wn(k))

=Wj(k)− ηW⊤
N :j+1(k)∇WL

1
τ (W (k))W⊤

j−1:1(k), 1 ⩽ j ⩽ N,
(5.41)

with the boundary conditionsW1:0(k) = Id0 andWN+1:N (k) = IdN for all k ∈ N0.

With the notations −→W = (W1,W2, · · · ,WN ) and

∇LNτ (
−→
W ) =

∇W1L
N
τ (

−→
W )

...
∇WN

LNτ (
−→
W )

 ,

we consider to write the Taylor expansion in the form

LNτ (
−→
W (k + 1)) = LNτ (

−→
W (k)) +

〈
∇LNτ (

−→
W (k)),

−→
W (k + 1)−−→

W (k)
〉

+
1

2

〈
(
−→
W (k + 1)−−→

W (k))⊤∇2LNτ (
−→
Aξ(k)),

−→
W (k + 1)−−→

W (k)
〉
,

(5.42)

with −→
Aξ(k) =

−→
W (k) + ξ(

−→
W (k + 1)−−→

W (k)), for some ξ ∈ [0, 1].

Under the gradient update, −→W (k + 1)−−→
W (k) = −η∇LNτ (

−→
W ). Therefore,

LNτ (
−→
W (k + 1)) = LNτ (

−→
W (k))− η∥∇LNτ (

−→
W (k))∥2F

+
η2

2
⟨∇LNτ (

−→
W (k)),∇2LNτ (

−→
Aξ(k))∇LNτ (

−→
W (k))⟩

=⇒ LNτ (
−→
W (k))− LNτ (

−→
W (k + 1)) ⩾

(
1− η

2
∥∇2LNτ (

−→
Aξ)∥F→F

)
η∥∇LNτ (

−→
W (k))∥2F

(5.43)
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By induction hypothesis of statement (2) at step k and Lemma 5.10,

∥W (k)∥ ⩽ ∥W (k)∥F ⩽

√
2
(
L1
τ (W (k)) + ∥Σ1/2

0 ∥2F
)
− nτ ⩽

√
2
(
L1
τ (W (k)(0)) + ∥Σ1/2

0 ∥2F
)

(5.24c)
= M.

From Lemma 5.34, under the δ-balancedness induction hypothesis at step k,

∀j ∈ [N ], ∥W (k)j∥2 ⩽ ∥W (k)∥2/N + (N + 1)δ2 ⩽M2/N + (N + 1)δ2 = Kδ (5.44)

Moreover, for all j ∈ [N ], since ξ ∈ [0, 1],

∥Aξ,j(k)∥ = ∥Wj(k) + ξ(Wj(k + 1)−Wj(k))∥
⩽ ∥Wj(k)∥+ ∥Wj(k + 1)−Wj(k)∥
= ∥Wj(k)∥+ η∥W⊤

N :j+1(k)∇L1
τ (W (k))W⊤

j−1:1(k)∥

⩽ K
1/2
δ + ηK

N−1
2

δ ∥∇L1
τ (W (k))∥.

From (5.12), ∥∇L1
τ (W (k))∥ = 2

√
LNτ (

−→
W (k)) ⩽ 2

√
LNτ (

−→
W (0)) by induction hypothe-

sis (2). Hence,

∥Aξ,i(k)∥ ⩽ K
1/2
δ + 2ηK

N−1
2

δ

√
LNτ (

−→
W (0)).

We will make use of the following lemma in order to bound ∥Aξ,i(k)∥ further.

Lemma 5.37 For η < 2

Bδ
, one has

∥Aξ,i(k)∥ ⩽

(
1 +

1

2N

)
K

1/2
δ := Aδ (5.45)

Proof. From the definition of (Bδ,Kδ,M) (5.24), Bδ ⩾ 4e
√
nNKN−1

δ ⩾ 8NKN−1
δ

since n ⩾ 1. Then, if η < 2

Bδ
, one has

2ηK
N−1

2
δ

√
LNτ (

−→
W (0)) ⩽

4K
N−1

2
δ

√
LNτ (

−→
W (0))

Bδ
⩽
K

N−1
2

δ

√
M2

2 − ∥Σ1/2
0 ∥2F

2NKN−1
δ

⩽
K

N−1
2

δ M

2NKN−1
δ

=
K

N−1
2

δ

[
Kδ − (N + 1)2δ

]N/2
2NKN−1

δ

⩽
K

N−1
2

δ K
N
2
δ

2NKN−1
δ

=
1

2N
K

1
2
δ ,
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so that

∥Aξ,i(k)∥ ⩽ K
1
2
δ + 2ηK

N−1
2

δ

√
LNτ (

−→
W (0)) ⩽ K

1
2
δ +

1

2N
K

1
2
δ =

(
1 +

1

2N

)
K

1
2
δ .

We next show that
∥∥∇2LNτ

∥∥
F→F

⩽ Bδ.

The second-order differential of the loss LNτ can be upper-bounded using the chain-rule
Lemma 4.30. With (

−→
W,

−→
X ) ∈ Θ2,W = µ(

−→
W ), and Σ = π ◦ µ(−→W ), one has

dµ(
−→
W )[

−→
X ] =

∑
i∈[N ]

WN · · ·Xi · · ·W1 =:W−→
X
,

d2µ(
−→
W )[

−→
X ] =

∑
i∈[N ]

∑
j∈[N ]\{i}

WN · · ·Xj · · ·Xi · · ·W1 =:W−→
X,

−→
X
,

dπ(W )[X] =WX⊤ +XW⊤,

d2π(W )[X] = 2XX⊤,

d(π ◦ µ)(−→W )[
−→
X ] = dπ(W )[dµ(

−→
W )[

−→
X ]]

=W−→
X
W⊤ +WW⊤−→

X
,

d2(π ◦ µ)(−→W )[
−→
X ] = d2π(W )[dµ(

−→
W )[

−→
X ]] + dπ(W )[d2µ(

−→
W )[

−→
X ]]

= 2W−→
X
W⊤−→
X

+WW⊤−→
X,

−→
X

+W−→
X,

−→
X
W⊤,

d2(Lτ ◦ π ◦ µ)(−→W )[
−→
X ] = d2Lτ (Σ)[d(π ◦ µ)(−→W )[

−→
X ]] + dLτ (Σ)[d

2(π ◦ µ)(−→W )[
−→
X ]],

= d2Lτ (Σ)[W−→
X
W⊤ +WW⊤−→

X
] + 2 dLτ (Σ)[W−→

X
W⊤−→
X
]

+ dLτ (Σ)[W−→
X,

−→
X
W⊤ +WW⊤−→

X,
−→
X
]

Given any (
−→
W,

−→
X ) ∈ Θ2, we denote W−→

X
=
∑

i∈[N ]WN · · ·Xi · · ·W1 and W−→
X,

−→
X

=∑
i∈[N ]

∑
j∈[N ]\{i}WN · · ·Xj · · ·Xi · · ·W1.

Then, with the operator Gτ defined by (4.32) and its bound (5.27b)

d2LNτ (
−→
W )[

−→
X,

−→
X ] = d2Lτ (Σ)[W−→

X
W⊤ +WW⊤−→

X
] + 2 dLτ (Σ)[W−→

X
W⊤−→
X
]

+ dLτ (Σ)[W−→
X,

−→
X
W⊤ +WW⊤−→

X,
−→
X
]

=
〈
W−→
X
W⊤ +WW⊤−→

X
,Gτ (W−→

X
W⊤ +WW−→

X⊤)
〉

+ 2
〈
∇Lτ (Σ),W−→

X
W⊤−→
X

〉
+
〈
∇Lτ (Σ),W−→

X,
−→
X
W⊤ +WW⊤−→

X,
−→
X

〉
=⇒

∣∣∣d2LNτ (−→W )[
−→
X ]
∣∣∣ ⩽ λ

1/2
max(Σ

1/2
0 ΣτΣ

1/2
0 )

2
∥Σ−1

τ (W−→
X
W⊤ +WW⊤−→

X
)∥2F

+ ∥∇Lτ (Σ)∥F
(
2∥W−→

X
W T−→
X
∥F + ∥W−→

X,
−→
X
W⊤ +WW⊤−→

X,
−→
X
∥F
)
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We use the triangular inequality, the fact that, for A ∈ M(n,m) and B ∈ M(m, k), one
has ∥AB∥F ⩽ ∥A∥∥B∥F, and the sub-multiplicativity of ∥ · ∥ in order to write that

∥A−→
X
∥F =

∥∥∥∥∥∥
∑
i∈[N ]

AN · · ·Xi · · ·A1

∥∥∥∥∥∥
F

(5.46)

⩽
∑
i∈[N ]

 ∏
j∈[N ]\{i}

∥Aj∥

 ∥Xi∥F, (5.47)

⩽ AN−1
δ

∑
i∈[N ]

∥Xi∥F (5.48)

=⇒ ∥A−→
X
∥2F ⩽ A

2(N−1)
δ ∥−→X∥2F ⩽ NA

2(N−1)
δ ∥−→X∥2F, (5.49)

and

∥A−→
X,

−→
X
∥F =

∥∥∥∥∥∥
∑
i∈[N ]

∑
j∈[N ]\{i}

AN · · ·Xȷ · · ·Xı · · ·A1

∥∥∥∥∥∥
F

, (ı, ȷ) = (min (i, j),max (i, j))

⩽
∑
i∈[N ]

∑
j∈[N ]\{i}

∥AN · · ·Xȷ · · ·Xı · · ·A1∥F

⩽
∑
i∈[N ]

∑
j∈[N ]\{i}

∥Xi∥F∥Xj∥F

 ∏
k∈[N ]\{i,j}

∥Ak∥


⩽ AN−2

δ

∑
i∈[N ]

∥Xi∥F

2

⩽ AN−2
δ ∥−→X∥2F ⩽ NAN−2

δ ∥−→X∥2F,

were we have used the condition on the stepsize η (5.40) together with Lemma 5.37.

Moreover, λmax

(
Σ
1/2
0

[
AξA

⊤
ξ + τ In

]
Σ
1/2
0

)
⩽ ∥Σ0∥∥AξA⊤

ξ + τ In∥ ⩽ ∥Σ0∥
(
∥Aξ∥2 + τ

)
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and ∥Aξ∥ ⩽ ANδ . Hence,

∣∣∣d2LNτ (−→Aξ(k))[−→X (k)]
∣∣∣

⩽ λmax

(
Σ
1/2
0

[
AξA

⊤
ξ + τ In

]
Σ
1/2
0

)∥∥∥∥(AξA⊤
ξ + τ In

)−1
∥∥∥∥2∥Aξ∥2∥∥∥A−→

X

∥∥∥2
F

+ 2
∥∥∥∇Lτ (AξA⊤

ξ )
∥∥∥
F

(∥∥∥A−→
X

∥∥∥2
F
+ ∥Aξ∥

∥∥∥A−→
X,

−→
X

∥∥∥
F

)

⩽
∥Σ0∥

(
∥Aξ∥2 + τ

)
∥Aξ∥2

λ2min(AξA
⊤
ξ + τ In)

NA
2(N−1)
δ

∥∥∥−→X∥∥∥2
F

+ 4NA
2(N−1)
δ

∥∥∥∇Lτ (AξA⊤
ξ )
∥∥∥
F

∥∥∥−→X∥∥∥2
F

(5.50)

From the definition of Aδ (5.45) and the fact that
(
1 + 1

2N

)2(N−1)
⩽
(
1 + 1

2N

)2N
⩽ e, we

have

A
2(N−1)
δ =

(
1 +

1

2N

)2(N−1)

KN−1
δ ⩽ eKN−1

δ , (5.51a)

and A2N
δ ⩽ eKN

δ . (5.51b)

We now bound ∥∇Lτ (AξA⊤
ξ )∥F. From Corollary 4.37, we know that ∇Lτ (AξA⊤

ξ ) =

In − Σ
1/2
0

[
Σ
1/2
0

(
AξA

⊤
ξ + τ In

)
Σ
1/2
0

]−1/2
Σ
1/2
0 . Then,

∥∇Lτ (AξA⊤
ξ )∥F ⩽

√
n∥∇Lτ (AξA⊤

ξ )∥

=
√
n

∥∥∥∥In − Σ
1/2
0

[
Σ
1/2
0

(
AξA

⊤
ξ + τ In

)
Σ
1/2
0

]−1/2
Σ
1/2
0

∥∥∥∥
⩽

√
n

[
1 + λmax

(
Σ
1/2
0

[
Σ
1/2
0

(
AξA

⊤
ξ + τ In

)
Σ
1/2
0

]−1/2
Σ
1/2
0

)]
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Further,

λmax

(
Σ
1/2
0

[
Σ
1/2
0

(
AξA

⊤
ξ + τ In

)
Σ
1/2
0

]−1/2
Σ
1/2
0

)
⩽ λmax (Σ0)λmax

([
Σ
1/2
0

(
AξA

⊤
ξ + τ In

)
Σ
1/2
0

]−1/2
)

= λmax(Σ0)λ
−1/2
min

(
Σ
1/2
0

(
AξA

⊤
ξ + τ In

)
Σ
1/2
0

)
⩽ λmax(Σ0)λ

−1
min

(
Σ
1/2
0

)
λ
−1/2
min

(
AξA

⊤
ξ + τ In

)
=

λmax(Σ0)

λmin(Σ
1/2
0 )λ

1/2
min(AξA

⊤
ξ + τ In)

⩽
λmax(Σ0)

λmin(Σ
1/2
0 )

√
τ

=

√
τλmin(Σ0)λmax(Σ0)

τλmin(Σ0)

hence the bound

∥∇Lτ (AξA⊤
ξ )∥F ⩽

√
n

[
1 +

√
τλmin(Σ0)λmax(Σ0)

τλmin(Σ0)

]
(5.52)

With (5.51) and (5.52), the bound in (5.50) consequently becomes∣∣∣d2LNτ (−→Aξ)[−→X ]
∣∣∣

⩽ eNKN−1
δ

∥Σ0∥
(
eKN

δ + τ
)
eKN

δ

τ2

∥∥∥−→X∥∥∥2
F

+ 4e
√
nNKN−1

δ

[
1 +

√
τλmin(Σ0)λmax(Σ0)

τλmin(Σ0)

]∥∥∥−→X∥∥∥2
F

= eNKN−1
δ

(
∥Σ0∥

(
eKN

δ + τ
)
eKN

δ

τ2
+ 4

√
n

[
1 +

√
τλmin(Σ0)λmax(Σ0)

τλmin(Σ0)

])
∥−→X∥2F

so that∥∥∥∇2LNτ (
−→
Aξ)
∥∥∥
F→F

⩽ eNKN−1
δ

(
∥Σ0∥

(
eKN

δ + τ
)
eKN

δ

τ2
+ 4

√
n

[
1 +

√
τλmin(Σ0)λmax(Σ0)

τλmin(Σ0)

])
(5.24a)
= Bδ. (5.53)
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From (5.43), this leads to the inequality

LNτ (
−→
W (k))− LNτ (

−→
W (k + 1)) ⩾

(
1− 1

2
ηBδ

)
η
∥∥∥∇LNτ (−→W (k))

∥∥∥2
F

⩾ ση
∥∥∥∇LNτ (−→W (k))

∥∥∥2
F
⩾ 0, (5.54)

where we use the condition on η (5.40). This shows statement (2) for k + 1. This also
shows that, if statements (2) and (3) hold for k, then statement (4) holds for k as well.

We now turn to statement (1). Therefore, we consider the δ-balancedness condition at
the step size k + 1: for all j ∈ [N − 1],

∥∥∥W⊤
j+1(k + 1)Wj+1(k + 1)−Wj(k + 1)W⊤

j (k + 1)
∥∥∥

=

∥∥∥∥∥[Wj+1(k)− η∇Wj+1(k)L
N
τ (

−→
W (k))

]⊤ [
Wj+1(k)− η∇Wj+1(k)L

N
τ (

−→
W (k))

]
−
[
Wj(k)− η∇Wj(k)L

N
τ (

−→
W (k))

][
Wj(k)− η∇Wj(k)L

N
τ (

−→
W (k))

]⊤∥∥∥∥∥
=

∥∥∥∥∥W⊤
j+1(k)Wj+1(k)−Wj(k)W

⊤
j (k)

+ η
[
−∇⊤

Wj+1
LNτ (

−→
W (k))Wj+1(k) +∇WjL

N
τ (

−→
W (k))W⊤

j (k)

−W⊤
j+1(k)∇Wj+1L

N
τ (

−→
W (k)) +Wj(k)∇⊤

Wj
LNτ (

−→
W (k))

]
+ η2

[
∇⊤
Wj+1

LNτ (
−→
W (k))∇Wj+1L

N
τ (

−→
W (k))−∇WjL

N
τ (

−→
W (k))∇⊤

Wj
LNτ (

−→
W (k))

] ∥∥∥∥∥
⩽
∥∥∥W⊤

j+1(k)Wj+1(k)−Wj(k)W
⊤
j (k)

∥∥∥
+ η2

(∥∥∥∇Wj+1L
N
τ (

−→
W (k))

∥∥∥2 + ∥∥∥∇WjL
N
τ (

−→
W (k))

∥∥∥2)
which by recursion on the time-step k, implies that, for all layer j ∈ [N − 1],∥∥∥W⊤

j+1(k + 1)Wj+1(k + 1)−Wj(k + 1)W⊤
j (k + 1)

∥∥∥
⩽
∥∥∥W⊤

j+1(0)Wj+1(0)−Wj(0)W
⊤
j (0)

∥∥∥
+ η2

(
k∑
ℓ=0

∥∥∥∇Wj+1L
N
τ (

−→
W (ℓ))

∥∥∥2 + ∥∥∥∇WjL
N
τ (

−→
W (ℓ))

∥∥∥2)

⩽ αδ + 2η2
k∑
ℓ=0

∥∥∥∇LNτ (−→W (ℓ))
∥∥∥2 (5.55)
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5 Convergence of a linear Bures-Wasserstein GAN

since −→
W (0) has αδ balancedness by assumption and

∥∥∥∇LNτ (−→W (t))
∥∥∥2 ⩾

max
ȷ∈[N ]

∥∥∥∇WȷL
N
τ (

−→
W (t))

∥∥∥2 ⩾ 1

2

(∥∥∥∇WjL
N
τ (

−→
W (t))

∥∥∥2 + ∥∥∥∇Wj+1L
N
τ

−→
W (t)

∥∥∥2) for all j ∈ [N−1]

and all t ∈ [k].

By (5.54), one further has

LNτ (
−→
W (0))− LNτ (

−→
W (k + 1)) =

k∑
t=0

LNτ (
−→
W (t))− LNτ (

−→
W (t+ 1)) ⩾

k∑
t=0

ση
∥∥∥∇LNτ (−→W (t))

∥∥∥2
F
,

so that (5.55) becomes∥∥∥W⊤
j+1(k + 1)Wj+1(k + 1)−Wj(k + 1)W⊤

j (k + 1)
∥∥∥

⩽ αδ +
2

σ
η
(
LNτ (

−→
W (0))− LNτ (

−→
W (k + 1))

)
⩽ αδ +

2ηLNτ (
−→
W (0))

σ
⩽ δ.

where we have used the condition η ⩽
σ(1− α)δ

2LNτ (
−→
W (0))

(5.40). This shows the induction for

statement (1).

It remains the show statement (3) for k+1. As we have shown statements (1) and (2) for
k + 1 already (i.e. −→W (k + 1) is δ-balanced and LN (−→W (k + 1)) ⩽ LN (

−→
W (0), Lemmas 5.33

and 5.34, allow to conclude:

∥Wj(k+1)∥ ⩽ ∥W (k+1)∥2/N+(N + 1)δ2 ⩽
√

2(LN (
−→
W (0)) + ∥Σ1/2

0 ∥2F)+(N+1)δ2 = Kδ,

and statement (3) holds at step k + 1.

As remarked previously, since for all k ∈ N0, statements (2) and (3) hold, statement (4)
holds as well.

This concludes the proof.

In order to show the convergence of the iterates to a critical point of the loss, we rely of
the strong-descent conditions [AMA05], as does [NRT21].

Definition 5.38 (Strong-descent conditions, [AMA05, Definition 3.1]). Let f : Rq → R be a
differentiable function. We say that a sequence (xk)k∈N0

of elements in Rq satisfies the
strong-descent conditions if there exist σ ∈ (0,∞) and k0 ∈ N0 such that, for all k ⩾ k0,

f(xk)− f(xk+1) ⩾ σ∥f(xk)∥∥xk+1 − xk∥ (5.56a)
and f(xk+1) = f(xk) =⇒ xk+1 = xk. (5.56b)
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We also rely on the next theorem to conclude, which is an extension of Łojasiewicz’
theorem to a discrete gradient descent scheme.

Theorem 5.39 ([AMA05, Theorem 3.2]). Let f : Rq → R be an analytic function. Let
the sequence (xk)k∈N0

satisfy the strong-descent condition (Definition 5.38). Then, either
lim
k→∞

∥xk∥ = ∞, or there exists a single element x∗ ∈ Rq such that

lim
k→∞

xk = x∗.

Proof of Theorem 5.21. The proof follows exactly the one of [NRT21, Theorem 2.4]. We
provide here the main idea of the proof. Let −→W : N0 → Θ be a path in parameter
space for the gradient descent iterations of the loss LNτ , initialized such that −→W (0) is αδ
balanced for (α, δ) ∈ [0,∞)× (0,∞), and let η be such that condition (5.23) is satisfied.
As per Remark 5.36.b), the parameter σ in Proposition 5.35 can be chosen such that
condition (5.40) reduces to condition (5.23).

We first show that the sequence (−→W (k))k∈N0
admits a limit, and then show that this limit

is a critical point for the loss LNτ .

For any k ∈ N0, the gradient update can be written −→
W (k + 1)−−→

W (k) = η∇LNτ (
−→
W (k)).

Then, Proposition 5.35.(4) ensures that

LNτ (
−→
W (k))− LNτ (

−→
W (k + 1)) ⩾ σ

∥∥∥∇LNτ (−→W (k))
∥∥∥
F

∥∥∥−→W (k + 1)−−→
W (k)

∥∥∥
F
, (5.57)

which implies that the first strong-descent condition (5.56a) is satisfied. The second condi-
tion (5.56b) is also satisfied, asLNτ (

−→
W (k+1)) = LNτ (

−→
W (k)) =⇒ ∥∇LNτ (

−→
W (k))∥F∥

−→
W (k+

1)−−→
W (k)∥F = 0, implying that either −→W (k) =

−→
W (k + 1) or ∇LNτ (

−→
W (k)) = 0, in which

case we also have −→
W (k) =

−→
W (k + 1) by the gradient descent update. Therefore, the

sequence (−→W (k))k∈N0
satisfies the strong-descent conditions (5.56).

Further, the sequence (−→W (k))k∈N0
is bounded (by Proposition 5.35.(2)) andLNτ is analytic,

which means by Theorem 5.39 that the iterates converge to a unique element in Θ.

Let−→W ∗ be this limit. We now show that−→W ∗ is a critical point forLNτ , i.e., that∇LNτ (
−→
W ∗) =

0. As ∇LNτ is continuous, we know that∇LNτ (
−→
W ∗) = lim

k→∞
∇LNτ (

−→
W (k)).

By applying repeatedly Proposition 5.35.(4), one obtains that, for all k ∈ N0,

LNτ (
−→
W (0))− LNτ (

−→
W (k + 1)) ⩾ ση

k∑
i=0

∥∇LNτ (
−→
W (i))∥2F (5.58)

The limit as k → ∞ on the left-hand size of (5.58) exists since the se-
quence (LNτ (

−→
W (k)))k∈N0

is decreasing and lower bounded by 0. Hence, the series
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5 Convergence of a linear Bures-Wasserstein GAN

∞∑
i=0

∥∇LNτ (
−→
W (i))∥2F converges, implying that lim

k→∞
∥∇LNτ (

−→
W (k))∥2F = ∥∇LNτ (

−→
W ∗)∥2F = 0.

Therefore, −→W ∗ is a critical point for LNτ .

Since, for τ ∈ (0,∞), the loss LNτ is analytic, and since Proposition 5.35 holds, the proof
of Theorem 5.21 is exactly the same as the proof of [NRT21, Theorem 2.4]

Further, with a constant step size, [LPP+19, Corollary 2] can be used in order to conclude
that we do not end up in a strict saddle point of the loss, if the initialization is generic.

Proposition 5.40 ([LPP+19, Corollary 2]). Let f ∈ C 2(Rq), and assume that there exists
m ∈ (0,∞) such that ∇2f(x) < m for all x ∈ Rq. Consider the iterations x : N0 → Rq of the
gradient descent algorithm (5.5). Then, for η < 1

m , the set of initializations x(0) ∈ Rq such that
(x(k))k∈N0

converges to a strict saddle point of f has measure zero.

We prove Theorem 5.22 by slightly adapting [NRT21, Theorem 2.6] to our setting.

Proof of Theorem 5.22. For τ ∈ (0,∞), the loss LNτ is twice-continuously differentiable.
Due to the definition of (δB, LB,MB) (5.25) together with condition on the stepsize (5.40),
the conditions of Theorem 5.21 are satisfied for each initialization −→

W (0) ∈ B. Hence,
(
−→
W (k))k∈N0

converges to a critical point of LNτ for all −→W (0) ∈ B. By Proposition 5.40, the
convergence of gradient descent with initial value in B and with stepsize η to a strict
saddle point only occurs for subset of B that has measure zero.

For the rest of the proof, we have to show that a critical point of LNτ that is not a strict
saddle point will correspond to a global minimizer of the loss L1

τ restricted to a given
manifold Mk. This corresponds essentially to the same line of argument of [BRT+21,
Theorem 6.12], from which we repeat the main points transposed in our setting.

Let us denote by −→
W ∗ = (W ∗

1 , . . . ,W
∗
N ) the limit of (−→W (k))k∈N0

, W ∗ = W ∗
N :1, and k =

rankW ∗. Recall that d = min i∈[n]{di}. Then, k ⩽ d and W ∗ is a critical point of L1
τ

restricted to the manifoldMk by Proposition 4.23. IfW is not a global minimizer of L1
τ

restricted to Mk, thenW is a strict saddle point of LNτ by Proposition 4.12, which has
measure zero, which finishes the proof.

5.6 Experimental evaluation of the convergence rate

We conduct numerical experiments† to illustrate our theoretical result Theorem 5.18.
With a learning rate chosen to approximate a gradient flow setting, we observe empirically

†The source code for the experiments can be found at https://github.com/brechetp/BW-linear-networks.
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5.6 Experimental evaluation of the convergence rate

(Figure 5.1) the linear dependency of the asymptotic rate of convergence as a function
of the depth of the network N and the minimum singular value square root of the
target σmin(Σ

1/2
0 ).

5.6.1 Setup

The target covariance matrix is sampled as Σ0 := ΩΛΩ⊤, where Ω ∈ O(n) is a random
orthogonalmatrix, and the eigenvalues inΛ follow aZipf distribution,λj ∝ j−1 for j ∈ [n].
The input data dimension is set to be n = 20. We vary the minimum eigenvalue for the
target λmin and set λj = n · j−1 · λmin for j ∈ [n]. We consider constant width networks
with di = n = m = 20, for each i ∈ [N ].

To fulfill the modified deficiency margin assumption (Definition 5.14), we initialize the
parameters close to the target Σ0. If Σ0 = ΩΛΩ⊤, then the weights are initialized in a
way such that the initial covariance matrix is Σ(0) = Σ0 + A, with A being a random
perturbation. More precisely, we choose A = ΓDΓ⊤, where Γ is a random orthogonal
matrix, and D is a diagonal matrix with small eigenvalues — so that the overall distance
between the initialization and the target is bounded by σmin−c, for some c ∈ (0,∞). With
this initialization and the balancedness protocol explained by [ACG+19], the network
satisfies both the balancedness and modified deficiency margin assumptions. In this
case we expect Theorem 5.18 to hold for small step sizes. We estimate the asymptotic
linear convergence rate numerically.

5.6.2 Result

We compute the rate of convergence as follows. First, the network (initialized as de-
tailed above) is trained with a small enough learning rate η ∈ (0,∞). Then, we com-
pute log (L(Σ(t)− L(Σ∗))). Theorem 5.18 states that this should be a linear function
of the time t. Therefore, a linear regression is performed, and the slope taken as the
empirical rate of convergence. According to Theorem 5.18, this rate should be linear in
the depthN and linear in the strong convexity parameterK, which suggests that it could
be linear in σmin(Σ

1/2
0 ). Hence, we compute the empirical rate of convergence for varying

depths and σmin(Σ
1/2
0 ), reported in Figure 5.1. In Figure 5.1a the linear dependence in

the depth is clearly visible, and Figure 5.1b indicates a linear dependence in σmin too.
Our Theorem 5.18 only provides an upper bound on the convergence rate and hence
we compare with the empirical rates. The results suggest that this is indeed the actual
behavior in practice.
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Figure 5.1: Logarithm of the linear convergence rate as a function of the depth N and
the minimum singular value σmin(Σ

1/2
0 ). In (a), σmin(Σ

1/2
0 ) ≈ 0.7078 is fixed;

convergence rate and its linear regression as a function of the depthN . In (b),
both the depth and σmin are varying, and the rate is shown in a contour plot.
The hyperbolas indicate a linear dependency on both the depth N of the
network and the minimum singular value of the target square root σmin(Σ

1/2
0 ),

which is coherent with the upper-bound given by Theorem 5.18.

5.7 Conclusion

In this chapter, we studied the training of generative linear neural networks using the
Bures-Wasserstein distance. In both the continuous and discrete time settings, we derived
convergence guarantees of the gradient algorithms towards minimizers of the (regular-
ized) Bures-Wasserstein loss. Depending on the learning algorithm, a different set of
initialization assumptions are made. For the gradient flow algorithm, exact balancedness
of the weights and modified deficiency margin are assumed, which leads to an expo-
nential upper-bound on the rate of convergence for the original loss. For the gradient
descent algorithm, approximate balancedness and (simply) bounded initialization are
assumed. These milder assumptions lead to showing convergence of the algorithm
towards a minimizer for the loss, which is global if the loss on the function space is
restricted to a bounded-rank set of matrices.

The results we obtained contribute to the ongoing efforts to better characterize the
optimization problems that arise in learning with deep neural networks beyond the
commonly considered discriminative settings with the square loss.

Many questions remain open. Notably, it would be interesting to relax the different as-
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5.7 Conclusion

sumptions that were made to analyze the linear model. Arguably, the strongest of these
assumptions is the modified deficiency margin condition that we invoked in order to
establish our convergence results for the gradient flow, as this constrains the parametriza-
tion to be of full rank. Other assumptions include the balancedness of the weights, or
the definitiveness of the target matrix. Moreover, deriving (an upper-bound of) the rate
of convergence in the case of a gradient-descent update would also be an interesting line
of study.

Although the linear-network framework is attractive since it is relatively easy to analyze,
the analysis of neural networks with activation functions would be manifestly worth of
study in the future. In addition, relaxing the optimal discriminator hypothesis would
enable analyzing a more realistic GAN model, as a discriminator network would then be
required to optimize as well.

This completes the analysis of a Bures-Wasserstein linear GAN.
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6 Mode connectivity

This chapter is the work published as [NBM21]. PB has performed all the experiments and
redacted Sections 6.6, 6.B and 6.C.

The question of how and why the phenomenon of mode connectivity occurs in train-
ing deep neural networks has gained remarkable attention in the research community.
From a theoretical perspective, two possible explanations have been proposed: (i) the
loss function has connected sublevel sets, and (ii) the solutions found by stochastic
gradient descent are dropout stable. While these explanations provide insights into the
phenomenon, their assumptions are not always satisfied in practice. In particular, the
first approach requires the network to have one layer with order of N neurons (N being
the number of training samples), while the second one requires the loss to be almost
invariant after removing half of the neurons at each layer (up to some rescaling of the
remaining ones). In this work, we improve both conditions by exploiting the quality
of the features at every intermediate layer together with a milder over-parameterization
requirement. More specifically, we show that: (i) under generic assumptions on the
features of intermediate layers, it suffices that the last two hidden layers have order of

√
N

neurons, and (ii) if subsets of features at each layer are linearly separable, then almost
no over-parameterization is needed to show the connectivity. Our experiments confirm
that the proposed condition ensures the connectivity of solutions found by stochastic
gradient descent, even in settings where the previous requirements do not hold.

6.1 Introduction

The aim of this work is to provide further theoretical insights into the mode connectivity
phenomenon which has recently attracted some considerable attention from the research
community (i.e. training a neural network via stochastic gradient descent (SGD) from
different random initializations often leads to solutions that could be connected by a
path of low loss) [AY20; DVS+18; FJ19; FB17; GIP+18]. Existing theoretical insights
from optimization landscape analysis suggest that, for over-parameterized networks, the
loss function has connected sublevel sets, and hence the solutions found by SGD are also
connected [Ngu19; SS16; VBB19]. However, in order for such a result to hold, the network
needs to have one wide layer with at leastN+1 neurons (N being the number of training
samples) [Ngu21]. This bound is also known to be tight for 2-layer networks. Here, we
would like to understand the above phenomenon for deep andmildly over-parameterized
networks (i.e. we aim to prove weaker guarantees under milder conditions). The idea
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6 Mode connectivity

Figure 6.1: A function with disconnected sublevel sets and two connected sets
of minima.

is that, even when the sublevel sets are disconnected, SGD may only concentrate in a
(large) region with connected minima, see e.g. Figure 6.1. This leads to the question
that whether one can characterize the properties of the solutions found by SGD which
capture the mode connectivity phenomenon, for mildly over-parameterized networks.
Along this line, a recent work [KWL+19] proposed the so-called “dropout stability”
condition, that is, removing half the neurons from every hidden layer leads to almost no
change in the value of the loss. As shown in the prior works (also in our experiments in
Section 6.6), this condition holds for very wide networks or when dropout is used as a
regularizer during training, but it does not hold under other practical settings.

The aim of this work is to provide a new characterization of SGD solutions which capture
their connectivity property, and to improve the previous assumptions (width Ω(N), and
dropout stability) for networks of practical sizes, learned without the support of dropout
training. As a remark, although our work is motivated by the original phenomenon
concerning mainly the solutions found by SGD, all the theoretical results are still valid
for other pairs of solutions in parameter space.

Main contributions. Our main Theorem 6.1 provides an upper bound of the loss along
a path connecting two given solutions in parameter space. This bound is characterized
by the loss of L optimized and sparse sub-networks, L being the network depth. These L
sub-networks connect subsets of at least half the neurons at each layer to the output
(see Figure 6.2), and their weights can be optimized independently of the weights of
the original network, which leads to a significant reduction of the loss. This is the key
difference to the previously proposed dropout stability property [KWL+19]. Next, we
specialize our theorem to different settings to demonstrate the improvement over prior
works:

• Corollary 6.2 shows that our condition is provably milder than dropout stabil-
ity [KWL+19]. In fact, dropout stability implies that the loss does not change much
when we remove at least half of the neurons at each layer and rescale the remain-
ing ones. Here, we allow to optimize again all the weights of the sub-networks
connecting the subsets of features to the output.

• As the weights of the sub-networks can be optimized, we establish a formal con-
nection between mode connectivity and memorization capacity of neural nets. In
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particular, Corollary 6.3 proves that, if the last two hidden layers have Ω(
√
N) neu-

rons, then under some additional mild conditions on the features of intermediate
layers, any two given solutions can be connected by a path of low loss. This improves
the width condition of prior works [Ngu19; Ngu21; VBB19] from Ω(N) to Ω(

√
N)

at the cost of ensuring a weaker guarantee (i.e. the connectivity of sublevel sets
proved in prior works implies the connectivity of any two pairs of solutions, but in
this paper we only show the connectivity for certain pairs).

• Corollary 6.4 proves that, for a classification task, if subsets of features at each
layer are linearly separable, then no over-parameterization is required to prove the
connectivity.

The message of this paper is that, in order to ensure the connectivity, a smooth trade-off
between feature quality and over-parameterization suffices. The two extremes of this
trade-off are captured by Corollary 6.3 and 6.4 mentioned above. More generally, at each
layer l, we pick a subset Il containing at least half the neurons. If the features indexed
by Il are good enough, in the sense that there exists a small subnetwork ξl achieving
small loss when trained on these features as inputs, then all layers k > l in the original
network do not need to be larger than twice the widths of the subnet ξl. Hence, the better
the features at lower layers, the less over-parameterized the higher layers need to be.

Finally, our numerical results show that, if the learning task is sufficiently simple (e.g.
MNIST) and the network is sufficiently over-parameterized, then dropout stability holds
and the SGD solutions can be connected as in [KWL+19]. However, when the learning
task is more difficult (e.g. CIFAR-10), or for networks of moderate sizes, dropout stability
does not hold and the path of [KWL+19] exhibits high loss. In this challenging setting,
we are still able to find low-loss paths connecting the SGD solutions.

Proof techniques. We remark that, while previouswork [Ngu19; Ngu21; VBB19] focused
on the connectivity of all the sublevel sets (i.e. a property of the global landscape), herewe
are only interested in the connectivity of a particular subset of solutions, especially those
that are discovered by SGD. This leads to several differences in the proofs. First, previous
analysis relies on the fact that the first hidden layer has at least N + 1 neurons [Ngu21],
and thus the training inputs can essentially be mapped to a feature space where they
become linearly independent. This property allows the network to realize arbitrary
outputs at each layer, which leads to the connectivity of sublevel sets. This property is no
longer true for the networks considered here, where the layer widths are allowed to be
sublinear inN . Second, the analysis of sublevel sets often do not take into account the bias
of SGD, whereas here we focus more on understanding the properties of these solutions
which lead to their connectivity. More closely related is the work by [KWL+19], with
which we provide a detailed discussion in Section 6.4.
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6.2 Related Work

Theoretical research on the loss surface of neural networks can be divided into two main
categories: one that studies the global optimality of local minima, see e.g. [CHM+15;
FA00; FYM+19; GGS+20; HV17; HM17; Kaw16; KB19; LB18; LDS18; LSL+18a; LSL+18b;
LK17; NH17; SS18; SH18; WLL18; XLS17; YSJ18; ZSS19; ZL18], and the other that studies
landscape connectivity. This work falls into the latter category. Specifically, the works
of [FB17; SS16] suggest that the loss function of a two-layer network becomes more
and more connected as the number of neurons increases. In [VBB19] and [Ngu19], it
is proved that networks with one sufficiently wide layer have no spurious valleys and
connected sublevel sets, respectively. All these works require networks with at least one
layer of order N neurons, whereas Corollary 6.3 requires widths of order

√
N neurons.

In [BSI+19], the authors study the connectivity of equivalent minima (i.e. representing
the same network function) which arise by permuting neurons from the same layer.
A similar property is investigated in [HWT20] for all local minima lying in a cell or
activation region (i.e. those sharing the same activation patterns across all the hidden
neurons and training samples). In contrast, here we consider a more general setting:
Theorem 6.1 provides upper bounds on the loss when connecting two arbitrary points
in parameter space. In particular, these points need not be local minima, nor share the
same activation patterns, or even represent the same function. This allows us to study
the mode connectivity phenomenon of SGD solutions [KWL+19], which are typically
not captured by the previous assumptions. Other works discuss lower bounds on over-
parameterization to ensure the existence of descent paths in shallow nets [SSG19], the
satisfiability of the dropout stability condition in the mean field regime [SM20].

Memorization capacity is an old and well-studied topic [Bau88; Cov65]. Networks
with Ω(N) parameters are known to memorize N arbitrary samples, and this type of
results has been studied for a variety of settings, see [BHL+19; BEL+20; GWZ19; MZ20;
Ver20; YSJ19]. Nevertheless, how memorization capacity is related to the mode connec-
tivity phenomenon remains unclear, especially in the absence of a layer of width Ω(N).
Our work draws a formal connection between the two, which opens up new directions
for future works.

6.3 Preliminaries

Given two nonnegative integers i, j, let [i, j] = {i, . . . , j} and [i] = {1, 2, . . . , i}. Given a
set I , we denote by |I| its cardinality. We consider an L-layer neural network with weight
matricesWl ∈ Rnl−1×nl for l ∈ [L], and bias vectors bl ∈ Rnl for l ∈ [L− 1]. Here, n0 is
the input dimension, nL the output dimension, and n1, . . . , nL−1 the widths of all the
hidden layers. Let θ be the set of all the network parameters. Given an input x ∈ Rn0 ,
the feature vector fl ∈ Rnl at layer l is defined as
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(a) Original
net θ′ (b) Subnet ξ0 (c) Subnet ξ1 (d) Subnet ξ2

Figure 6.2: An illustration of the sub-networks appearing in our main Theorem 6.1. The
blue neurons correspond to the subset Il in the theorem, and its cardinality is
at least half the layer width. Each sub-network ξl receives as inputs the blue
neurons from layer l, and pass it through the red ones at the higher layers, all
the way to the output of the network. All the weights of the sub-networks
(in green) can be re-optimized to minimize the upper bound in the theorem.
This is shown via the infimum taken over ξl on the RHS of Equation (6.4).

fl(θ, x) =


x, l = 0,

σ(W T
l fl−1(θ, x) + bl), l ∈ [L− 1],

W T
L fL−1(θ, x), l = L,

(6.1)

where σ : R → R is some activation function. Let Ω be the parameter space of the
network. For a data distribution (x, y) ∼ D, the population loss Φ : Ω → R is defined
as

Φ(θ) = ED[Ψ(fL(θ, x), y)], (6.2)

where Ψ(ŷ, y) is assumed to be convex with respect to the first argument. Typical exam-
ples ofΨwhich satisfy this assumption include the standard square loss and cross-entropy
loss. By letting D be the uniform distribution over a fixed set of N samples, the loss Φ
reduces to the empirical loss.

In the following, we frequently encounter situations where we are given a layer l ∈
[0, L−1], andwewant to study a subnetwork from layer l to the output layerL. Thewidths
and the inputs to this subnet are defined as follows. Let Ip ⊆ [np] be a subset of neurons
at layer p, for p ∈ [l, L − 1]. By convention, let I0 = [n0]. Let fp,Ip ∈ R|Ip| be obtained
from fp by taking the neurons indexed by Ip. The layer widths of this subnet (associated
to l) are given bym(l)

l = |Il|, m(l)
p = np − |Ip| for p ∈ [l + 1, L − 1], andm(l)

L = nL. The
associated weight matrices and bias vectors are {U (l)

p }Lp=l+1 and {v(l)p }L−1
p=l+1, where U (l)

p ∈
Rm

(l)
p−1×m

(l)
p and v

(l)
p ∈ Rm

(l)
p . Let ξl = ((U

(l)
p )Lp=l+1, (v

(l)
p )L−1

p=l+1), see Figure 6.2 for an
illustration. Given an input z ∈ Rm

(l)
l to this subnetwork, the corresponding output,

denoted by hL(ξl, z) ∈ RnL , is recursively defined for p ∈ [l, L] as
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hp(ξl, z) =


z, p = l,

σ
(
(U

(l)
p )Thp−1(ξl, z) + v

(l)
p

)
, p ∈ [l + 1, L− 1],

(U
(l)
L )ThL−1(ξl, z), p = L.

(6.3)

6.4 Main Result: Statement and Discussion

We now state our main result, which is proved in Section 6.5.

Theorem 6.1 Fix any θ0, θ1 ∈ Ω and any ϵ > 0. Then, there exists a continuous piecewise linear
(PWL) path θ : [0, 1] → Ω such that θ(0) = θ0, θ(1) = θ1, and the following holds:

max
t∈[0,1]

Φ(θ(t))⩽ max
θ′∈{θ0,θ1}

max

(
Φ(θ′), min
I1⊆[n1], ..., IL−1⊆[nL−1]

s.t. |I1|⩾n1
2
, ..., |IL−1|⩾

nL−1
2

max
l∈[0,L−1]

inf
ξl

ED[Ψ
(
hL
(
ξl, fl,Il(θ

′, x)
)
, y
)
]+ϵ

)
(6.4)

where hL (ξl, fl,Il(θ
′, x)) is the output of the subnetwork from layer l to layer L as defined

in (6.3), fed with input fl,Il(θ′, x), and ξl contains the parameters of this subnetwork.

We remark that the secondmaximum on the RHS of (6.4) is intended to be taken between
the two components in the open bracket (i.e., Φ(θ′) and the min max inf ).

An illustration of the subnets ξl’s appearing in the theorem can be found in Figure 6.2.
In words, for layer l ∈ [L − 1], we pick a subset Il containing at least half the hidden
neurons in that layer. Then, the loss over the PWL path is upper bounded by the loss
at L points that are formed by connecting the subset of features (indexed by Il) at
layer l to the output via the subnetwork defined in (6.3). The key idea is that we can
construct low-loss paths connecting these sparse points, and the sub-networks guarantee
a sufficient amount of sparsity: they have |Il| neurons at layer l, and np − |Ip| neurons
at layer p ∈ [l + 1, L − 1]. The additive factor ϵ in the RHS of (6.4) serves to deal with
the case in which the inf is not attained (as for the cross-entropy loss). We note that
Theorem 6.1 also holds for deep nets without biases, which can be proved by following
the same argument as in Section 6.5.

Equivalent formulation. Before discussing the implications of Theorem 6.1, we provide
an equivalent way to write the “min max inf ” on the RHS of (6.4). This characterization
will be useful when evaluating numerically our bound in Section 6.6. First, note that the
subnetwork ξl in (6.4) is fully determined by Il and the cardinalities of Il+1, . . . , IL−1.
To this end, letKl = |Il|, l ∈ [L− 1], and

Ql = inf
ξl

ED[Ψ
(
hL
(
ξl, fl,Il(θ

′, x)
)
, y
)
], l ∈ [0, L− 1]. (6.5)
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Then, clearly Ql is fully determined by the variables {θ′, Il,Kl+1, . . . ,KL−1}, and thus it
does not depend on the actual content of Ik’s for k ̸= l. Based on this observation, one
can easily argue that

min
I1⊆[n1], ..., IL−1⊆[nL−1]

s.t. |I1|⩾n1
2
, ..., |IL−1|⩾

nL−1
2

max
l∈[0,L−1]

Ql = min
n1
2
⩽K1⩽n1, ...,

nL−1
2

⩽KL−1⩽nL−1

max
l∈[0,L−1]

min
Il⊆[nl]
|Il|=Kl

Ql.

(6.6)

To see why (6.6) holds, we first write the minimum over the sets {Il}l∈[L−1] on the
LHS as a minimum over their cardinalities {Kl}l∈[L−1] followed by a minimum over
all the possible choices of subsets with fixed cardinalities. From the above discussion,
onceKl+1, . . . ,KL−1 are fixed, the quantity Ql is entirely independent of Ik for all k ̸= l.
Thus, one can swap the maximum over l ∈ [0, L− 1] with the minimum over the sets,
and the result readily follows.

A condition milder than dropout stability. Theorem 1 of [KWL+19] can be deduced
as a corollary of Theorem 6.1 stated for networks without biases. Let us first recall
the definition of ε-dropout stability from [KWL+19]. We say that some point θ ∈ Ω
is ε-dropout stable if, for all l ∈ [L − 1], there exists a subset of at most ⌊np/2⌋ hidden
neurons in each of the layers p ∈ [l, L−1]with the following property: after rescaling the
outputs of these hidden units by some factor r and setting the outputs of the remaining
units to zero, we obtain a parameter θl,d such that Φ(θl,d) ⩽ Φ(θ) + ε. The proof of the
following corollary is postponed to Appendix 6.A.1.

Corollary 6.2 Fix any θ0, θ1 ∈ Ω and any ϵ > 0. Assume that θ0 and θ1 are ε-dropout stable.
Then, there exists a continuous PWL path θ : [0, 1] → Ω such that θ(0) = θ0, θ(1) = θ1, and it
holds:

max
t∈[0,1]

Φ(θ(t)) ⩽ max (Φ(θ0), Φ(θ1)) + ϵ+ ε. (6.7)

We highlight that requiring dropout stability to ensure the connectivity of solutions is a
much stronger assumption than what is needed in Theorem 6.1. In fact, in order to have
that the loss along the path connecting θ0 and θ1 is ε-close to the loss at the extremes,
Theorem 1 of [KWL+19] requires that θ0 and θ1 are ε-dropout stable. On the contrary,
our main result requires that, for θ′ ∈ {θ0, θ1},

inf
ξl

ED[Ψ
(
hL
(
ξl, fl,Il(θ

′, x)
)
, y
)
] (6.8)

is no bigger than Φ(θ′). The key difference with respect to [KWL+19] is that in (6.8)
we are not restricted to rescaling the weights of the original network (as in the dropout
stability assumption), but we are allowed to optimize the weights of the subnetwork. This
makes a significant difference in practical settings. In Section 6.6, we provide examples
of networks trained on MNIST and CIFAR-10 such that dropout stability is not satisfied,
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but our mild condition still holds. Thus, even if the path provided by [KWL+19] leads
to a large loss, we are still able to connect the SGD solutions via a low-loss path.

Connections with memorization capacity. The fact that we can choose arbitrary weights
to approach the inf in (6.8) provides a link between the connectivity of solutions and
the memorization capacity of neural nets. Consider a setting in which there are N data
samples {(xj , yj)}j∈[N ] and we wish to minimize the empirical training loss, i.e. D is the
uniform distribution over these samples. By exploiting recent progress on the finite-
sample expressivity of neural networks [BEL+20; YSJ19], one deduces the corollary
below, whose proof is deferred to Appendix 6.A.2. We recall that a set of points {xi}i∈[N ]

in Rd is said to be in generic position if any hyperplane in Rd contains at most d points.

Corollary 6.3 Fix any θ0, θ1 ∈ Ω and any ϵ > 0, and let σ be ReLU. Let {(xj , yj)}j∈[N ] be N
data samples, where yj ∈ [−1, 1]nL for j ∈ [N ] and the vectors {xj}j∈[N ] are distinct. Let D be
the uniform distribution over these samples. For i ∈ {0, 1}, assume that there exist subsets of
neurons {I(i)

l }l∈[L−1] such that the following holds:

(A1) |I(i)
L−1|⩾

nL−1

2 and 4

⌊
nL−2

8

⌋⌊
nL−1 − |I(i)

L−1|
4nL

⌋
⩾N .

(A1-b) For some ε ⩾ 0,

inf

W∈R|I(i)
L−1

|×nL

E
D
[Ψ(W T f

L−1,I(i)
L−1

(θi, x), y)] ⩽ Φ(θi) + ε. (6.9)

(A2) |I(i)
L−2| = ⌈nL−2

2 ⌉, and the feature vectors {f
L−2,I(i)

L−2

(θi, xj)}j∈[N ] are in generic position.

(A3) For all l ∈ [L− 3]: |I(i)
l | = nl− 1, and the feature vectors {f

l,I(i)
l

(θi, xj)}j∈[N ] are distinct.

Then, there exists a continuous PWL path θ : [0, 1] → Ω s.t. θ(0) = θ0, θ(1) = θ1, and it holds:

max
t∈[0,1]

Φ(θ(t)) ⩽ max (Φ(θ0), Φ(θ1)) + ϵ+ ε. (6.10)

This result should be regarded as a proof of concept. Improved bounds on memoriza-
tion capacity∗ would immediately lead to stronger results about connectivity. Let us
now discuss in more detail the assumptions needed in Corollary 6.3. Assumption (A2)
ensures sufficient “diversity” among the features at the second last hidden layer: the
vectors {f

L−2,I(i)
L−2

(θi, xj)}j∈[N ] need to be in generic position, which is rather standard in
the literature about the memorization capacity of neural networks, see e.g. [Bau88]. As-
sumption (A3) requires a minimal condition that the feature vectors {f

l,I(i)
l

(θi, xj)}j∈[N ]

are distinct for l ∈ [L − 3]. Assumption (A1-b) involves the quality of the features at
the last hidden layer: it requires that, by removing nL−1 − |I(i)

L−1| neurons and picking
∗E.g., less parameters in the interpolating network or less assumptions on the input data.
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suitable new outcoming weights for the remaining ones, we do not increase the loss by
more than ε. Assumption (A1) involves the over-parameterization of the last two hidden
layers of the network: it requires that nL−2(nL−1 − |I(i)

L−1|) is at least roughly 8NnL.
Pick |I(i)

L−1| = (1 − δ)nL−1, and assume that nL is a constant independent of N . Then,
assumption (A1-b) holds if the loss remains stable after removing a δ-fraction of the
neurons, and assumption (A1) holds if nL−2nL−1 = Ω(N). We remark that there is no
requirement on the widths of the remaining layers.

It is shown in [Ngu21] that, for deep nets, if the first hidden layer hasN +1 neurons then
one gets connected sublevel sets. This bound is tight as a 2-layer network of widthN can
have disconnected sublevel sets. Here, we use properties of the features of the solutions
we wish to connect in order to relax the requirement on the over-parameterization. In
particular, if the features at the last two hidden layers are good enough (i.e. removing a
small number of neurons at layer L− 1 does not increase the loss much, and a subset of
features at layer L− 2 are in generic position), then Ω(

√
N) neurons in each of these two

layers are sufficient to ensure the connectivity. More generally, the fact that we are free to
choose the sizes of the sets I1, . . . , IL−1 in the RHS of (6.4) allows one to trade-off between
the quality of the features at a given layer and the amount of over-parameterization in
the layers above it.

Linearly separable features. One extreme example of this trade-off is when the features
are linearly separable (i.e. the features are highly representative of the labels). More
formally, consider a classification task where one is given the labels yj ∈ {0, 1}nL , and
the data samples are linearly separable. Recall that, a set of data samples {(xj , yj)}j∈[N ]

is called “linearly separable” if there exist nL hyperplanes, each separating the samples
of one class from the other classes perfectly. Pick two points such that, by removing nL
neurons per layer, their features remain linearly separable at each layer. Then, these
points can be connected by a low-loss path (without any extra over-parameterization
requirement). This is formalized in the following corollary, whose proof appears in
Appendix 6.A.3.

Corollary 6.4 Fix any θ0, θ1 ∈ Ω and any ϵ > 0. Assume that nl ⩾ 2nL for l ∈ [L − 1]
and that there exists an interval [α, β] s.t. σ is strictly monotonic on [α, β]. Let {(xj , yj)}j∈[N ]

be N linearly separable data samples, where yj ∈ {0, 1}nL for j ∈ [N ]. Let D be the uniform
distribution over these samples, and let Ψ be the standard cross-entropy loss. Assume that,
for i ∈ {0, 1}, there exists subsets {I(i)

l }l∈[L−1] such that nl
2 ⩽ |I(i)

l | ⩽ nl − nL and the set of
features {f

l,I(i)
l

(θi, xj), yj}j∈[N ] is linearly separable, for all l ∈ [0, L− 1]. Then, there exists a
continuous PWL path θ : [0, 1] → Ω such that θ(0) = θ0, θ(1) = θ1, and the following holds:

max
t∈[0,1]

Φ(θ(t)) ⩽ max (Φ(θ0), Φ(θ1)) + ϵ. (6.11)

We remark that the result of Corollary 6.4 is not restricted to the cross-entropy loss, but
it holds for any loss function Ψ whose infimum is 0 when the input is linearly separable.
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Furthermore, the assumption on the activation function being monotonic in an interval
is very mild, and it serves to avoid degenerate cases (e.g. constant activation function).

6.5 Proof of Theorem 6.1

In the following, the “incoming weights” of a neuron refer to both the incoming weight
vector and the bias of that neuron, and the “outcoming weights” of a neuron simply refer
to its outcoming weight vector. We call a neuron “inactive” if its incoming weights are
zero, and we call a neuron “pure zero” if both its incoming and outcoming weights are
zero. Clearly, a pure zero neuron is inactive. Whenever we say “set some parameter w
from a to b”, we simply mean to change the current value of w from a to b by following a
direct line segment: w(λ) = (1− λ)a+ λb, where λ ∈ [0, 1]. First, we state and prove a
useful claim. Then, we present the proof of Theorem 6.1.

Claim 6.5 Consider two distinct hidden neurons p and q on the same layer, and assume that p
is a pure zero neuron. Then, one can swap p and q by a continuous PWL path along which the
network output is invariant.

Proof of Claim 6.5. Let pin and pout denote the incoming resp. outcoming weights of p.
Similarly, we denote by qin and qout the incoming and outcomingweights of q. We change p
and q continuously by applying the following paths sequentially (after each step, we
reset the value of p and q to the ending point of the path): (i) pin(λ) = (1− λ)pin + λqin,
(ii) [pout(λ), qout(λ)] = [λqout, (1 − λ)qout], and (iii) qin(λ) = (1 − λ)qin. For all these
paths, λ goes from 0 to 1. Note that path (i) does not change the network output, since
the outcoming weights of p are zero. At the end of the first path, p and q have the same
incoming weights (i.e. they are identical neurons). Furthermore, path (ii) does not
change the network output, since the total contribution of p and q to the next layer is
constant along the path. Finally, also path (iii) does not change the network output, since
the outcoming weights of q are zero at the end of path (ii). After performing these three
steps, p and q are swapped, i.e. q becomes pure zero while p has the original weights
of q.

Proof of Theorem 6.1. Fix the subsets {Il}l∈[L−1], where Il ⊆ [nl], |Il| ⩾ nl/2, and let Īl be
the complement of Il. We show that there is a continuous PWL path from θ0 to some
other point for which all the neurons in {Īl}l∈[L−1] are pure zero, and the loss along the
path is at most

max

(
Φ(θ0), max

l∈[0,L−1]
inf
ξl

ED[Ψ (hL (ξl, fl,Il(θ0, x)) , y)] + ϵ

)
. (6.12)

To prove the claim, we start from θ0 and apply a sparsification procedure that makes the
neurons in ĪL−1, . . . , Ī1 become pure zero, one layer at a time from layer L − 1 down
to layer 1. First, we construct a path that makes the outcoming weights of the neurons
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in ĪL−1 become zero by changing only the weights in the last layer. Note thatΨ is convex
in the weights of the last layer, hence Φ is also convex in those weights. Therefore, the
loss along this path is at most

max

(
Φ(θ0), inf

ξL−1

ED[Ψ
(
hL
(
ξL−1, fL−1,IL−1

(θ0, x)
)
, y
)
] + ϵ

)
.

Once the outcoming weights of a neuron are all zero, the incoming weights can also be
set to zero without changing the loss. Thus, the neurons in ĪL−1 can be made pure zero.

Now, we assume via induction that we have already made all the neurons in
{Īl+1, . . . , ĪL−1} pure zero, andwewant tomake the neurons in Īl pure zero. It suffices to
make all the inter-connections between Īl and Il+1 become zero, because the connections
between Īl and Īl+1 are already zero due to the inactivity of Īl+1. To do this, one first
observes that the pure-zero state of the neurons in {Īl+1, . . . , ĪL−1} separates the original
network from layer l + 1 to layer L− 1 into two parallel subnetworks: one with neurons
in {Ip}L−1

p=l+1, and the other with pure zero neurons. Now, set the incoming weights of
the neurons in {Īl+1, . . . , ĪL−1} to the corresponding values given by the subnetwork ξ∗,
where ξ∗ satisfies the following

ED[Ψ (hL (ξ∗, fl,Il(θ0, x)) , y)] ⩽ inf
ξl

ED[Ψ (hL (ξl, fl,Il(θ0, x)) , y)] + ϵ. (6.13)

Note that a subnetwork ξ∗ which satisfies (6.13) always exists: if the infimum on the
RHS of (6.13) is actually a minimum, then we can pick ξ∗ to be one of the minimizers.
Otherwise, there exists a ξ∗ whose loss approaches the infimum with arbitrarily small
error. In the above step, only the incoming weights that are relevant to the subnetwork ξ∗
are reset, while the other ones are kept unchanged. In particular, this step does not affect
the outputs of the neurons in the other subsets {Il+1, . . . , IL−1} as well as the output
of the network. Next, let us set all the outcoming weights in ĪL−1 to the corresponding
value given by ξ∗, and all the outcoming weights in IL−1 to zero (in one step). By
the convexity of Ψ w.r.t. the output weights, we have that the loss along this path is
upper bounded by the loss at the extremes of the path, which is in turn upper bounded
by (6.12). Now, since the outcoming weights of IL−1 are zero, it follows that the parallel
subnetwork associated to {Il+1, . . . , IL−1} does not contribute to the network output.
Thus, we can change the incoming weights of all the neurons in this subnetwork to any
arbitrary values without affecting the loss. Hence, we turn all these neurons into inactive
and then pure zero, without changing the loss. As a result, all the inter-connections
between Īl and Il+1 will become zero, as wanted from above. At this point, note that the
weights of the neurons in {Īl+1, . . . , ĪL−1} are those of ξ∗. Thus, in order to finish the
induction proof, we need to make them become pure zero again. This can be done by
swapping, at each layer p ∈ [l + 1, L− 1], one pure zero neuron in Ip with one neuron
in Īp. As |Ip| ⩾ np

2 ⩾ |Īp|, this is always possible, and the network output is invariant by
Claim 6.5.

The sparsification procedure described above can be performed for any subsets {Il}l∈[L−1]

s.t. |Il| ⩾ nl
2 for l ∈ [L − 1]. Thus, we can take the minimum in (6.12) over such
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subsets. Let {I∗
l }l∈[L−1] be the optimal subsets for θ0. Let us apply the same sparsification

procedure to θ1. We can assume w.l.o.g. that the optimal subsets for θ1 and θ0 are the
same. In fact, if this is not the case, we use Claim 6.5 and swap the pure zero neurons
with other ones on the same layer in order to satisfy this property. At this point, both θ0
and θ1 have been sparsified, and they have the same set of pure zero neurons at each
layer, indexed by {Ī∗

l }l∈[L−1].

Finally, we connect the sparsified versions of θ0 and θ1. LetA be the subnetwork consisting
of all the hidden neurons in {Ī∗

l }l∈[L−1], and B the subnetwork consisting of all the
remaining neurons. Both A and B share the same input and output layers as the original
network. Note also that the hidden layers ofB have larger widths than the corresponding
layers ofA. SinceA andB are decoupled, one can turn one on and the other off by setting
the appropriate output weights to zero, and then update the incoming weights of the
other subnetwork to any desired value without affecting the loss. In this way, one can
make all the incoming weights (restricted to each parallel subnetwork) of θ0 equal to the
corresponding values of θ1. Finally, one uses the convexity of the lossΨ again to equalize
the output weights of both θ0 and θ1. Hence, the loss incurred to connect the sparsified
versions of θ0 and θ1 is no bigger than

max
θ′∈{θ0,θ1}

inf
ξ0

ED[Ψ
(
hL
(
ξ0, f0(θ

′, x)
)
, y
)
] + ϵ.

By taking the maximum of the loss along the paths considered in this proof, we get the
bound (6.4).

6.6 Numerical Experiments

We compare the losses along the path of Theorem 6.1 and the one in [KWL+19] which
our theoretical analysis has improved upon. Implementation details and a link to the
code are given in Appendix 6.C.

Datasets and architectures. We consider MNIST [LBB+01] and CIFAR-10 [Kri09]
datasets. As a pre-processing stage, we perform a scaling into [−1, 1] for MNIST, and
data whitening for CIFAR-10. For MNIST, we consider a fully connected network (FCN)
with 10 hidden layers (L = 11), each of width 245. For CIFAR-10, we consider two
architectures: (i) an FCN with 5 hidden layers (L = 6), each of width 500, and (ii) the
VGG-11 network [SZ15]. All architectures have ReLU activations. We train each network
by standard SGD with cross-entropy loss, batch size 100 and no explicit regularizers.
All the networks are trained beyond the point where the dataset is perfectly separated,
and no early stopping mechanism is used. For each trained network, we perform the
following two experiments.

Experiment (A):we evaluate the RHS of (6.4), with θ′ being the trained model, by using
the equivalent characterization (6.6). First, we fix the integers Kl = ⌈nl/2⌉. Then, for
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each l ∈ [0, L− 1], we compute the quantity Q̃l, defined as:
Q̃l :=min

Il⊆[nl]
|Il|=Kl

Ql =min
Il⊆[nl]
|Il|=Kl

inf
ξl

ED[Ψ
(
hL
(
ξl, fl,Il(θ

′, x)
)
, y
)
]. (6.14)

We upper bound the inf in (6.14) by running an independent SGD routine, and upper
bound the min there by sampling the subsets Il uniformly at random for TA = 20
times and by picking the best training loss resulting from the inf . The resulting bounds
on Q̃l are shown by the blue curves in Figure 6.3. Note that by taking the maximum of
these values for l ∈ [0, L − 1], one obtains an upper bound on (6.6), which is exactly
the min max inf term in Theorem 6.1. As Theorem 6.1 requires at least two different
points θ′ to connect, in Figure 6.3 we run our experiments multiple times (i.e. by training
multiple network θ′ above), and we report the mean together with the 95% confidence
interval. The performance of these original models θ′’s is shown by the horizontal dotted
green line in Figure 6.3 (used as a reference). As one can see, the blue curve is always
close to the reference curve, which means that our upper bound as given in Theorem 6.1
for connecting these θ′ solutions is always close to their original training losses, and thus
all these solutions are approximately connected.

Experiment (B): we test the dropout stability of the trained model as defined
in [KWL+19]. For each l ∈ [L− 1], we proceed as follows: (i) randomly remove half of
the neurons at all layers p ∈ [l, L− 1], and (ii) optimize the scaling factor of the output
of the remaining network by minimizing the training loss. This last optimization is per-
formed in our experiments via the Scipy method minimize_scalar(method="brent").
For each l ∈ [L− 1], this procedure (i.e. do (i), and then (ii)) is repeated TB = 200 times,
andwe pick the best result based on the training loss. We have chosen the value TB = 200
by observing that, if we increase TB from 100 to 200, the change in the minimum loss is
negligible. The results here are shown by the orange curves in Figure 6.3. One observes
that dropout stability tends to be satisfied at the layers near the output of the network,
while dropping the neurons from the first few layers increases the loss significantly. This
is consistent with the findings of [KWL+19], where it is reported that dropout stability
does not hold for the first few layers of the VGG-11 architecture without dropout training.
If one instead uses dropout during training, [KWL+19] show that the trained model
satisfies the dropout stability property. In Experiment (A), we have shown that, even
when dropout is not used as an explicit regularizer during training (and consequently
dropout stability may not hold), we can still ensure the existence of low-loss connecting
paths. This is because our bound in Theorem 6.1 allows the optimization of the weights
of the subnetwork ξl.

Figure 6.3d illustrates the paths between two SGD solutions obtained from Experiment
(A) and (B) for the FCNwithL = 6 trained on CIFAR-10. While the path (A) constructed
via Theorem 6.1 has loss close to zero (and close to the loss of the reference model), the
path of [KWL+19] experiences a large loss. Additional results in Appendix 6.B show
similar patterns for the test error (see Figure 6.6) and for different dropout ratios (see
Figures 6.7 and 6.8). Furthermore, the log-scale plot in Figure 6.5 of Appendix 6.B allows
one to zoom into the detailed difference between our bound and the reference.
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Figure 6.3: a–c: Training loss for Experiments (A) and (B). The dotted green line is the
originally trained model θ′, used as a reference. Mean and 95% confidence
interval are shown for 10 different trained networks θ′ in a-b, and for 5 differ-
ent θ′ in c. The plot d shows the loss along the paths of Experiments (A) and
(B) between a fixed pair of solutions for the FCN trained on CIFAR-10.

In Figure 6.4, we perform Experiments (A)-(B) for an FCN with 2 hidden layers of
equal width, trained on MNIST and CIFAR-10. Here, we vary the width, and report
the maximum of the bounds over all the layers. As expected, the loss gets smaller as
width increases. However, the bound provided by Theorem 6.1 is close to 0 already
for networks of moderate sizes: about 200 neurons for MNIST, and 500 for CIFAR-10.
These networks widths roughly correspond to

√
N , as predicted by Corollary 6.3. On the

contrary, much larger widths are necessary for dropout stability to hold: 2000 neurons
for MNIST, and for CIFAR-10, networks with 3000 neurons are still quite far from being
dropout stable.

Taking all these experimental results together, we have demonstrated that, for simple
datasets (e.g. MNIST) and for large enough widths, dropout stability holds. How-
ever, for more difficult learning tasks (e.g. CIFAR-10), and for networks of moderate
widths or larger depths, there is a strong evidence that dropout stability is not satis-
fied. Yet, our main theorem provides connecting paths with low loss, even when the
over-parameterization of the trained networks is moderate.

6.7 Concluding Remarks

We provide a new characterization for SGD solutions (or more generally, for any two
points in parameter space) to be connected by low-loss paths. Numerical experiments
demonstrate that the proposed sufficient condition is satisfied by trained networks, also
in settings where the requirements of the previous works do not hold. Our results and
analysis lead directly to the following open question: Is having (more than two) hidden
layers with Ω(

√
N) neurons in general sufficient to guarantee the connectivity of all the sublevel

sets? Although width N is both necessary and sufficient for two-layer nets [Ngu21], our
Corollary 6.3 gives hope that this bound may be not tight for deeper nets, and sublinear
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Figure 6.4: Training loss (maximum over all layers) for Experiments (A) and (B) for an
FCN with two hidden layers of equal albeit varying widths. The dotted line
is the originally trained model. Mean and 95% confidence interval are shown
for 3 different solutions θ′.

widths there might suffice. Answering this question would help us better understand the
role of depth on shaping the geometry of neural net loss function. It is also interesting to
study: (i)Why does SGD converge to solutions fulfilling the trade-off we describe here
between feature quality and over-parameterization? (ii) Does SGD provably converge
to a global optimum for such networks? This last question was studied, e.g. in [ALS19;
DLL+19a; NM20; OS20; ZCZ+20] for regression tasks, but the current results still require
at least one layer with Ω(N) neurons. The analysis here suggests that SGD may explore
a well-behaved region of the loss landscape even for networks with sublinear layer
widths.

6.A Missing Proofs

6.A.1 Proof of Corollary 6.2

Proof. Let θ′ ∈ {θ0, θ1}. Then, as θ′ is ε-dropout stable, we obtain that, for every l ∈
[L − 1], there exist subsets of indices {I l,dp }L−1

p=l , with I l,dp ⊆ [np] and |I l,dp | ⩽ ⌊np/2⌋,
such that the following property holds: after rescaling the outputs of the hidden units
indexed by {I l,dp }L−1

p=l and setting the outputs of the remaining units to zero, we obtain θ′l,d
satisfying Φ(θ′l,d) ⩽ Φ(θ′) + ε. Now, one observes that, by using Theorem 6.1, it suffices
to show that there exists a choice of {Ij}j∈[L−1] with Ij ⊆ [nj ] and |Ij | ⩾ nj/2 such that,
for l ∈ [0, L− 1], it holds

inf
ξl

ED[Ψ
(
hL
(
ξl, fl,Il(θ

′, x)
)
, y
)
] ⩽ Φ(θ′l,d), (6.15)

with I0 = [n0].

For l ∈ [L − 1], pick Il such that Il ⊇ I l,dl and |Il| = ⌈nl/2⌉. This is possible
since |I l,dl | ⩽ ⌊nl/2⌋. Note that since |Il| = ⌈nl/2⌉, the requirement that |Il| ⩾ nl/2
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from (6.4) is fulfilled. As Il ⊇ I l,dl , fl,Il(θ′, x) contains all the non-zero elements of
the feature vector fl(θ′l,d, x) (i.e. after setting the outputs of the remaining neurons to
zero as described above). Furthermore, recall that ξl contains the parameters of a sub-
network from layer l to L with layer widths m

(l)
l = |Il|, m(l)

p = np − |Ip| = ⌊np/2⌋
for p ∈ [l + 1, L − 1] and m

(l)
L = nL. Thus, since θ′l,d contains at most ⌊np/2⌋

non-zero neurons at layer p ∈ [l + 1, L − 1], it follows that the network computed
at θ′l,d can be implemented by the subnetwork. In other words, there exists ξl such
that hL (ξl, fl,Il(θ′, x)) = fL(θ

′
l,d, x), for all x. Hence, (6.15) holds and the desired claim

follows.

6.A.2 Proof of Corollary 6.3

Proof. We show that, for i ∈ {0, 1} and for l ∈ [0, L− 1],

inf
ξl

ED

[
Ψ
(
hL

(
ξl, fl,I(i)

l

(θi, x)
)
, y
)]

⩽ Φ(θi) + ε, (6.16)

with I(i)
0 = [n0]. When l = L−1, (6.16) is equivalent to (6.9), which holds by assumption

(A1-b). When l = L − 2, we note that {f
L−2,I(i)

L−2

(θi, xj)}j∈[N ] are in generic position
by assumption (A2), and assumption (A1) holds. Thus, (6.16) follows by applying
Proposition 4 of [BEL+20] to each of thenL outputs of the network. When l ∈ [0, L−3], we
note that {f

l,I(i)
l

(θi, xj)}j∈[N ] are distinct by assumption (A3), the samples {xj}j∈[N ] are
distinct by assumption, and yj ∈ [−1, 1]nL for j ∈ [N ]. Thus, by using again assumption
(A1), we can apply Corollary A.1 of [YSJ19] and (6.16) readily follows.† Finally, one can
easily check that |I(i)

l | ⩾ nl/2 for all l ∈ [L−1], i ∈ {0, 1},which satisfies the requirement
in (6.4). Thus, the desired claim follows from Theorem 6.1.

6.A.3 Proof of Corollary 6.4

Proof. We show that, for i ∈ {0, 1} and for l ∈ [0, L− 1],

inf
ξl

ED

[
Ψ
(
hL

(
ξl, fl,I(i)

l

(θi, x)
)
, y
)]

= 0, (6.17)

with I(i)
0 = [n0]. Recall that, by hypothesis, {f

l,I(i)
l

(θi, xj), yj}j∈[N ] are linearly separable
for l ∈ [0, L − 1]. For k ∈ [nL], denote by (yj)k the k-th component of the vector yj ∈
{0, 1}nL .

†Note that we apply Corollary A.1 of [YSJ19] with m = 1 and l1 = L − 2. In this setting, [m − 1]
and [lm + 2 : L− 1] are the empty set, hence the 1st, 3rd and 4th conditions of Corollary A.1 hold. To verify
the 2nd condition, note that r1 = 0, dL−2 = nL−2 − |I(i)

L−2| = ⌊nL−2

2
⌋, dL−1 = nL−1 − |I(i)

L−1|, and dy = nL.
Thus, the 2nd condition follows from assumption (A1), and the application of Corollary A.1 is justified.
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6.B Additional Numerical Experiments

First, consider the case l = L − 1. Then, the problem in (6.17) is a convex learning
problem with linearly separable inputs, namely {f

L−1,I(i)
L−1

(θi, xj), yj}j∈[N ]. Since Ψ is
the cross-entropy loss, (6.17) holds immediately.

Consider now the case l ∈ [0, L − 2]. Then, there exists γ ∈ (α, β), a set of nL
weightsw1, . . . , wnL ∈ R|I(i)

l | and a set of nL biases c1, . . . , cnL ∈ R such that the following
holds: if (yj)k = 1, then ⟨f

l,I(i)
l

(θi, xj), wk⟩+ ck ∈ (γ, β); otherwise, ⟨f
l,I(i)

l

(θi, xj), wk⟩+
ck ∈ (α, γ). In words, this means that the pre-activation output of neuron k at
layer l + 1 maps all the samples of class k into (γ, β) and the remaining samples
into (α, γ). Let us assume w.l.o.g. that σ is strictly monotonically increasing on (α, β).
Then, we have that, if (yj)k = 1, σ(⟨f

l,I(i)
l

(θi, xj), wk⟩ + ck) ∈ (σ(γ), σ(β)); other-
wise, σ(⟨f

l,I(i)
l

(θi, xj), wk⟩+ ck) ∈ (σ(α), σ(γ)). Hence, at layer l+1, we have nL neurons,
each perfectly separating the samples of one class from the others. This shows that the set
of features formed by these neurons is linearly separable. By repeating this argument, we
can choose the weights of nL neurons from the next layers l + 2, . . . , L− 1 such that this
linear separability property is maintained. Consequently, the subnetwork implemented
by ξl (which has at least nL neurons at each of its hidden layers) can perfectly separate
the features {f

l,I(i)
l

(θi, xj), yj}j∈[N ]. Thus, (6.17) holds, and the desired claim follows
from Theorem 6.1.

6.B Additional Numerical Experiments

Training loss in logarithmic scale. Figure 6.5 plots the loss reported in Figure 6.3 on a
logarithmic y-axis. This allows one to see more clearly the difference between our bound
(A) and the reference model. We note that this difference remains small across all layers
of the network and experiments. Likewise, Figure 6.9 plots the loss reported in Figure 6.4
on a logarithmic y-axis. The logarithmic scale of the plot magnifies the drop in the metric
around a certain threshold, about 100 neurons for MNIST and 400 for CIFAR-10.

Test error. Figure 6.6 shows the corresponding test errors for the experiment in Figure 6.3.
One can observe a similar behavior that our bound (A) continues to remain close to the
reference model, while the test error (B) coming from the dropout stability assumption
is large at the first layers.

Different dropout ratios. In Figures 6.7 and 6.8, we perform Experiments (A) and (B)
againwith other values ofKl’s – the cardinalities of the subsets of neurons Il’s. Intuitively,
in our proofsKl can be seen as the number of neurons that we choose to keep at each
layer, and thus it can also be defined via a certain dropout ratio. For simplicity, we fix
this ratio to be the same at every layer, say p ∈ [0, 1]. LetKl = ⌈(1− p)nl⌉, for l ∈ [L− 1].
Then, one notes that the results in Figures 6.3 and 6.4 have been obtained by taking p = 1

2 .
Now, we repeat these experiments for p ∈ {1

3 ,
1
4}, and report the results in Figures 6.7

and 6.8, respectively. As for Experiment (A), this means that, while more neurons are
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Figure 6.5: Results of Figure 6.3 plotted with a logarithmic y-axis.
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Figure 6.6: Test error (in %) for the experiment in Figure 6.3.

preserved at each hidden layer (due to smaller p), the capacities of the sub-networks ξl’s
from Theorem 6.1 are smaller. As for Experiment (B), since more neurons are kept at
each layer, there is a better chance that the dropout stability assumption is satisfied. Let
us remark that the results of [KWL+19] show the existence of a low-loss path for p ⩾ 1

2 ,
whereas our Theorem 6.1 also applies to p ⩽ 1

2 . The plots show that although experiment
(B) benefits from a lower p, there is still a significant performance gap with the originally
trained model, especially at the lower layers. Meanwhile, this gap is consistently smaller
for (A) across different values of p. This is on par with the case p = 1

2 as reported in
Section 6.6.

6.C Training Details

All models were trained from scratch on MNIST and CIFAR-10. The hyperparameters for
training the original networks θ′ (O) and for Experiment (A) can be found in Table 6.1.
They were manually chosen in such a way that SGD achieves a reasonable convergence
speed. All experiments were run on Nvidia GPUs Tesla V100. The implementation can
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Figure 6.7: Dropout ratio p = 1
3 . Training loss (top) and test error (bottom) for Experi-

ments (A) and (B). The dotted green line is the originally trainedmodel, used
as a reference. We perform the experiments for only one trained model θ′,
and thus there is no confidence interval.

be found on Github‡. The original models are trained until 0 training error is reached.
For Experiment (A), training is done for at least 100 epochs, and then it is stoppedwhen 0
error or a maximum of 400 epochs is reached. Moreover, sub-networks ξl with larger
depth (i.e. starting at a lower l) requiredmore care and a lower learning rate than shallow
ones. For VGG, we employ a learning rate scheduler. As reported in the table, we tweak
the scheduler for certain values of l (giving the deepest models) in the case p = 1

4 . For
the varying-width experiment (Figure 6.4), the same learning rate is used for different
widths to allow a comparison of results. The maximal learning rate that makes every
model converge is kept.

Pruning for VGG-11. As in previous work [KWL+19], for CNN architectures like
VGG-11, each convolutional feature map associated with a filter/kernel can be treated
as a single neuron of a fully connected architecture. In this way, Experiment (B) can be
done similarly to the case of fully connected networks. For Experiment (A), this means
that the sub-networks ξl’s consist of a small fraction of the convolutional filters from each
layer of the original network. All the max-pooling layers, as part of the original VGG-11
architecture, are kept unchanged.

‡https://github.com/modeconnectivity/modeconnectivity
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Figure 6.8: Dropout ratio p = 1
4 . Training loss (top) and test error (bottom) for Experi-

ments (A) and (B). The dotted green line is the originally trainedmodel, used
as a reference. We perform the experiments for only one trained model θ′,
and thus there is no confidence interval.
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Figure 6.9: Results of Figure 6.4 plotted with a logarithmic y-axis. Mean and 95% confi-
dence intervals are depicted for three different trained networks θ′.
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Model (O-11) (O-3) (A-11) (A-3)

learning rate 10−3 5 · 10−3 2 · 10−3– 5 · 10−3 5 · 10−3

momentum 0.95 — — —

(a) FCN MNIST

Model (O-6) (O-3) (A-6) (A-3), l = 0 (A-3), l = 1, 2

learning rate 10−3 5 · 10−4 10−3 – 5 · 10−3 10−3 5 · 10−3

momentum 0.95 — — — —

(b) FCN CIFAR-10

Model (O) (A)† (A), p = 1
4 , l = 0 (A), p = 1

4 , l = 1

learning rate 5 · 10−3 — — —
momentum 0.9 — — —
weight decay 5 · 10−4 — — —

scheduler γ = 0.5 γ = 0.5 γ = 0.1 γ = 0.9
steps = 10 steps = 20 steps = 250 mode = “plateau”

† All of the cases except p = 1
4
, l ∈ {0, 1}

(c) VGG CIFAR-10

Table 6.1: Hyperparameters of the SGD optimizer for training the original model (O)
and the sub-networks of Experiment (A). For each n ∈ {3, 6, 11}, the models
(O-n) and (A-n) refer to those sub-networks that have total number of layers n
(i.e. n ∈ {6, 11} in Figure 6.3, and n = 3 in Figure 6.4). The index l refers to the
subnetwork ξl. Dashes stand for duplicate values from the column on the left.
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Conclusion

In this thesis, we have investigated different aspects of generative modelling, specifically
Generative Adversarial Networks (GANs) which are based on Optimal Transport (OT)
quantities.

The core mathematical framework underlying the expression of OT was first presented in
Chapter 2. Then, in Chapter 3, we presented different formulations of a general GAN loss,
along with typical approaches and hypothesis used to analyse the resulting optimization
system. Focusing on the optimal discriminator hypothesis, we recalled sufficient regu-
larity assumptions a GAN should satisfy in order for the overall optimization problem
to converge to a critical point of the loss. We illustrated them with toy examples, and
showed that, even in this simple case, at least one of the condition was not satisfied.
Considering more intricate examples should be the topic of future work.

Broadening the field of study, in Chapter 4, we introduced the Bures-Wasserstein (BW)
linear GAN. It is one of the few instances where a closed-form expression of the Wasser-
stein distance is known and can be leveraged. Moreover, the deep linear architecture of
the generator encodes a deep matrix factorization of a covariance matrix. Together, the
resulting learning system possesses attractive characteristics: it unites a rank-constrained
matrix approximation problem, a non-Euclidean type of loss, and an over-parametrized
optimization scheme. The expression of the critical point for the BW loss restricted to
a fixed-rand set of matrices was derived. (Theorems 4.5 and 4.9). Furthermore, their
correspondence in the different spaces (covariance, function, and parameter spaces) was
drawn (Propositions 4.11 and 4.12). Interestingly, the resulting critical points of the BW
loss are identical to the critical points found when considering the Frobenius loss.

Even if the Frobenius and BW losses share the expression of the critical points, the Hes-
sian at these critical points are different. As it influences the optimization procedure, we
derived the Hessian matrices expression (under the parametrization considered) and
experimentally investigated their condition numbers. Although the findings are pre-
liminary, they might pave the way to better understanding the fundamental differences
between the two losses.

As the problem studied can be cast as an instance of a rank-constrained (covariance)
matrix approximation, one may legitimately ask what its connection to the celebrated
Eckart-Young-Mirsky theorem is. Nonetheless, an application of this theorem is not
possible in this case, as the BW distance is not a norm on covariance matrices. We
investigated why the minimizers of the approximation problem were the same for the
two losses, and pinpointed the origin of this equivalence to the ground cost used in the
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sample space on which the Wasserstein distance is based. A generalization of the results
in the case another ground distance is considered to compute the BW loss is left to future
endeavors.

The use of this specific loss raises challenges in the analytical study of the resulting
optimization scheme. We have tackled some of them, with the help of appropriate
hypothesis on the initialization of the weights of the network. In particular, we showed
exponential convergence to a global minimizer of the original loss under gradient flow
on the one hand (Theorem 5.18), and convergence for the regularized loss to a minimizer
that achieves minimum loss over a set of rank-constrained matrices under gradient
descent on the other hand (Theorem 5.22). Experimental evaluations corroborate the
theoretical statement, and indeed show a convergence acceleration correlated with the
depth of the network considered.

Again, some geometrical aspects of the landscape are shared with the squared norm loss.
For instance, the strict saddle point property is shared between the two losses, so that
gradient descent algorithms, when generically initialized, are almost sure to converge to
local minimizers. What’s more, the local minimizer turns out to be a global if we restrict
the search-space to a set of rank-constrained matrices. As a future line of work, relaxing
or even discarding the optimal discriminator hypothesis could be envisaged. This would,
for instance, imply considering a second network in order to model a discriminator. More
generally, relaxing the assumptions (balancedness of the weights, margin deficiency) of
the study are naturally possible extensions to the present work.

Moreover, chain of parametrizations (deep linear network and covariance) produces an
infinite number of critical points in the parameter and function spaces that all correspond
to a single critical point in the covariance space. Even when a bijection between the
parameter space and the function space is obtained, thanks to the balancedness property
of the parameters, there is still an infinity of functions (matrices) that map to the same
covariance space. Therefore, the convergence of the gradient-descent algorithms is
only ensured to find the unique covariance matrix solution, but can do so with any
corresponding end-to-end matrix. Understanding if one is favored over another is a
question that we leave to future research.

This question is related to the last chapter of the thesis, Chapter 6, where experimental
evidence suggests that gradient descent algorithms naturally tend to converge toward
basins of low-error solutions. The work is framed in a general classification setting,
and an manifest direction of research is to extend it to a generative setting. Notice
nonetheless that the study carried out in Chapters 4 and 5 essentially reduces the GAN
optimization problem to a minimization-only problem, and thus, falls under the frame-
work of Chapter 6. The detailed connection between the infinitely-many solutions to the
over-parametrized matrix approximation and the basins of good solutions would also
probably be a fruitful path to pursue.
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